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Welcome to the proceedings of the fifth NASA High Performance Computing and
Communications Computational Aerosciences (CAS) Workshop! This workshop
was held February 15-17, 2000, at NASA Ames Research Center, Mountain
View, California,
The purpose of the CAS workshop is to bring together NASA's scientists and
engineers and their counterparts in industry, other government agencies, and
academia working in the Computational Aerosciences and related fields. This
workshop is part of the technology transfer plan of the NASA High Performance
Computing and Communications (HPCC) Program. Specific objectives of the CAS
workshop are to: (1) communicate the goals and objectives of HPCC and CAS,
(2) promote and disseminate CAS technology within the appropriate technical
communities, including NASA, industry, academia, and other government labs,
(3) help promote synergy among CAS and other HPCC scientists, and (4) permit
feedback from peer researchers on issues facing High Performance Computing in
general and the CAS project in particular.
This year we had a number of exciting presentations in the traditional
aeronautics, aerospace sciences, and high-end computing areas and in the less
familiar (to many of us affiliated with CAS) earth science, space science, and
revolutionary computing areas. Presentations of more than 40 high quality
papers were organized into ten sessions and presented over the three-day
workshop. The proceedings are organized here for easy access: by author, title
and topic.
I believe participants from all disciplines will find the papers and presentations
useful and informative. I hope you agree.
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Sincerely,

Catherine H. Schulbach
Manager, Computational Aerosciences Project

** JF Authorizing NASA Official: Catherine
Schulbach
Web Curator: Sue Cox
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A PARALLEL GENETIC ALGORITHM FOR AUTOMATED ELECTRONIC CIRCUIT DESIGN
Jason D.Lohn, Silvano P. Colombano, Gary L. Haith, Dimitris Stassinopoulos
Computational Sciences Division
NASA Ames Research Center
Moffett Field, CA 94035
(650) 604-5138
jlohn@ptolemy.arc.nasa.gov
Parallelized versions of genetic algorithms (GAs) are popular primarily for three reasons: the GA is
an inherently parallel algorithm, typical GA applications are very compute intensive, and powerful
computing platforms, especially Beowulf-style computing clusters, are becoming more affordable
and easier to implement. In addition, the low communication bandwidth required allows the use
of inexpensive networking hardware such as standard office ethernet. In this paper we describe a
parallel GA and its use in automated high-level circuit design.
Genetic algorithms are a type of trial-and-error search technique that are guided by principles of
Darwinian evolution. Just as the genetic material of two living organisms can intermix to produce
offspring that are better adapted to their environment, GAs expose genetic material, frequently
strings of Is and Os, to the forces of artificial evolution: selection, mutation, recombination,
etc. GAs start with a pool of randomly-generated candidate solutions which are then tested
and scored with respect to their utility. Solutions are then bred by probabilistically selecting
high quality parents and recombining their genetic representations to produce offspring solutions.
Offspring are typically subjected to a small amount of random mutation. After a pool of offspring
is produced, this process iterates until a satisfactory solution is found or an iteration limit is
reached. Genetic algorithms have been applied to a wide variety of problems in many fields,
including chemistry, biology, and many engineering disciplines.
There are many styles of parallelism used in implementing parallel GAs. One such method is
called the master-slave or processor farm approach (Fig. 1). In this technique, slave nodes are
used solely to compute fitness evaluations (the most time consuming part). The master processor
collects fitness scores from the nodes and performs the genetic operators (selection, reproduction,
variation, etc.). Because of dependency issues in the GA, it is possible to have idle processors.
However, as long as the load at each processing node is similar, the processors are kept busy
nearly all of the time.
In applying GAs to circuit design, a suitable genetic representation is that of a circuit-construction
program. We discuss one such circuit-construction programming language and show how evolution can generate useful analog circuit designs. This language has the desirable property that
virtually all sets of combinations of primitives result in valid circuit graphs. Our system allows
circuit size (number of devices), circuit topology, and device values to be evolved. Using a parallel
genetic algorithm and circuit simulation software, we present experimental results as applied to
three analog filter and two amplifier design tasks. For example, Fig. 2 shows an 85 dB amplifier design evolved by our system, and Fig. 3 shows the performance of that circuit (gain and
frequency response). In all tasks, our system is able to generate circuits that achieve the target
specifications.
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A POSTERIORI ERROR ESTIMATION FOR FINITE VOLUME AND FINITE
ELEMENT APPROXIMATIONS USING BROKEN SPACE APPROXIMATION
Timothy J. Barth
Information Sciences Directorate
NASA Ames Research Center
Moffett Field, CA 94035 USA
(650)604-6740
barth@nas.nasa.gov
Mats G. Larson
Department of Mathematics
Chalmers University of Technology
Goteborg, S-412 96, Sweden
mgl@math.chalmers.se

We consider a posteriori error estimates for finite volume and finite element methods
on arbitrary meshes subject to prescribed error functionals. Error estimates of this
type are useful in a number of computational settings: (1) quantitative prediction of the
numerical solution error, (2) adaptive meshing, and (3) load balancing of work on
parallel computing architectures. Our analysis recasts the class of Godunov finite
volumes schemes as a particular form of discontinuous Galerkin method utilizing
broken space approximation obtained via reconstruction of cell-averaged data. In this
general framework, weighted residual error bounds are readily obtained using duality
arguments and Galerkin orthogonality. Additional consideration is given to issues
such as nonlinearity, efficiency, and the relationship to other existing methods.
Numerical examples are given throughout the talk to demonstrate the sharpness of
the estimates and efficiency of the techniques.

Discontinuous Galerkin Solution of Transonic Ringleb Flow
(a) Primal solution (density contours).

(b) Dual solution (density contours) obtained for
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Adaptivity in Agent-Based Routing for Data Networks
David H. Wolpert, Sergey Kirshner, Chris J. Merz and Kagan Turner
NASA Ames Research Center, MS 269-2
dhw@ptolemy.arc.nasa.gov, (650) 604-3362

This article introduces the concept of "Collective INtelligence" (COIN) and the crucial steps
involved in COIN design. A COIN is a large multi-agent system where:
(i) There is no centralized communication among agents;
(ii) There is no centralized control among agents;
(iii) There is a well-specified global objective, and we are confronted with the inverse problem
of how to configure the system to achieve that objective.
(iv) Agents are "greedy" in that they act to try to optimize their own utilities, without explicit
regard to cooperation with other agents.
Many conventional approaches to designing large distributed systems to optimize a world utility
attempt to explicitly model the dynamics of the overall system. They then hand-tune the interactions between the agents to ensure that those agents "cooperate" as far as the world utility
is concerned. This approach is labor-intensive, often results in highly nonrobust systems, and
usually results in design techniques that have limited applicability.
In contrast, in our approach we wish to solve the COIN design problems implicitly, via the
"adaptive" character of Reinforcement Learning (RL) algorithms that each of the agents run.
This approach introduces an entirely new, profound design problem: Assuming the RL algorithms are able to achieve high rewards, what reward functions for the individual agents will,
when pursued by those agents, result in high world utility? How, without any detailed modeling
of the overall system, can one set the utility functions for the RL algorithms in a COIN to have
the overall dynamics reliably and robustly achieve large values of the provided world utility?
In this article we focus on applying COINs to the problem of internet packet routing. In a conventional approach to packet routing, each router runs what it believes (based on the information
available to it) to be a shortest path algorithm (SPA), i.e., each router sends its packets in the
way that it surmises will get those packets to their destinations most quickly. Unlike with an

approach based on our COIN framework, with SPA-based routing the routers have no concern
for the possible deleterious side-effects of their routing decisions on the global performance (e.
g., they have no concern for whether they induce bottlenecks).
In these experiments the COIN-based system achieved significantly better global throughput
than did the 'full knowledge' Ideal SPA-based system (ISPA, i.e., an SPA endowed with full
knowledge of the shortest paths, whose performance provides an upper bound on that of all
SPAs). In particular, they automatically avoided the Braess' Paradox that was built-in to some of
those systems. This is illustrated in the figure, where "FK-COIN" refers the best possible COIN
performance, and "MB-COIN" refers to a practical COIN-based system, which has access to
limited information about the state of the network.
85

o>
Q
o

80

75

ISPA —
FKCOIN •-•••
MB COIN --

ISPA
FK COIN
MB COIN

CD

« 100

_*

o

CO
D.
CD
D.

£
D

CO
CL

fc 95

70

Q_

65

90
0.1 0.2 0.3 0.4
Steering Parameter
(a) Hex Network

0.5

0.1 0.2 0.3 0.4
Steering Parameter

0.5

(b) Butterfly Network

Figure 1: COIN performance on two networks.
Although still very young, research specifically concentrating on the COIN design problem has
already resulted in successes in artificial domains, in particular in the leader-follower problem,
and in variants of Arthur's El Farol bar problem, in addition to packet-routing. It is expected
that as it matures and draws upon other disciplines related to COINs, this research will greatly
expand the range of tasks addressable by human engineers.
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AUTOMATION OF THE CFD PROCESS ON DISTRIBUTED COMPUTING SYSTEMS
Ed Tejnil
Ken Gee
MCAT, Inc.
MS 258-1, Ames Research Center, Moffett Field, CA 94035, (650)604-4527
tejnil@nas.nasa.gov
Yehia M. Rizk
NASA/Ames Research Center
MS 258-1, Ames Research Center, Moffett Field, CA 94035, (650)604-4466
yrizk® mail.arc.nasa.gov
1.0 Summary
A script system was developed to automate and streamline portions of the CFD process.
The system was designed to facilitate the use of CFD flow solvers on supercomputer and
workstation platforms within a parametric design event. Integrating solver pre- and postprocessing phases, the fully automated ADTT script system (Fig. 1) marshalled the
required input data, submitted the jobs to available computational resources, and
processed the resulting output data. A number of codes were incorporated into the script
system, which itself was part of a larger integrated design environment software
package. The IDE and scripts were used in a design event involving a wind tunnel test.
This experience highlighted the need for efficient data and resource management in all
parts of the CFD process.
To facilitate the use of CFD methods to perform parametric design studies, the script
system was developed using UNIX shell and Perl languages. The goal of the work was to
minimize the user interaction required to generate the data necessary to fill a parametric
design space. The scripts wrote out the required input files for the user-specified flow
solver, transferred all necessary input files to the computational resource, submitted and
tracked the jobs using the resource queuing structure, and retrieved and post-processed
the resulting dataset. For computational resources that did not run queueing software,
the script system established its own simple first-in-first-out queueing structure to
manage the workload. A variety of flow solvers were incorporated in the script system,
including INS2D, PMARC, TIGER and GASP. Adapting the script system to a new flow
solver was made easier through the use of object-oriented programming methods.
The script system was incorporated into an ADTT integrated design environment and
evaluated as part of a wind tunnel experiment. The system successfully generated the
data required to fill the desired parametric design space. This stressed the computational
resources required to compute and store the information. The scripts were continually
modified to improve the utilization of the computational resources and reduce the
likelihood of data loss due to failures. An ad-hoc file server was created to manage the
large amount of data being generated as part of the design event. Files were stored and
retrieved as needed to create new jobs and analyze the results.

AUTOMATION OF THE CFD PROCESS ON DISTRIBUTED COMPUTING SYSTEMS
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FIGURE 1. Schematic of ADTT script system
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BRIDGING THE GAP FROM NETWORKING TECHNOLOGIES TO
APPLICATIONS: WORKSHOP REPORT
Marjory J. Johnson, NREN/RIACS
Richard desJardins, NREN
NASA Ames Research Center
Moffett Field, CA
Phone: 650 604-6922; Email: mjj@riacs.edu
The objective of the Next Generation Internet (NGI) Federal program is threefold,
encompassing development of networking technologies, high-performance network
testbeds, and revolutionary applications. There have been notable advances in
emerging network technologies and several nationwide testbeds have been
established, but the integration of emerging technologies into applications is lagging.
To help bridge this gap between developers of NGI networking technologies and
developers of NGI applications, the NASA Research and Education Network (NREN)
project hosted a two-day workshop at NASA Ames Research Center in August 1999.
This paper presents a summary of the results of this workshop and also describes
some of the challenges NREN is facing while incorporating new technologies into
HPCC and other NASA applications.
The workshop focused on three technologies—Quality of Service (QoS), advanced
multicast, and security—and five major NGI application areas—telemedicine, digital
earth, digital video, distributed data-intensive applications, and computationalinfrastructure applications. Network technology experts, application developers, and
NGI testbed representatives came together at the workshop to promote crossfertilization between the groups. Presentations on the first day, including an overview
of the three technologies, application case studies and testbed status reports, laid the
foundation for discussions on the second day. The objective of these latter
discussions, held within smaller breakout groups, was to establish a coherent picture
of the current status of the various pieces of each of the three technologies, to create
a roadmap outlining future technology development, and to offer technological
guidance to application developers.
In this paper we first present a brief overview of the NGI applications that were
represented at the workshop, focusing on the identification of technological advances
that have successfully been incorporated in each application and technological
challenges that remain.
Next we present the technology roadmaps that were created at the workshop,
summarizing the status of various mechanisms that are currently under development
and forecasting when various advances are likely to occur within the next one-tothree-year time span. Then we identify issues that were raised at the workshop that
might hinder technology development or that might impede integration into NGI
applications. We also report some specific guidelines that were offered at the
workshop to enable application developers to integrate and effectively use emerging
NGI technology building blocks.

Finally, we describe NREN activities to incorporate emerging technologies into NASA
applications. These activities include support for other NASA High-Performance
Computing and Communications Program areas such as IPG (Information Power
Grid), support for NASA science enterprises such as Earth science and Mars program
prototyping activities, support for satellite/terrestrial networking applications such as the
Transatlantic and Transpacific demonstrations and the Interplanetary Internet, support
for NASA telemedicine applications such as the Virtual Collaborative Clinic, and
participation in NGI advanced technology testbed initiatives such as the QBone and the
NTON/Supernet. For each activity we highlight the primary technological challenge that
is associated with it.
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CAPRI - Computational Analysis PRogramming Interface
'A CAD infra-structure for Aerospace Analysis and Design Simulations"
Russ Claus, Gregory J. Pollen NASA Glenn Research Center
Robert Haimes, Massachusetts Institute of Technology

The NASA Glenn Research Center is currently building the foundation for the software
analysis suite NPSS (Numerical Propulsion System Simulation) within the High
Performance Computing and Communication program. NPSS has a vision of creating a
"numerical test cell" that enables full engine simulations overnight on cost effective
computing platforms. This vision is accomplished through numerical zooming and the
integration of multiple disciplines such as aerodynamics, structures and heat transfer with
computing and communication technologies to capture complex physical processes in a
timely and cost effective manner. In order to conduct complex multi-discipline
simulations overnight, solving the problem of providing common geometry
representations or common access across all pieces of the simulation or design space is
required. CAPRI offers a solution to this real world dilemma by providing a native
connection to all major CAD systems. This allows NPSS applications access to the
geometry, which preserves all the inherent features of that physical model, while allowing
each discipline the ability to register its effect on the model. CAPRI provides a structured
method that any discipline can then "see" the results from other subject disciplines.
CAPRI is a CAD-vendor neutral application programming infrastructure designed for the
construction of Aerospace analysis and design systems. By allowing access directly into
the CAD system from within grid generators, solvers and post-processors such tasks as
meshing on the actual surfaces, node enrichment by solvers and defining which mesh faces
are boundaries strategically supports a fundamental requirement for multi-disciplinary
applications—"common view of the geometry". This 'Geometry Centric' approach
makes multi-physics (multi-disciplinary) analysis codes much easier to build. By using
the shared (coupled) surface as the foundation, CAPRI provides a single call to
interpolate grid-node based data from the surface discretization in one volume to another.
Finally, multi-disciplinary analysis and design applications are possible due to the fact
that the results can be brought back into the CAD system (and therefore manufactured)
because all geometry construction and modification are performed using the CAD
system's geometry kernel.
This paper discusses the current implementation of CAPRI over Unigraphics, I-DEAS,
Pro/ENGINEER and CATIA. Initial applications of CAPRI will be discussed and
ongoing standards efforts that use CAPRI to define a common CAD to Computer Aided
Engineering (CAE) interface.
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DEVELOPING CORBA-BASED DISTRIBUTED SCIENTIFIC APPLICATIONS FROM
LEGACY FORTRAN PROGRAMS
Janche Sang
Dept. of Computer and Info. Science
Cleveland State University
Cleveland, OH 44115
Phone: (216)687-4780
Email: sang@cis.csuohio.edu
Chan Kim
Isaac Lopez
NASA Glenn Research Center
Cleveland, OH 44135
Phone: (216)433-8715
Email: (Chan.M.Kim, Isaac.Lopez} @grc.nasa.gov
Recent progress in distributed object technology has enabled software applications to be developed and deployed easily such that objects or components can work together across the boundaries
of the network, different operating systems, and different languages. A distributed object is not
necessarily a complete application but rather a reusable, self-contained piece of software that cooperates with other objects in a plug-and-play fashion via a well-defined interface. The Common
Object Request Broker Architecture (CORBA), a middleware standard defined by the Object Management Group (OMG), uses the Interface Definition Language (IDL) to specify such an interface
for transparent communication between distributed objects. Since IDL can be mapped to any programming language, such as C++, Java, Smalltalk, etc., existing applications can be integrated into
a new application and hence the tasks of code re-writing and software maintenance can be reduced.
Many scientific applications in aerodynamics and solid mechanics are written in Fortran. Refitting
these legacy Fortran codes with CORBA objects can increase the codes reusability. For example,
scientists could link their scientific applications to vintage Fortran programs such as Partial Differential Equation(PDE) solvers in a plug-and-play fashion. Unfortunately, CORBA IDL to Fortran
mapping has not been proposed and there seems to be no direct method of generating CORBA
objects from Fortran without having to resort to manually writing C/C++ wrappers. In this paper,
we present an efficient methodology to integrate Fortran legacy programs into a distributed object
framework. Issues and strategies regarding the conversion and decomposition of Fortran codes into
CORBA objects are discussed.
The following diagram shows the conversion and decomposition mechanism we proposed. Our
goal is to keep the Fortran codes unmodified. The conversion-aided tool takes the Fortran application program as input and helps programmers generate C/C++ header file and IDL file for
wrapping the Fortran code. Programmers need to determine by themselves how to decompose the
legacy application into several reusable components based on the cohesion and coupling factors

Fortran Application
func

func 2

func 3

func 4

func 5

COMMON variables

A Conversion Tool

CORBA Object2
C++ Wrapper

CORBA Objectl
C++ Wrapper
func 1

func 2

5L *

func 3

S
COMMON variables
J
attribute

func 4

func 5

N•*

t/
COMMON variables

!
attribute

among the functions and subroutines. However, programming effort still can be greatly reduced
because function headings and types have been converted to C++ and IDL styles.
Most Fortran applications use the COMMON block to facilitate the transfer of large amount of
variables among several functions. The COMMON block plays the similar role of global variables
used in C. In the CORBA-compliant programming environment, global variables can not be used
to pass values between objects. One approach to dealing with this problem is to put the COMMON
variables into the parameter list. We do not adopt this approach because it requires modification
of the Fortran source code which violates our design consideration. Our approach is to extract the
COMMON blocks and convert them into a structure-typed attribute in C++. Through attributes,
each component can initialize the variables and return the computation result back to the client.
We have tested successfully the proposed conversion methodology based on the f2c converter.
Since f2c only translates Fortran to C, we still needed to edit the converted code to meet the C++
and IDL syntax. For example, C++/IDL requires a tag in the structure type, while C does not. In
this paper, we identify the necessary changes to the f2c converter in order to directly generate the
C++ header and the IDL file. Our future work is to add GUI interface to ease the decomposition
task by simply dragging and dropping icons.

XDYNAMIC LOAD-BALANCING FOR
DISTRIBUTED HETEROGENEOUS COMPUTING OF PARALLEL CFD PROBLEMS

A. Ecer, Y. P. Chien, J. D. Chen and H.U. Akay
Purdue School of Engineering and Technology
723 W. Michigan St.
Indianapolis, Indiana 46202
(317)-274-9712
ecer@engr.iupui.edu

The main objective of this effort is to run parallel codes on all available computer
resources at a given time, including clusters of parallel supercomputers and
networked workstations communicating through complex networks. Load balancing
techniques commonly assume a single user environment for parallel jobs. This
assumption is valid onlywhen auserhas access to a dedicated set of computers.
When the compuiefs by different owners need to be accessed and many parallel jobs
need to be executed, the resenation of dedicated time becomes difficult. A dynamic
load-balancing scheme is developed for improving the efficiency of parallel computing
in such an environment.
The basic assumptions are as follows:
• There are large numbers of computers available in different locations, which are
managed bydifferent owners.
• Each of the multi-user computers is operating under Unix or Windows NT.
• Each user can access all or anysubset of these computers.
The dynamic load balancing capability includes the following tools:
• Software assigned to each computer to measure computer and network speed.
• A load-balancing tool assigned to each parallel job to optim ize the load dislribution.
• A master coordinator is not needed while each cluster or computer maybe running
under a differentjob scheduler.
Block-structured solution schemes are supported. It is assumed that the problem is
divided into a num ber of blocks, which is greater than the num ber of available
processors. Either greedy or genetic algorithms are utilized for calculating the number
of blocks among available processors. The division of the grid is performed only once.
Various optim ization algorithm s are studied for the load balancing of multiple parallel
processes belonging to different users, competing for the same resources. It is
assumed that (1) a parallel process does not have detailed knowledge of other
parallel processes, (2) each parallel process has its own load-balancer, and (3) each
parallel process can share its load distribution on any computer with other parallel
processes that use the same computer. There is a load balancing coordinator on
each computer for sharing information between the users. It monitors the computer

load, the network load, and communicate with all parallel processes executing on that
computer.
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EFFICIENT NONLINEAR CFD-BASED AEROELASTIC ANALYSIS FOR MULTIPLE LOAD
CASES IN PRELIMINARY DESIGN
Duane Knill (knill@aa.washington.edu)
Department of Aeronautics and Astronautics
University of Washington, Seattle, WA 98195-2400
Phone: (425) 430-2832
and
Kumar Bhatia, Thierry Tamigniaux, Sasan Yaghmaee, Russ Rausch
The Boeing Company, Seattle, WA 98124
Predicting reliable aeroelastic loads information for the design of real subsonic
transport airplanes is an expensive, time-consuming process of critical importance to
the design effort as a whole. The importance of the aeroelastic loads process
indicates that the most accurate nonlinear computational fluid dynamics (CFD) tools
should be used. On the other hand, the computational expense of performing the
numerous aerodynamic analyses that are required for loads analysis on complete
aircraft configurations (wing, fuselage, strut/nacelle, empennage, control surfaces,
vortex generators) operating under critical flight conditions has traditionally forced the
use of wind tunnel corrected linear aerodynamic models instead of nonlinear CFD.
The 3-Stage Aeroelastic Loads Process being developed at The Boeing Company is
designed to recognize the importance of using accurate nonlinear CFD solutions
while appreciating the facts that the aeroelastic loads process requires analysis of
thousands of load cases and accurate nonlinear CFD analyses of real configurations
are costly and time consuming. The Boeing 3-Stage Aeroelastic Loads Process uses
detailed CFD models and their sensitivities with respect to shape variations of a base
configuration to bridge the gap between linear loads methods and nonlinear CFDbased loads methods. The initial focus of this research is on the development and
testing of a prototype 3-Stage Aeroelastic Loads Process. In this step, a simplified
wing-fuselage-empennage configuration (Fig. 1) will be analyzed within a relatively
coarse aeroelastic loads database. This will serve to lay the groundwork for
developing the general procedure and evaluating the necessary tools for use in the
next step, which will focus on the application of the 3-Stage Process in a realistic
industry aircraft loads setting using a complete subsonic transport aircraft geometry.
For the preliminary design analysis, the Boeing target is to complete a loads analysis
within a multidisciplinary optimization environment in 2-3 days of flow time. Achieving
this aggressive goal will require the use and advancement of high-performance
parallel computing capabilities. In the development step of this research, NavierStokes solutions are obtained using the HiMAP/GO3D solver.
Studies have
benchmarked the code's accuracy with respect to industry standards and parallel
computing capabilities (Fig. 2) on large numbers of processors on the NAS/HPCCP
Origin-2000 cluster. The goals of this work are to provide more accurate loads
analysis for subsonic transports, thereby reducing uncertainty, allowing smaller
margins, reducing required rework, and ultimately reducing cost. This research is
being conducted in a realistic industry Structures and Loads environment, and is
expected to make an impact on loads prediction throughout the aerospace industry.

Figure 1: Contours of HiMAP Solution on Subsonic Transport Configuration

8000
7000 -

6000

-97 MFLOPS/ processor
5000
4000

3000
2000 -

72 Processors of NASOrigin-2000
gives 6.6 GFLOPS performance

1000

10

20

30

40

50

60

Number of Processors

Figure 2: HiMAP Parallel Computing Performance

70

80

0000
EFFICIENT USE OF DISTRIBUTED SYSTEMS FOR SCIENTIFIC APPLICATIONS

Valerie Taylor and Jian Chen
Thomas Canfield
ECE Department
MCS Division
Northwestern University
Argonne National Lab.
Evanston, IL 60208-3118
Argonne, IL 60439
847-467-1168
{taylor, jchen}@ece.nwu.edu

630-252-4588
canfield@mcs.anl.gov

Jacques Richard
Chem. & Physics Depart.
Chicago State Univ.
Chicago, IL 60628
773-995-3297
jc-richard@csu.edu

Distributed computing has been regarded as the future of high performance computing.
Nationwide high speed networks such as vBNS are becoming widely available to
interconnect high-speed computers, virtual environments, scientific instruments and large
data sets. One of the major issues to be addressed with distributed systems is the
development of computational tools that facilitate the efficient execution of parallel
applications on such systems. These tools must exploit the heterogeneous resources
(networks and compute nodes) in distributed systems. This paper presents a tool, called
PART, which addresses this issue for mesh partitioning.
PART takes advantage of the following heterogeneous system features: (1) processor
speed; (2) number of processors; (3) local network performance; and (4) wide area
network performance. Further, different finite element applications under consideration
may have different computational complexities, different communication patterns, and
different element types, which also must be taken into consideration when partitioning.
PART uses parallel simulated annealing to partition the domain, taking into consideration
network and processor heterogeneity.
The results of using PART for an explicit finite element application executing on two IBM
SPs (located at Argonne National Laboratory and the San Diego Supercomputer Center)
indicate an increase in efficiency by up to 36% as compared to METIS, a widely used
mesh partitioning tool. The input to METIS was modified to take into consideration
heterogeneous processor performance; METIS does not take into consideration
heterogeneous networks. The execution times for these applications were reduced by up
to 30% as compared to METIS. These results are given in Figure 1 for four irregular
meshes with number of elements ranging from 30,269 elements for the Barth5 mesh to
11,451 elements for the Barth4 mesh.
Future work with PART entails using the tool with an integrated application requiring
distributed systems. In particular this application, illustrated in Figure 2, entails an
integration of finite element and fluid dynamic simulations to address the cooling of turbine
blades of a gas turbine engine design. It is not uncommon to encounter high-temperature,
film-cooled turbine airfoils with 1,000,000s of degrees of freedom. This results because of
the complexity of the various components of the airfoils, requiring fine-grain meshing for
accuracy.

Meshes

Figure 1: The efficiency results of executing an explicit finite element on 20
processors at SDSC and 20 processors at ANL.
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Figure 2. The codes involved in the integrated application that explores the
cooling of blades in a gas turbine engine.

EVOLUTIONARY CELL COMPUTING: FROM PROTOCELLS TO SELF-ORGANIZED
COMPUTING
Silvano Colombano, Michael H. New, Andrew Pohorille, Jeffrey Scargle, Dimitris
Stassinopoulos, Mark Pearson, and James Warren
NASA Center for Computational Astrobiology and Evolutionary Cell Computing Group,
NASA Ames Research Center
Mailstop 239-4, (650)604-4762, mike@groucho.arc.nasa.gov

On the path from inanimate to animate matter, a key step was the self-organization of
molecules into protocells — the earliest ancestors of contemporary cells. Studies of the
properties of protocells and the mechanisms by which they maintained themselves and
reproduced are an important part of astrobiology. These studies also have the potential
to greatly impact research in nanotechnology and computer science.
Previous studies of protocells have focussed on self-replication. In these systems,
Darwinian evolution occurs through a series of small alterations to functional molecules
whose identities are stored. Protocells, however, may have been incapable of such
storage. We hypothesize that under such conditions, the replication of functions and
their interrelationships, rather than the precise identities of the functional molecules, is
sufficient for survival and evolution. This process is called non-genomic evolution.
Recent breakthroughs in experimental protein chemistry have opened the gates for
experimental tests of non-genomic evolution. On the basis of these achievements, we
have developed a stochastic model for examining the evolutionary potential of nongenomic systems. In this model, the formation and destruction (hydrolysis) of bonds
joining amino acids in proteins occur through catalyzed, albeit possibly inefficient,
pathways. Each protein can act as a substrate for polymerization or hydrolysis, or as a
catalyst of these chemical reactions. When a protein is hydrolyzed to form two new
proteins, or two proteins are joined into a single protein, the catalytic abilities of the
product proteins are related to the catalytic abilities of the reactants.
We will demonstrate that the catalytic capabilities of such a system can increase. Its
evolutionary potential is dependent upon the competition between the formation of
bond-forming and bond-cutting catalysts. The degree to which hydrolysis preferentially
affects bonds in less efficient, and therefore less well-ordered, peptides is also critical to
evolution of a non-genomic system.
Based on these results, a new computational object called a "molnet" is defined. Like a
neural network, it is formed of interconnected units that send "signals" to each other.
Like molecules, neural networks have a specific function once their structure is defined.
The difference between a molnet and traditional neural networks, is that input to
molnets is not simply passed along and processed from input to output units, but rather

it is utilized to form and break connections (bonds), and, thus to form new structures.
Molnets represent a powerful tool that can be used to understand the conditions under
which chemical systems can form large molecules, such as proteins, and display ever
more complex functions. This has direct applications, for example, to the design of
smart, synthetic fabrics.
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Figure 1: Average catalytic efficiency of a protocell as a function of Monte Carlo step for
three different realizations of the Inherited Efficiencies Model: one in which it is relatively
hard (black), one in which it is slightly easier (red) and one in which it is relatively easy
(green) to form an efficient bond-making enzyme.

Figure 2: An example of a molnet. The types of each unit, their charge, and the
strengths of their interconnections are shown
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FUNCTIONALITY IMPROVEMENTS TO OVERAERO
Ken Gee
MCAT, Inc.
MS 258-1 , Ames Research Center, Moffett Field, CA 94035, (650)604-4491
gee@nas.nasa.gov
Yehia M. Rizk
NASA/Ames Research Center
MS 258-1, Ames Research Center, Moffett Field, CA 94035, (650)604-4466
yrizk@mail.arc.nasa.gov

1.0 Summary
The functionality of the overset, static aeroelasticity, Navier-Stokes flow solver
OVERAERO was increased by adding capability to the flow solver and enhancing code
performance. Improvements were made to the fluids/structure interface, an MLP version
of the parallel OVERAERO code was developed, and the OVERAERO-MPI code was
ported to the Cray T3E. The OVERFLOW-MPI and OVERAERO-MPI codes were tested
successfully on the IPG testbed and a means of reducing communication overhead
within OVERFLOW-MPI was investigated.
To solve an aeroelastic problem computationally (Fig. 1), a structures grid surface
definition and a fluids grid surface definition are required. Typically, the structures grid
surface has a lower fidelity than the fluids grid surface. Thus, the methods developed to
transfer data between the two grid systems are vital to the accuracy and efficiency of the
aeroelasticity code. The fluids/structures interface developed for the OVERAERO code
was improved to more accurately treat fluids surfaces that bridge between two different
structural surfaces. For example, the method allowed the forward portion of a flap track
fairing to deform with the wing and the aft end of the fairing to deform with the flap.
A tightly-coupled version of the code based on OVERFLOW-MLP was developed to
improve code performance on the SGI Origin 2000. This required a new parallelization
strategy to couple the fluids and structures codes. The OVERAERO-MPI code was
ported to the Cray T3E to extend the usability of the code. The port required extensive
use of dynamic memory management techniques to fit large problems within the memory
limitations of the T3E.
The OVERFLOW-MPI and OVERAERO-MPI codes were tested on the IPG testbed
being developed within NASA. For small problems with minimal data transfer between
grids, there was little to no performance penalty spreading the computation across two
machines (Table 1). For very large problems, methods were developed to minimize intermachine communication via the grid partitioning scheme. By minimizing the intermachine communication requirements of the problem, it may still be beneficial to run a
tightly-coupled flow solver across two machines within the IPG.
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FIGURE 1. OVERAERO solution flow chart.
TABLE 1. Sample timings of OVERAERO_MPI code on IPG Testbed
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HIGH BYPASS TURBOFAN COMPRESSIONS SYSTEM SIMULATIONS
USING 3D, PARALLEL, MULTISTAGE CFD

Lyle D. Dailey and Mark G. Turner
GE Aircraft Engines
One Neumann Way, MD A405
Cincinnati, OH 45215
(513) 243-5468 and (513) 243-1182
Lyle.Dailey@ae.ge.com and Mark.Turner@ae.ge.com
A parallelized set of analysis tools for turbofan system components is being used to
simulate the aerodynamics through a GE high bypass turbofan compression system.
The compression system has been analyzed in multiple components to improve the
understanding of each individual component, as well as the interactions between
components. These components include isolated blade rows, isolated stages, the fan,
the low pressure compressor (or booster), and blocks of the high pressure compressor
(HPC). Simulations are also planned to couple various components, such as the fan
and booster and all blocks of the HPC, and to couple the entire system, comprised of
fan, booster, and HPC.
The individual component simulations were validated by running at respective rig
conditions and comparing to rig test data. The full system simulation, which will be run
at engine takeoff operating conditions, will be validated with limited test data from static
turbofan tests, and by comparing the computed shaft horsepower to the engine cycle.
These large-scale simulations have been made possible by utilizing parallel computing
in the pre-processing and flow solver tools. The grid generation tool used for these
simulations, developed at NASA Glenn Research Center, is called APG. By running
APG in parallel, the grids for any component can be completed in about 20 minutes by
using multiple processors. The flow solver was originally developed by John
Adamcyzk's team at NASA Glenn, and later parallelized and made multiblock by GE.
The simulations make use of the multiblock capabilities of APG and APNASA, allowing
treatment of multiple flow regions, such as the core flow, bypass flow, and bleed flows.
The grid generator and flow solver have been run at GE on a networked system of
workstations. The flow solver is also commonly run on the NASA Origin system at
NASA Ames. Performance of the flow solver on the two systems will be compared.
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Figure 1 Schematic of GE90 Turbofan Engine

Figure 2 Radial multiblock grid for the compression system generated using
APG
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Session on High Speed Civil Transport Design Capability
Using MDO and High Performance Computing
Joe Rehder
Computational Aerosciences Team
NASA Langiey Research Center
Since the inception of CAS in 1992, NASA Langiey has been conducting research into
applying multidisciplinary optimization (MDO) and high performance computing
toward reducing aircraft design cycle time. The focus of this research has been the
development of a series of computational frameworks and associated applications
that increased in capability, complexity, and performance over time. The culmination of
this effort is an automated high-fidelity analysis capability for a high speed civil
transport (HSCT) vehicle installed on a network of heterogeneous computers with a
computational framework built using CORBA and Java.
The main focus of the research in the early years was the development of the
Framework for Interdisciplinary Design Optimization (FIDO) and associated HSCT
applications. While the FIDO effort was eventually halted, work continued on HSCT
applications of ever increasing complexity. The current application, HSCT4.0, employs
high fidelity CFD and FEM analysis codes. For each analysis cycle, the vehicle
geometry and computational grids are updated using new values for design
variables. Processes for aeroelastic trim, loads convergence, displacement transfer,
stress and buckling, and performance have been developed. In all, a total of 70
processes are integrated in the analysis framework. Many of the key processes
include automatic differentiation capabilities to provide sensitivity information that can
be used in optimization.
A software engineering process was developed to manage this large project. Defining
the interactions among 70 processes turned out to be an enormous, but essential,
task. A formal requirements document was prepared that defined data flow among
processes and subprocesses. A design document was then developed that
translated the requirements into actual software design. A validation program was
defined and implemented to ensure that codes integrated into the framework
produced the same results as their standalone counterparts. Finally, a COTS
configuration management system was used to organize the software development.
A computational environment, CJOPT, based on the Common Object Request Broker
Architecture, CORBA, and the Java programming language has been developed as a
framework for multidisciplinary analysis and Optimization. The environment exploits
the parallelisms inherent in the application and distributes the constituent disciplines
on machines best suited to their needs. In CJOpt, a discipline code is "wrapped" as
an object. An interface to the object identifies the functionality (services) provided by

the discipline, defined in Interface Definition Language (IDL) and implemented using
Java.
The results of using the HSCT4.0 capability are described. A summary of lessons
learned is also presented. The use of some of the processes, codes, and techniques
by industry are highlighted. The application of the methodology developed in this
research to other aircraft are described. Finally, we show how the experience gained
is being applied to entirely new vehicles, such as the Reusable Space Transportation
System. Further details can be found in AIAA papers 2000-418 and 2000-419.
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HIGH-PERFORMANCE ALGORITHMS AND APPLICATIONS FOR SMP CLUSTERS

David A. Bader
The University of New Mexico
Electrical and Computer Engineering Department
Albuquerque, NM 87131
Phone: (505) 277-6724
E-Mail: dbader@eece.unm.edu

The future of high-performance computing relies on the efficient and scalable use of clusters with symmetric multiprocessor (SMP) nodes and low-latency, high-bandwidth interconnection networks. Current examples of such platforms
include Sun Ultra HPC machines, Compaq AlphaServers with Quadrics switches, SGI Origins, and the IBM SP system with SMP nodes. Moreover, the future of NASA mission-critical computing for computational aerosciences relies
on the success of computational clusters (e.g., SMP Linux clusters at Goddard Space Flight Center, and large SGI
Origin arrays at Ames Research Center). Hardware benchmark results reveal awesome performance rates for each
component; however, few applications on SMP clusters ever reach a fraction of these peak speeds. While methodologies for symmetric multiprocessors (e.g., OpenMP or POSIX threads) and message-passing primitives for clusters
(e.g., MPI) are well developed, performance dictates the use of a hybrid solution. We present preliminary results of our
complexity model and programming methodology that is based hierarchically upon realistic model components for
message-passing and for symmetric multiprocessor parallel architectures. The current deployment of teraflops and the
future development of petaflops systems will certainly require the exploitation of similar hybrid programming models.

Our goal is to validate and refine a core complexity model, efficient primitives and algorithmic libraries needed to
support the effective use of SMP clusters for computational aeroscience (CAS) and earth and space science (ESS)
codes. In addition, we will show how to design, implement, analyze, and refine algorithms that take advantage of the
hybrid programming model and contribute to significant speed-ups for real computational science problems. These
will include some basic combinatorial support tasks used in numerical aerodynamics simulations (e.g., sorting integers
for particle-in-cell codes) and selected numerical computations (e.g., fast transforms).

These algorithmic kernels exhibit promising performance improvements. Our hybrid programming environment also
must support mission-critical high-performance computing applications. Thus, we use real computational aeroscience
and Earth and space science codes drive our algorithmic development. These applications include segmentation and
classification of remotely-sensed imagery, and navigation, calibration, and registration of terascale data sets, for remote sensing (AVHRR and MODIS) and three-dimensional numerical relativity with the CACTUS computational
astrodynamics toolkit.
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Figure 1: High-performance applications may ac-0.05
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cess mixed model (SIMPLE), message-passing, sharedmemory, Globus grid, and standard user libraries. SIMPLE operates completely in user space. Note that the Figure 3: A global NDVI image from the Kronos system
message-passing layer may be the regular MPI interface for processing and retrieval of AVHRR terascale data sets.
or grid-enabled MPI, e.g., MPICH-G.
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Figure 2: CACTUS is a high-performance computing
toolkit that implements a framework for solving threedimensional computational astrophysics problems on parallel machines. In this figure we show the scalability of
the CACTUS grand challenge application for increasing
problem sizes using an instance that solves the Bona-Mass
hyperbolic formulation of the Einstein equations for numerical relativity calculations on the NSF/Alliance Roadrunner Linux SMP SuperCluster. As a key, 'NASA BeParallel Express Graph Representation
Parallel Packed-Intervals Graph Representation
owulf is a 64-node dual PPro 200 MHz, 64MB RAM,
Sequential Algorithm (on P=1 node)
'NCSA NT Cluster' runs Microsoft Windows NT with 32
dual PII 333 MHz with 512 MB RAM, and 'SGI Origin
2000' is the NCSA Origin 2000 with 32 R12K 300 MHz
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processors. Notice that Roadrunner SMP SuperCluster
contains the best scalability for this problem, more than Figure 4: A practical, parallel algorithm for cycle detec99 % as the problem size increases.
tion of partitioned, planar digraphs.
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Highly Parallel Computing Architectures by using Arrays of
Quantum-dot Cellular Automata (QCA):
Opportunities, Challenges, and Recent Results
Amir Fijany and Benny N. Toomarian
Center for Integrated Space Microelectronics (CISM)
Jet Propulsion Laboratory, California Institute of Technology
4800 Oak Grove Drive, Pasadena, CA 91109

Abstract
There has been significant improvement in the performance of VLSI devices, in terms of size,
power consumption, and speed, in recent years and this trend may also continue for some near
future. However, it is a well known fact that there are major obstacles, i.e., physical limitation of
feature size reduction and ever increasing cost of foundry, that would prevent the long term
continuation of this trend. This has motivated the exploration of some fundamentally new
technologies that are not dependent on the conventional feature size approach. Such technologies
are expected to enable scaling to continue to the ultimate level, i.e., molecular and atomistic size.
Quantum computing, quantum dot-based computing, DNA based computing, biologically
inspired computing, etc., are examples of such new technologies. In particular, quantum-dots
based computing by using Quantum-dot Cellular Automata (QCA) has recently been intensely
investigated as a promising new technology capable of offering significant improvement over
conventional VLSI in terms of reduction of feature size (and hence increase in integration level),
reduction of power consumption, and increase of switching speed.
Quantum dot-based computing and memory in general and QCA specifically, are intriguing to
NASA due to their high packing density (10"-1012 pre cm 2 ) and low power consumption (no
transfer of current) and potentially higher radiation tolerant. Under Revolutionary Computing
Technology (RTC) Program at the NASA/JPL Center for Integrated Space Microelectronics
(CISM), we have been investigating the potential applications of QCA for the space program. To
this end, exploiting the intrinsic features of QCA, we have designed novel QCA-based circuits for
co-planner (i.e., single layer) and compact implementation of a class of data permutation
matrices, a class of interconnection networks, and a bit-serial processor. Building upon these
circuits, we have developed novel algorithms and QCA-based architectures for highly parallel
and systolic computation of signal/image processing applications, such as FFT and Wavelet and
Wlash-Hadamard Transforms.
In this paper, we discuss the paradigm of computing with arrays of QCA and resulting
opportunities and challenges. We also present the design, validation, and application of novel
highly parallel QCA-based architectures. Our results indicate that QCA-based hardware can
potentially open a new direction in the design of highly parallel algorithms and architectures.
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HTMT-class Latency Tolerant Parallel Architecture for Petaflops Scale
Computation
Computational AeroSciences Workshop
February 15-17, 2000
NASA Ames Research Center
Thomas Sterling
Larry Bergman
NASA Jet Propulsion Laboratory
California Institute of Technology
Computational Aero Sciences and other numeric intensive computation
disciplines demand computing throughputs substantially greater than the
Teraflops scale systems only now becoming available. The related fields of
fluids, structures, thermal, combustion, and dynamic controls are among the
interdisciplinary areas that in combination with sufficient resolution and advanced
adaptive techniques may force performance requirements towards Petaflops.
This will be especially true for compute intensive models such as Navier-Stokes
are or when such system models are only part of a larger design optimization
computation involving many design points. Yet recent experience with
conventional MPP configurations comprising commodity processing and memory
components has shown that larger scale frequently results in higher
programming difficulty and lower system efficiency. While important advances in
system software and algorithms techniques have had some impact on efficiency
and programmability for certain classes of problems, in general it is unlikely that
software alone will resolve the challenges to higher scalability. As in the past,
future generations of high-end computers may require a combination of hardware
architecture and system software advances to enable efficient operation at a
Petaflops level.
The NASA led HTMT project has engaged the talents of a broad interdisciplinary
team to develop a new strategy in high-end system architecture to deliver
petaflops scale computing in the 2004/5 timeframe. The Hybrid-Technology,
MultiThreaded parallel computer architecture incorporates several advanced
technologies in combination with an innovative dynamic adaptive scheduling
mechanism to provide unprecedented performance and efficiency within practical
constraints of cost, complexity, and power consumption. The emerging
superconductor Rapid Single Flux Quantum electronics can operate at 100 GHz
(the record is 770 GHz) and one percent of the power required by convention
semiconductor logic. Wave Division Multiplexing optical communications can
approach a peak per fiber bandwidth of 1 Tops and the new Data Vortex network
topology employing this technology can connect tens of thousands of ports
providing a bisection bandwidth on the order of a Petabyte per second with
latencies well below 100 nanoseconds, even under heavy loads. Processor-inMemory (PIM) technology combines logic and memory on the same chip

exposing the internal bandwidth of the memory row buffers at low latency. And
holographic storage photorefractive storage technologies provide high-density
memory with access a thousand times faster than conventional disk
technologies. Together these technologies enable a new class of shared memory
system architecture with a peak performance in the range of a Petaflops but size
and power requirements comparable to today's largest Teraflops scale systems.
To achieve high-sustained performance, HTMT combines an advanced
multithreading processor architecture with a memory-driven coarse-grained
latency management strategy called "percolation", yielding high efficiency while
reducing the much of the parallel programming burden. This paper will present
the basic system architecture characteristics made possible through this series of
advanced technologies and then give a detailed description of the new
percolation approach to runtime latency management.

•SiMiMB
:,Ml

HTMT Project partners span 21 Institutions and Companies across 12 states; HTMT's greatest
strength comes from uniting the best and the brightest in it's aggressive and visionary mission to
build the next generation of supercomputer.

Information Power Grid:
Distributed High-Performance Computing and Large-Scale Data
Management for Science and Engineering
William E. Johnston,
Dennis Gannon, and Bill Nitzberg

Abstract
We use the term "Grid" to refer to distributed, high performance computing and data handling
infrastructure that incorporates geographically and organizationally dispersed, heterogeneous resources
that are persistent and supported. This infrastructure includes:
<— Tools for constructing collaborative, application oriented Problem Solving Environments / Frameworks
(the primary user interfaces for Grids)
<— Programming environments, tools, and services providing various approaches for building applications
that use aggregated computing and storage resources, and federated data sources
<— Comprehensive and consistent set of location independent tools and services for accessing and
managing dynamic collections of widely distributed resources: heterogeneous computing systems,
storage systems, real-time data sources and instruments, human collaborators, and
communications systems
<— Operational infrastructure including management tools for distributed systems and distributed
resources, user services, accounting and auditing, strong and location independent user authentication
and authorization, and overall system security services
The vision for NASA's Information Power Grid - a computing and data Grid - is that it will provide
significant new capabilities to scientists and engineers by facilitating routine construction of information
based problem solving environments / frameworks. Such Grids will knit together widely distributed
computing, data, instrument, and human resources into just-in-time systems that can address complex and
large-scale computing and data analysis problems. Examples of these problems include:
<— Coupled, multidisciplinary simulations too large for single systems (e.g., multi-component NPSS
turbomachine simulation);
<— Use of widely distributed, federated data archives (e.g., simultaneous access to metrological,
topological, aircraft performance, and flight path scheduling databases supporting a National Air Space
Simulation system};
<— Coupling large-scale computing and data systems to scientific and engineering instruments (e.g., realtime interaction with experiments through real-time data analysis and interpretation presented to the
experimentalist in ways that allow direct interaction with the experiment (instead of just with
instrument control);

<— Highly interactive, augmented reality and virtual reality remote collaborations (e.g., Ames / Boeing
Remote Help Desk providing field maintenance use of coupled video and NDI to a remote, on-line
airframe structures expert who uses this data to index into detailed design databases, and returns 3D
internal aircraft geometry to the field)
<— Single computational problems too large for any single system (e.g. the rotocraft reference calculation)
Grids also have the potential to provide pools of resources that could be called on in extraordinary / rapid
response situations (such as disaster response) because they can provide common interfaces and access
mechanisms, standardized management, and uniform user authentication and authorization, for large
collections of distributed resources (whether or not they normally function in concert).
IPG development and deployment is addressing requirements obtained by analyzing a number of different
application areas, in particular from the NASA Aero-Space Technology Enterprise. This analysis has
focussed primarily on two types of users: the scientist / design engineer whose primary interest is problem
solving (e.g. determining wing aerodynamic characteristics in many different operating environments), and
whose primary interface to IPG will be through various sorts of problem solving frameworks. The second
type of user is the tool designer: the computational scientists who convert physics and mathematics into
code that can simulate the physical world. These are the two primary users of IPG, and they have rather
different requirements.
The results of the analysis of the needs of these two types of users provides a broad set of requirements
that gives rise to a general set of required capabilities.
The IPG project is intended to address all of these requirements. In some cases the required computing
technology exists, and in some cases it must be researched and developed. The project is using available
technology to provide a prototype set of capabilities in a persistent distributed computing testbed.
Beyond this, there are required capabilities that are not immediately available, and whose development
spans the range from near-term engineering development (one to two years) to much longer term R&D
(three to six years).
This paper will describe the current state of IPG (the operational testbed), the set of capabilities being put
into place for the operational prototype IPG (10/2000), as well as some of the longer term R&D tasks.
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Abstract
Integrated Multidisciplinary Design
Michael W. Bailey
GE Aircraft Engines
Cincinnati, OH 45215
Rohinton K. Irani, Peter M. Finnigan, Peter J. Rohl, Krishnakumar Badhrinath
GE Corporate Research & Development
Schenectady, NY 12301
Problem: An integrated multidisciplinary approach to system design of aircraft engines
has been has been the goal for many years. Frequently referred to as concurrent
engineering, this has been a predominantly manual process since the computer structure
to support it has been unavailable. Historically the approach has been to acnieve this
multidisciplinary integration by linking aerodynamic and structural code inputs and
outputs and typically generating geometry in the form of an IGES files as required. This
approach does not provide a seamless flow of information from Conceptual through to
Preliminary, Detail Design and manufacturing. Simplification at the Concept and
Preliminary Design phases when commitments are made to the customer are often
invalidated at the Detail Design phase. This results in, rework, sub-optimal designs and
potentially low customer satisfaction.
Approach: Master Model or Common Geometry is a geometric centric approach that
provides a linked associative environment from concept to manufactured product. Here
the intent is to create 3-Dimensional solid geometry at engine concept which would flow
seamlessly into detail design, digital engine mockup and manufacturing. This paper
describes the move towards a more integrated CAD/CAM/CAE approach based on the
concept of a common geometric representation of the product being the design integrator.
Everyone is familiar with the concept of building up a system from its constituent parts.
Less well understood is how the system level constraints and requirements flow down to
these parts with resultant feedback to the system. This has traditionally been the goal of
concurrent engineering but the degree of concurrency necessary to provide optimization at
the system level has never been achieved. The ultimate goal is an infrastructure that will
support concurrent design by analysis. This will be complimented by robust design
techniques which use a probabilistic approach to account for the uncertainty associated
with a design.
Results: GEAE is currently implementing a Common Geometry infrastructure that will
support the product from creation to manufacturing and ultimately engine services. This
infrastructure will also support the move from deterministic to probabilistic design.
Several pilot projects have been successfully completed paving the way to a successful

initial implementation. An integral part of this whole process is CAD Integration with
Analysis where analytical models are created by applying boundary conditions to the
same geometry using context models or views of geometry. Manufacturing also uses the
same geometry combined with context models to create in-process models. A prerequisite
in this is the creation of 3-Dimensional parametric feature based models. The goal is to
significantly shorten the design cycle not only by automation but by creating a degree of
concurrency previously unachievable. Results from these pilots, the initial
implementation and the productivity gains demonstrated will be discussed.
Background: GEAE initiated the Common Geometry project two years ago. The ground
rules were that the system would be Unigraphics based and be implemented in
commercial software wherever possible. The Common Geometry environment should
support the product creation from concept to manufacturing and ultimately services. An
integral part of the system would be a Product Data Management System (PDMS) which
would support the storage and retrieval of both data related directly to geometry and
other metadata. This PDMS would permit the different activities to function concurrently
and permit updates to flow down to all aspects of the design activity. This work was first
described in Session 3 of Reference 1 and this paper will build on the approach described
in that publication.
Relevance: In every design there exists a performance floor and cost ceiling between
which multiple solutions exist. The purpose of a design is to create a product that will
provide customer satisfaction in terms of expectations and technical requirements. In the
military world this is the ability to complete a specific mission and in the commercial
world this is the ability to produce a revenue stream. The challenge is to translate these
customer Critical To Quality requirements into hardware that will comprise a system.
Consequently an understanding of the flowdown of the customer CTQ's to individual
parts is essential if customer satisfaction is to be achieved. This represents the challenge
in GEAE's Design For Six Sigma Initiative and is driving the shift from deterministic to
probabilistic design methodologies. Common Geometry is a key enabling technology to
achieving these goals. Shortening the design cycle by designing by analysis and minimizing
testing will significantly reduce engine development cost and create better products.
Common geometry will provide the computer infrastructure to make true concurrent
engineering a reality.
Ref.l Michael W. Bailey et al., RTO Lecture Series 211, Integrated Multidisciplinary
Design of High Pressure Multistage Compressor Systems, First Order Manufacturing
Constraints & Requirements, September 1998, NATO Research & Technology
Publication RTO-EN-1 AC/323 (AVT) TP/1
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IT TAKES MORE THAN TECHNOLOGY
Judith Utley
MRJ Technology Solutions
ERDC MSRC - IH
P.O. Box822196
Vicksburg, MS 39182

601-634-3272
utley@nas.nasa.gov
Mary Hultquist
MRJ Technology Solutions
NASA - Ames Research Center
MS 258-6, Moffett Field, CA 94035

650-604-0814
maryh@nas.nasa.gov
Centralized Approach
The technology required to develop and manage a production metacenter or grid
environment is an important ingredient in such a project. However, this technology
may neither be the most difficult piece of the puzzle nor the one demanding the most
patience and perseverance. This paper touches on the technical underpinnings of
the collaborative effort that resulted in a production metacenter joining two
cooperating IBM SPs, one at NASA Ames Research Center (ARC) and the other at
NASA Langley Research Center (LaRC). The discussion then focuses on the
problems attributable to differing environments, both physical and cultural, even
though both sites were part of the same agency. The approach for the Phase I NASA
Metacenter was centralized with most decisions made by the NAS Division at Ames.
Distributed Approach
Also discussed is the distributed approach to resolving the even greater difficulties
encountered in the multi-agency effort to modify NASA's technology to build a similar
metacenter in the Department of Defense. The DoD Metacenter joins two DoD Major
Shared Resource Centers (MSRCs), the Aeronautical Systems Center (ASC) MSRC at
Wright-Patterson Air Force Base and the U.S. Army Engineer Research and
Development Center (ERDC) MSRC.
The final discussion focuses on similar problems that have arisen at NASA with the
NASA Information Power Grid.

State University System
Sponsored Research
Standard Query Language {SQL)
Compatible Databases

SAGE Interface (Web Browser)
SAGE Application

Figure 1: SAGE Architecture

Figure 2: Expert Seeker Architecture

KNOWLEDGE MANAGEMENT SYSTEMS
Irma Becerra-Fernandez, Ph.D.
Florida International University
Department of Decision Sciences and Information Systems
(305) 348-3476, becferi@fiu.edu
The development of knowledge management systems (KMS) demands that knowledge be
obtained, produced, shared, regulated, and leveraged by a steady conglomeration of
individuals, processes, information technology applications, and a knowledge-sharing
organizational culture. It has been observed that KMS currently underway at most
organizations fall into three categories: educational, problem-solving systems, and
knowledge repositories - which constitute the majority of the KMS in place. Educational
KMS are used to elicit and catalog tacit knowledge, and simultaneously serve as
educational tools. Problem-solving KMS are used by organizations with significant
intellectual capital that require eliciting and capturing knowledge for reuse in order to solve
new problems as well as recurring problems, based on experience gained from solving
previous problems. Knowledge repositories, include repositories of organizational
knowledge that exists in explicit form (e.g. system to store marketing-oriented documents),
less structured databases of employees' insights and observations (e.g. "discussion
databases" or "lessons-learned systems") and repositories that attempt to manage
organizational knowledge by holding pointers to experts who possess specific knowledge
within an organization. The latter category of KMS has been referred to in the literature as
Knowledge Yellow Pages or People-Finder systems. This paper discusses the
development of two examples of such people-finder KMS, the Searchable Answer
Generating Environment (SAGE) and the Expert Seeker KMS. SAGE is a KMS used to
identify experts in the Florida State University System (SUS). Currently, each Florida State
University maintains information concerning funded research, but these databases are
disparate and disjoint. The SAGE application creates one single web-enabled repository,
which can be searched in a number of ways including Research Topic, Investigator Name,
Funding Agency, or University. The Expert Seeker KMS, currently under development,
seeks to help locate intellectual capital within KSC at all educational levels. The application
will store the competencies available within the organization, including items that are
typically not captured by Human Resources applications, for example, past projects that
have been completed, patents, and other relevant knowledge. This repository will be
especially useful when organizing cross-functional teams. This application combines and
unifies existing data from multiple sources into one user accessible interface. Expert
Seeker allows the identification of a researcher's expertise within a discipline and
facilitates communication or a point of contact. Insights and lessons-learned gained from
the development of these two systems are discussed. The process of profile-generation,
and maintenance is also discussed. Finally, the role of technology in automating the
process of profile-maintenance in order to diminish the impact that self-assessment
introduces in the profile generation, as well as future plans are presented. The paper will
be presented at the "AIAA Spring Workshop on Bringing Knowledge to Business Process",
March 2000, and included in those proceedings. An on-line version will be available after
March 20 at http://www.fiu.edu/~cikm.

LARGE SCALE NAVIER-STOKES CALCULATIONS OF A TRANSPORT AIRPLANE
CONFIGURATION
N. J. Yu, T. J. Kao, and D. R. Bogue
Boeing Commercial Airplane
M/S 67-LF, P.O. Box 3707
Seattle, WA 98124
Tel: 425-234-1192
Fax: 425-237-8281
Email: neng.yu@pss.boeing.com

Large scale Navier-Stokes calculations of a transport airplane configuration at cruise
as well as at off-design conditions are presented. Computational results show good
correlation with wind tunnel data both in lift and in pitching moment. At flight Reynolds
number, the efects of vortex generators on wing pressures and shock movements
are also predicted correctly.
The study utilizes multi-block, structured grids to solve thin layer Navier-Stokes
equations for a complete twin-engine airplane configuration. Point matched, multiblock grids are used for most cases. However, at flight Reynolds number, patched or
mismatched multi-block grids are used in vortex generator regions in order to resolve
local flow field details generated by vortex generators.
Figs. 1a and 1b compare the lift and pitching moment with wind tunnel data.
Computational results predict airplane lift and pitch characteristics correctly, including
the onset angle of attack for pitch up and pitch down. The maximum lift is lower than
test data due primarily to larger separation regions predicted by the present analysis.
Fig. 2 shows effects of vortex generators on wing pressures at cruise Mach, flight
Reynolds number, and maximum lift condition. With vortex generators deployed, the
size of shock induced separation reduces significantly, and thus improves outboard
wing loading and airplane pitch characteristics.
The present study utilizes 15 to 21 million grid points. Calculations were carried out
on NAS Origin 2000 machine using 36 to 60 CPUs concurrently. A parallel efficiency of
90 - 95% was achieved through the use of Message Passing Interface (MPI) in the
TLNS3DMB code developed at NASA Langley. This work shows that efficient, large
scale aerodynamic calculations can be done on fast, parallel machines.
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This paper describes the development of a component-based simulation environment for multiple-spool
turbofan gas turbine engines. Engine performance simulations are based on coupled models of individual
components (fans, compressors, combustors, turbines, nozzles, etc.) employing multiple levels of fidelity.
During the course of the simulation, the performance of each component may be derived through
computational models of varying levels of fidelity including:
• 0-D performance map lookup
• Steady 2-D CFD analysis
• Steady 3-D CFD analysis
• Time-dependent 3-D CFD analysis
This study builds on previous efforts directed at whole engine performance simulation which modeled the
low pressure (LP) and high pressure (HP) components separately, using different solution methodologies.
The ultimate strategy in the current development effort is to provide an environment whereby the traditional
model for engine performance simulations (the cycle analysis) can be extended to provide the level of
fidelity available in modern three-dimensional turbomachinery CFD codes. Traditional cycle analysis
provides a representative framework for the overall engine simulation whereby individual components are
represented via zero-dimensional block elements. The performance of each element is traditionally
computed based on table or map look-up. This is the essential capability provided in the Numerical
Propulsion System Simulation (NPSS Version 1.0) at it's lowest level of fidelity. The interest in the
current study lies in extending the level of fidelity available in each of the block components to three
dimensions and beyond. This capability enhancement is derived from computational results from the
ADPAC CFD code based on realistic 3-D component models of each of the block elements in the engine
cycle analysis. The simulation environment exploits paralellism at several different levels. Individual CFD
simulations employ multiple processors and provide message passing between individual blocks of a single
component simulation. Coupled simulations of multiple components provide yet another level of
parallelism. Finally, simultaneous low-fidelity and high-fidelity simulations yield yet another opportunity
for parallelism.
Simulation models have been developed and applied to two modern engine designs: the General Electric
Energy Efficient Engine (EEE) and the Rolls-Royce Allison AE3007 engine. Both of these engines employ
a dual spool configuration (separate spools for HP and LP components). Low fidelity (0-D) NPSS models
were developed for each of these engine configurations. Simultaneously, high fidelity CFD models (3-D)
were also developed on a component by component basis. Cooperative simulation between codes with
varying levels of physics is provided through sophisticated inter-code communication environments using
the CORBA data exchange model. Both JAVA-based and C++-based executive programs have been
developed to drive the overall simulation employing mixed models of component representation.

The system has been demonstrated for performance simulations of both the EEE and AE3007 engines to
explore the multidisciplinary aspects of the simulation environment. Both aerodynamic and mechanical
coupling are provided between common shaft-mounted components via a shaft power balance procedure.
Dual spool shaft power balance procedures based on 3-D CFD results have also been developed to provide a
nearly complete 3-D representation of the entire engine flowfield.

Multi-Fidelity Engine Model
Modular Computational Model

Increasing
Fiielity

Unsteady
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MOLECULAR SIMULATIONS IN ASTROBIOLOGY
Andrew Pohorille, Michael A. Wilson, Karl Schweighofer, Christophe Chipot and
Michael H. New
NASA Center for Computational Astrobiology, NASA-Ames Research Center
Mail Stop 239-4, Moffett Field, CA 94035
(650) 604-5759
pohorill@raphael.arc.nasa.gov

One of the main goals of astrobiology is to understand the origin of cellular life. The
most direct approach to this problem is to construct laboratory models of protocells.
Such efforts, currently underway in the NASA Astrobiology Program, are accompanied
by computational studies aimed at explaining self-organization of simple molecules
into ordered structures that are capable of performing protocellular functions. Many of
these functions, such as importing nutrients, capturing energy and responding to
changes in the environment, are carried out by proteins bound to membranes. We
use computer simulations to address the following questions about these proteins:
• How do small proteins self-organize into ordered structures at water-membrane
interfaces and insert into membranes?
• How do peptides form membrane-spanning structures (e.g. channels)?
• By what mechanisms do such structures perform their functions?
The simulations are performed using the molecular dynamics method. In this
method, Newton's equations of motion for each atom in the system are solved
iteratively. At each time step, the forces exerted on each atom by the remaining atoms
are evaluated by dividing them into two parts. Short-range forces are calculated in
real space while long-range forces are evaluated in reciprocal space, using a particlemesh algorithm which is of order O(NlnN). With a time step of 2 femtoseconds,
problems occurring on multi-nanosecond time scales (10$A6$-10$A8$ time steps)
are accessible. To address a broader range of problems, simulations need to be
extended by three orders of magnitude, which requires algorithmic improvements and
codes scalable to a large number of processors. Work in this direction is in progress.
Two series of simulations are discussed. In one series, it is shown that nonpolar
peptides, disordered in water, translocate to the nonpolar interior of the membrane
and fold into helical structures (see Figure). Once in the membrane, the peptides
exhibit orientational flexibility with changing conditions, which may have provided a
mechanism of transmitting signals between the protocell and its environment.
In another series of simulations, the mechanism by which a simple protein channel
efficiently mediates proton transport across membranes was investigated. This
process is a key step in cellular bioenergetics. In the channel under study, proton
transport is gated by four histidines that occlude the channel pore. The simulations
identify the mechanisms by which protons move through the gate.

Two configurations of the protein poly-leucine at the interface. Left panel - the initial,
disordered structure on the water side of the interface. Right panel - the folded
peptide inserted into the membrane after 40 nanosecond simulations. Oxygen and
hydrogen atoms of water are red and white, respectively. The membrane-like phase is
in blue. Carbon, oxygen and nitrogen atoms of the protein backbone are grey,
magenta and green, respectively, and all atoms of the protein side chains are in
yellow.
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MULTI-STAGE SIMULATION OF
ADVANCED GAS TURBINE ENGINES
Paul Vitt & S. 'Mani' Subramanian
ASE Technologies, Inc.
4015 Executive Park, Suite 203
Cincinnati, OH 45241
(513)563-885

David Cherry & Mark Turner
GE Aircraft Engines
1 Neumann Way
Cincinnati, OH 45215
(513)243-5468

ABSTRACT
Next generation gas turbine engines are being developed to increase thrust and fuel
economy, and to be environmentally friendly, all while reducing cost and weight, for both
military and commercial applications. NASA's Ultra Efficient Engine Technology
(UEET), and DoD's Integrated High Performance Turbine Engine Technology (IHPTET)
and Joint Technology Advanced Gas Generator (JTAGG) programs, are supporting
these technology goals. The beneficiaries of these developmental programs include
commercial aircraft, such as the Boeing 737NG and the Next Generation Regional
Transport, and military programs like the Joint Strike Fighter (JSF). To support these
technology programs related to propulsion systems, advanced computational fluid
dynamics methods that simulate entire components of gas turbines are being
developed. By integrating the results of these calculations early in the design cycle, the
engine designer can investigate areas where the engine weight and complexity can be
reduced or aerodynamic efficiency improved. The individual blade rows that comprise a
gas turbine engine significantly interact with their surrounding blade rows (see
illustration), and the interaction effect can be tuned by the designer to provide
aerodynamic performance improvement. The current computational fluid dynamics
analyses are focusing on including all of the blade rows within a turbine component,
such as the booster and high pressure compressor or the high and low pressure
turbines. Once the performance of the component system is known, the effect of design
changes for increased performance or reduced weight can be estimated. Calculating all
of the individual aerodynamic contributions of the airfoils in a compressor or turbine is a
computationally intensive task, and highly-parallel processing techniques are the best
current approach to reducing the time required for an analysis. The HPCCP
computational resource has been used as a testbed to demonstrate the capability to
simulate the flow in a complete compressor or turbine, and to address design issues
relevant to integrating the aerodynamic components in a timely manner.

Figure 1: Comparison of a typical commercial high pressure turbine blade operating at
cruise conditions (top) and under high work conditions. The contours show Mach
numbers in the rotor frame of reference at the two power settings.

MULTIRESOLUTION WITH SUPER-COMPACT
WAVELETS
Dohyung Lee*
T27B-1, NASA Ames Research Center, Moffett Field, CA 94035
dohyung@nas.nasa.gov, (650)604-4463
The solution data computed from large scale simulations are sometimes too big for main memory, for local disks, and possibly even for a remote storage disk, creating tremendous processing
time as well as technical difficulties in analyzing the data. The excessive storage demands a
corresponding huge penalty in I/O time, rendering time and transmission time between different
computer systems.
In this paper, a multiresolution scheme is proposed to compress field simulation or experimental
data without much loss of important information in the representation. Originally, the wavelet
based multiresolution scheme was introduced in image processing, for the purposes of data compression and feature extraction. Unlike photographic image data which has rather simple settings,
computational field simulation data needs more careful treatment in applying the multiresolution
technique. While the image data sits on a regular spaced grid, the simulation data usually resides
on a structured curvilinear grid or unstructured grid. In addition to the irregularity in grid spacing, the other difficulty is that the solutions consist of vectors instead of scalar values. The data
characteristics demand more restrictive conditions. In general, the photographic images have
very little inherent smoothness with discontinuities almost everywhere. On the other hand, the
numerical solutions have smoothness almost everywhere and discontinuities in local areas (shock,
vortices, and shear layers).
The wavelet bases should be amenable to the solution of the problem at hand and applicable to
constraints such as numerical accuracy and boundary conditions. In choosing a suitable wavelet
basis for simulation data among a variety of wavelet families, the supercompact wavelets designed
by Beam and Warming provide one of the most effective multiresolution schemes. Supercompact
multi-wavelets retain the compactness of Haar wavelets, are piecewise polynomial and orthogonal,
and can have arbitrary order of approximation. The advantages of the multiresolution algorithm
are that no special treatment is required at the boundaries of the interval, and that the application to functions which are only piecewise continuous (internal boundaries) can be efficiently
implemented.
In this presentation, Beam's supercompact wavelets are generalized to higher dimensions using
multidimensional scaling and wavelet functions rather than alternating the directions as in the ID
version. As a demonstration of actual 3D data compression, supercompact wavelet transforms
are applied to a 3D data set for wing tip vortex flow solutions (2.5 million grid points). It is
shown that high data compression ratio can be achieved (around 50:1 ratio) in both vector and
scalar data set.
'National Research Council Postdoctoral Fellow
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MULTITHREADED IMPLEMENTATION OF A DYNAMIC IRREGULAR APPLICATION
Rupak Biswas
MRJ, NASA ARC, Moffett Field, CA 94035
(650) 604-4411
rbiswas@nas.nasa.gov
Leonid Oliker
NERSC, LBNL, Berkeley, CA 94720
(510)486-6625
loliker@lbl.gov

The success of parallel computing in solving realistic computational applications relies
on their efficient mapping and execution on large-scale multiprocessor architectures.
When the algorithms and data structures corresponding to these problems are
unstructured or dynamic in nature, efficient implementation on parallel machines offers
considerable challenges. Unstructured applications are characterized by irregular data
access patterns while dynamic mesh adaptation causes computational workloads to
grow or shrink at runtime. For such applications, dynamic load balancing is required to
achieve algorithmic scaling on parallel machines.
This talk describes a multithreaded implementation of a dynamic unstructured mesh
adaptation algorithm on the Tera Multithreaded Architecture (MTA). Multithreaded
machines can tolerate memory latency and utilize substantially more of their computing
power by processing several threads of computation. For example, the MTA processors
each have hardware support for up to 128 threads, and are therefore especially wellsuited for irregular and dynamic applications. Unlike traditional parallel machines, the
MTA has a large uniform shared memory, no data cache, and is insensitive to data
placement. Parallel programmability is significantly simplified since users have a global
view of the memory, and need not be concerned with partitioning and load balancing
issues. Performance is compared with an MPI implementation on the T3E and the
Origin2000, and a shared-memory directives-based implementation on the Origin2000.
A standard computational mesh simulating flow over an airfoil was used for our
experiments to compare the three parallel architectures. The initial mesh, consisting of
more than 28,000 triangles, was refined a total of five times to generate a mesh 45
times larger (Figure 1). Performance by platform and programming paradigm is
presented in Table 1. It is important to note that different parallel versions use different
dynamic load balancing strategies. The multithreaded implementation of the adaptation
algorithm required adding a trivial amount of code to the original serial version and had
little memory overhead. In contrast, the MPI version doubled the size of the code and
required significant additional memory for the communication buffers. The simulation on
the 8-processor MTA at SDSC using 100 threads per processor was almost 10 times
faster than that obtained on 160 processors of a T3E and more than 100 times faster
than that on a 64-processor Origin2000 running a directives-based version. Results
indicate that multithreaded systems offer tremendous potential for quickly and efficiently
solving some of the most challenging real-life problems on parallel computers.
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NASA FLOW SOLVERS SUPPORT ENVIRONMENTS:
MAXIMIZING LEGACY CODE INVESTMENT WITH JAVA AND CORBA

Lance Smith, Rod Fatoohi & Dan Harkey
College of Engineering, San Jose State University, San Jose, CA 95192
Email: rfatoohi@email.sisu.edu. Phone: 408-924-4059
This is a project for integrating Computational Fluid Dynamics (CFD) applications
within a Java/CORBA environment. The overall goal of this project is to focus on
computational aerosciences, and investigate issues in, and develop solutions to,
efficient execution of these applications in heterogeneous, object-oriented
environments. One of these applications is a two-dimensional incompressible
Navier-Stokes solver exemplified by the code INS2D. Batches of INS2D jobs are
currently run via a collection of C shell scripts. As demands have grown, the
scripts have become more complex. Changes in platforms, paths and maximum
process runtimes are all hard coded. The scripts are difficult to understand and
time consuming to maintain. The first stage of this research is to provide a
Java/CORBA solution for running the INS2D legacy code. Java, a platform
independent language, maximizes code reuse. CORBA, the Object Management
Group's Common Object Request Broker Architecture, masks the details of multiplatform inter-object communication. A client/server model is used where one
client provides multiple servers with jobs to run.
The implementation of four technologies is explored in this research: a) the
Unified Modeling Language (UML) - to provide a simplified way of visualizing,
constructing and documenting software components; b) well-known software
design patterns - to offer a collection of frameworks for object collaboration; c)
Java - to wrap legacy codes and adapt them to modern object oriented
techniques; and d) CORBA and its services - to provide a location independent
communications bus. By combining and applying these technologies a legacy
application can be insulated from the distributed world around it. Thusly, the
lifetime of legacy applications can be extended without extensive rewriting.
The architecture, implementation and design issues are presented in detail.
Integration issues with existing job schedulers are examined. Wrapping legacy
objects "whole" verses breaking them down as well as relationships between
application specific components and CORBA services are discussed. Software
patterns are used in order to provide the clear interface boundaries required for
integration of legacy codes with object oriented components. Object
communication via CORBA IDL is examined. UML and visual support tools are
used to map out object collaboration scenarios. Competing scenarios are then
examined and design tradeoffs are compared. Management of resource
intensive production queues is explored. Finally, cross platform installation issues
and concluding remarks are provided.
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NAVIER-STOKES PREDICTION OF INLET FLOW FIELDS
Dr. Theodore A. Reyhner
Boeing Commercial Airplanes
MC 67-LF, P.O. Box 3707, Seattle, WA 98124-2207
425-234-9186
theodore.a.reyhner@boeing.com

The Boeing Company has a well-developed process to design the inlets used on its
commercial jet aircraft. The process uses potential flow analysis and empirical rules
for determining when the flow separates. A project has been underway for some time
to determine if existing Navier-Stokes analysis capability has reached the stage
where improved designs can be achieved, particularly for configurations outside the
envelope that was used for generating the empirical rules. This requires that both
separated and attached flow fields be accurately predicted.
The current work on this project involves the use of two government Navier-Stokes
computer codes, tlns3d-mb and Wind. Both codes are designed to run in a parallel
mode to reduce wall clock time. Parallel computing is done using zone
decomposition with one of more zones assigned to a processor. Parallel computing
has used MPI and PVM message passing. Parallel computing has proven essential
to obtaining results within a reasonable time period.
This paper will specifically report on an effort to use Navier-Stokes analysis to predict
the performance of an advanced inlet. The original design did not perform as well as
expected in model-scale, wind-tunnel testing. The object of this project was to
determine why and develop a reliable tool to be used for an improved design.
Predictions were done for the inlet operating in the presence of a ground plane
(runway) with a crosswind at zero forward speed, a critical design point for inlet
operation. The Wind Navier-Stokes code was used with structured Chimera grids
having about five million grid points and divided into 30 to 40 zones. Fine grid
calculations used 30 processors. The computations were made using the NAS SGI
Origin computing cluster. Analysis predictions agreed with data, predicting the onset
of separation and the details of the flow field for attached and separated flows,
including the effects of the ground vortex. The analysis proved capable of predicting
the influence of the wind-tunnel walls on the measured flow field.
Part of the effort was directed at determining grid topology and density requirements
and identifying the best procedure for running the code. A process has been
developed that can provide flow prediction results in several days for a new design.
Predictions correspond well with experiment, but additional test cases are needed to
increase confidence in the procedure.

Particle traces showing ground vortex entering an inlet operating in a crosswind in the
presence of the ground.
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NCC - A PHYSICS-BASED DESIGN AND ANALYSIS TOOL FOR COMBUSTION
SYSTEMS

Nan-Suey Liu
NASA Glenn Research Center, MS 5-10, Cleveland, OH
(216)433-8722, nan-suey.liu@grc.nasa.gov
And
Angela Quealy
Dynacs Engineering Inc., Brookpark, OH
(216)977-1297, quealy@grc.nasa.gov

The National Combustion Code (NCC) is an integrated system of computer codes for
physics-based design and analysis of combustion systems. It uses unstructured
meshes and runs on parallel computing platforms. The NCC is composed of a set of
distinct yet closely related modules. They are: (1) a gaseous flow module solving 3-D
Navier-Stokes equations; (2) a turbulence module containing the non-linear k-epsilon
models; (3) a chemistry module using either the conventional reduced kinetics
approach of solving species equations or the Intrinsic Low Dimensional Manifold
(ILDM) kinetics approach of table looking up in conjunction with solving the equations
of the progressive variables; (4) a turbulence-chemistry interaction module including
the option of solving the joint probability density function (PDF) for species and
enthalpy; and (5) a spray module for solving the liquid phase equations.
In early 1995, an industry-government team was formed to develop the NCC. In July
1998, the baseline beta version was completed and presented in two NCC sessions
at the 34th AIAA/ASME/SAE/ASEE Joint Propulsion Conference & Exhibit, July 1998. An
overview of this baseline beta version was presented at the NASA HPCCP/CAS
Workshop 98, August 1998. Since then, the effort has been focused on the
streamlining, validation, and enhancement of the baseline beta version. The progress
is presented in two NCC sessions at the AIAA 38th Aerospace Sciences Meeting &
Exhibit, January 2000.
At this NASA HPCCP/CAS Workshop 2000, an overview of the NCC papers presented
at the AIAA 38th Aerospace Sciences Meeting & Exhibit is presented, with emphasis on
the reduction of analysis time of simulating the (gaseous) reacting flows in full
combustors. In addition, results of NCC simulation of a modern turbofan combustor
will also be reported.

HPCC Program Demonstrates 200:1 Reduction of Full Combustor
Simulation Relative to 1992 Baseline
Contours of NOx Mass Fraction

Significance:
This improvement to the National
Combustion Code will contribute to:
significant reduction in aircraft engin
combust or design time and cost by
reducing the hardware builds and te
required, and (2) the accomplishmeri
the national goal to reduce aircraft engine
emissions.
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NPSS ON NASA'S IPG:
USING CORBA AND GLOBUS TO COORDINATE MULTIDISCIPLINARY
AEROSCIENCE APPLICATIONS
Isaac Lopez, Gregory J. Pollen, Richard Gutierrez, Cynthia G. Naiman
NASA Glenn Research Center
Ian Foster, Brian Ginsburg, Olle Larsson, Stuart Martin, Steven Tuecke, David
Woodford
Argonne National Laboratory
Within NASA's High Performance Computing and Communication (HPCC) program,
the NASA Glenn Research Center is developing an environment for the analysis/design
of aircraft engines called the Numerical Propulsion System Simulation (NPSS). The
vision for NPSS is to create a "numerical test cell" enabling full engine simulations
overnight on cost-effective computing platforms. To this end, NPSS integrates multiple
disciplines such as aerodynamics, structures, and heat transfer and supports "numerical
zooming" between 0-dimensional to 1-, 2-, and 3-dimensional component engine codes.
In order to facilitate the timely and cost-effective capture of complex physical processes,
NPSS uses object-oriented technologies such as C++ objects to encapsulate individual
engine components and CORBA ORBs for object communication and deployment
across heterogeneous computing platforms.
Recently, the HPCC program has initiated a concept called the Information Power
Grid (IPG), a virtual computing environment that integrates computers and other
resources at different sites. IPG implements a range of Grid services such as resource
discovery, scheduling, security, instrumentation, and data access, many of which are
provided by the Globus toolkit. IPG facilities have the potential to benefit NPSS
considerably. For example, NPSS should in principle be able to use Grid services to
discover dynamically and then co-schedule the resources required for a particular
engine simulation, rather than relying on manual placement of ORBs as at present.
Grid services can also be used to initiate simulation components on parallel computers
(MPPs) and to address inter-site security issues that currently hinder the coupling of
components across multiple sites.
These considerations led NASA Glenn and Globus project personnel to formulate a
collaborative project designed to evaluate whether and how benefits such as those just
listed can be achieved in practice. This project involves firstly development of the basic
techniques required to achieve co-existence of commodity object technologies and Grid
technologies; and secondly the evaluation of these techniques in the context of NPSSoriented challenge problems.
The work on basic techniques seeks to understand how "commodity" technologies
(CORBA, DCOM, Excel, etc.) can be used in concert with specialized "Grid"

technologies (for security, MPP scheduling, etc.). In principle, this coordinated use
should be straightforward because of the Globus and IPG philosophy of providing lowlevel Grid mechanisms that can be used to implement a wide variety of application-level
programming models. (Globus technologies have previously been used to implement
Grid-enabled message-passing libraries, collaborative environments, and parameter
study tools, among others.) Results obtained to date are encouraging: we have
successfully demonstrated a CORBA to Globus resource manager gateway that allows
the use of CORBA RPCs to control submission and execution of programs on
workstations and MPPs; a gateway from the CORBA Trader service to the Grid
information service; and a preliminary integration of CORBA and Grid security
mechanisms.
The two challenge problems that we consider are the following:
1) Desktop-controlled parameter study. Here, an Excel spreadsheet is used to
define and control a CFD parameter study, via a CORBA interface to a high
throughput broker that runs individual cases on different IPG resources.
2) Aviation safety. Here, ~100 near real time jobs running NPSS need to be
submitted, run and data returned in near real time.
Evaluation will address such issues as time to port, execution time, potential
scalability of simulation, and reliability of resources.
The full paper will present the following information:
1. A detailed analysis of the requirements that NPSS applications place on IPG.
2. A description of the techniques used to meet these requirements via the
coordinated use of CORBA and Globus.
3. A description of results obtained to date in the first two challenge problems.

NPSS V.I CORBA - GLOBUS
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Object Based Numerical Zooming Between the
NPSS Version 1 and a 1-Dimensional Meanline
High Pressure Compressor Design Analysis Code
G. Follen, C. Naiman, /NASA Glenn Research Center
M. auBuchon, /Pratt & Whitney
Within NASA's High Performance Computing and Communication (HPCC) program,
NASA Glenn Research Center is developing an environment for the analysis/design of
propulsion systems for aircraft and space vehicles called the Numerical Propulsion
System Simulation (NPSS). The NPSS focuses on the integration of multiple disciplines
such as aerodynamics, structures, and heat transfer, along with the concept of numerical
zooming between 0- Dimensional to 1 -, 2-, and 3-dimensional component engine codes.
The vision for NPSS is to create a "numerical test cell" enabling full engine simulations
overnight on cost-effective computing platforms.
Current "state-of-the-art" engine simulations are 0-dimensional in that there is there is no
axial, radial or circumferential resolution within a given component (e.g. a compressor or
turbine has no internal station designations). In these 0-dimensional cycle simulations the
individual component performance characteristics typically come from a table look-up
(map) with adjustments for off-design effects such as variable geometry, Reynolds
effects, and clearances. Zooming one or more of the engine components to a higher order,
physics-based analysis means a higher order code is executed and the results from this
analysis are used to adjust the 0-dimensional component performance characteristics
within the system simulation. By drawing on the results from more predictive, physicsbased higher order analysis codes, "cycle" simulations are refined to closely model and
predict the complex physical processes inherent to engines.
As part of the overall development of the NPSS, NASA and industry began the process
of defining and implementing an object class structure that enables Numerical Zooming
between the NPSS Version 1 (0-dimension) and higher order 1-, 2- and 3-dimensional
analysis codes. The NPSS Version 1 preserves the historical cycle engineering practices
but also extends these classical practices into the area of numerical zooming for use within
a companies' design system.
What follows here is a description of successfully zooming 1-dimensional (row-by-row)
high pressure compressor results back to a NPSS engine 0-dimension simulation and a
discussion of the results illustrated using an advanced data visualization tool. This type of
high fidelity system-level analysis, made possible by the zooming capability of the NPSS,

will greatly improve the fidelity of the engine system simulation and enable the engine
system to be "pre-validated" prior to commitment to engine hardware.
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Optimization of Car Body
under Constraints of Noise, Vibration, and Harshness (NVH), and Crash
Dr. Srinivas Kodiyalam*
Lockheed Martin Missiles and Space Co.
Advanced Technology Center
Sunnyvate, California
Email: srinivas.kodiyalam@lmco.com
* Formerly with Engineous Software Inc., North Carolina
Dr. Ren-Jye Yang
Ford Research Labs
Dearborn, Michigan
Email: ryang@ford.com

Dr. Jaroslaw Sobieszczanski-Sobieski
NASA Langley Research Center, MS 1 39
Hampton, Virginia
Email: j.sobieski@larc.nasa.gov

To be competitive on the today's market, cars have to be as light as possible while meeting the Noise,
Vibration, and Harshness (NVH) requirements and conforming to Government-mandated crash
survival regulations. The latter are difficult to meet because they involve very compute-intensive, nonlinear analysis, e.g., the code RADIOSS capable of simulation of the dynamics, and the geometrical
and material nonlinearities of a thin-walled car structure in crash, would require over 12 days of
elapsed time for a single design of a 390K elastic degrees of freedom model, if executed on a single
processor of the state-of-the-art SGI Origin2000 computer. Of course, in optimization that crash
analysis would have to be invoked many times. Needless to say, that has rendered such optimization
intractable until now. The car finite element model is shown in Figure 1 .
The advent of computers that comprise large numbers of concurrently operating processors
has created a new environment wherein the above optimization, and other engineering problems
heretofore regarded as intractable may be solved. The procedure, shown in Figure 2, is a piecewise
approximation based method and involves using a sensitivity based Taylor series approximation
model for NVH and a polynomial response surface model for Crash. In that method the NVH
constraints are evaluated using a finite element code (MSC/NASTRAN) that yields the constraint
values and their derivatives with respect to design variables. The crash constraints are evaluated
using the explicit code RADIOSS on the Origin 2000 operating on 256 processors simultaneously to
generate data for a polynomial response surface in the design variable domain. The NVH constraints
and their derivatives combined with the response surface for the crash constraints form an
approximation to the system analysis (surrogate analysis) that enables a cycle of multidisciplinary
optimization within move limits. In the inner loop, the NVH sensitivities are recomputed to update the
NVH approximation model while keeping the Crash response surface constant. In every outer loop,
the Crash response surface approximation is updated, including a gradual increase in the order of the
response surface and the response surface extension in the direction of the search.
In this optimization task, the NVH discipline has 30 design variables while the crash discipline
has 20 design variables. A subset of these design variables (10) are common to both the NVH and
crash disciplines. In order to construct a linear response surface for the Crash discipline constraints, a
minimum of 21 design points would have to be analyzed using the RADIOSS code. On a single
processor in Origin 2000 that amount of computing would require over 9 months! In this work, these
runs were carried out concurrently on the Origin 2000 using multiple processors, ranging from 8 to 16,
for each crash (RADIOSS) analysis. Figure 3 shows the wall time required for a single RADIOSS
analysis using varying number of processors, as well as provides a comparison of 2 different common
data placement procedures within the allotted memories for each analysis.
The initial design is an infeasible design with NVH discipline Static Torsion constraint
violations of over 10%. The final optimized design is a feasible design with a weight reduction of 15 kg
compared to the initial design. This work demonstrates how advanced methodology for optimization
combined with the technology of concurrent processing enables applications that until now were out of
reach because of very long time-to-solution.

Figure 1: Car Body Finite Element Model
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Figure 2: Flow of the Multidisciplinary Design Optimization Process
The paper will be presented at the AIAA/ASME/ASCE/AHS/ASC 41 st Structures, Structural Dynamics
and Materials Conference, April 2000 , Atlanta, GA, and will also be availableby author's name at
htto://tech reports. I a re. nasa.gov/ltrs/ .
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Fast Particle Methods for Multiscale Phenomena Simulations
P. Koumoutsakos,
ETH Zurich and CTR, NASA Ames
A. Wray , K. Shariff

Computational Physics and Simulation Branch, NASA Ames
Andrew Pohorille
Exobiology Branch, NASA Ames
Moffett Field, CA 94035
Tel: 650-604-4728
Fax: 650-604-0841
Email: {petros,wray,shariff}@nas. nasa.gov
pohorill@raphael.arc.nasa.gov

We are developing particle methods oriented at improving computational modeling
capabilities of multiscale physical phenomena in :
(i) high Reynolds number unsteady vortical flows (Fig.1), (ii)particle laden (Fig.2) and
interfacial flows (iii)molecular dynamics studies of nanoscale droplets (Fig.3) and
studies of the structure, functions, and evolution of the earliest living cell.

Fig.1 Vortex particle simulation of a transitioning turbulent vortex ring at Re = 5000. Simulations
using improved Particle-Particle, Particle-Mesh Vortex methods using up to 1 million elements.

The unifying computational approach involves particle methods implemented in
parallel computer architectures. The inherent adaptivity, robustness and efficiency
of particle methods makes them a multidisciplinary computational tool capable of
bridging the gap of micro-scale and continuum flow simulations. Using efficient tree
data structures, multipole expansion algorithms, and improved particle-grid
interpolation, particle methods allow for simulations using millions of computational
elements, making possible the resolution of a wide range of length and time scales
of these important physical phenomena.

The current challenges in these simulations are in : [i] the proper formulation of
particle methods in the molecular and continuous level for the discretization of the
governing equations [ii] the resolution of the wide range of time and length scales
governing the phenomena under investigation, [iii] the minimization of numerical
artifacts that may interfere with the physics of the systems under consideration, [iv] the
parallelization of processes such as tree traversal and grid-particle interpolations
We are conducting simulations using vortex methods, molecular dynamics and
smooth particle hydrodynamics, exploiting their unifying concepts such as : the
solution of the N-body problem in parallel computers, highly accurate particle-particle
and grid-particle interpolations, parallel FFT's and the formulation of processes such
as diffusion in the context of particle methods. This approach enables us to transcend
among seemingly unrelated areas of research.

Figure 2. Simulation of particle laden flows using vortex particle methods. Vorticity generation by
a set of falling particles in a quiescent fluid. Bifurcating patterns emerge depending on the zero
(left) or non-zero (right) initial vorticity in the flowfield

Figure 3. Molecular dynamics simulation of argon nanodroplet coalescence. A tree data
structure is implemened allowing MD simulations using millions of computational elements.
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PERFORMANCE ASSESSMENT OF OVERFLOW ON
DISTRIBUTED COMPUTING ENVIRONMENT
M. Jahed Djomehri
MRJ Technology Solutions
voice: (650)604-6216, email: djomehri@nas.nasa.gov
M/S T27A-1, NASA Ames Research Center Moffett Field, CA 94035-1000

Yehia M. Rizk
voice: (650)604-4466, email: yrizk@mail.arc.nasa.gov
M/S 258-1, NASA Ames Research Center, Moffett Field, CA 94035-1000

The aerodynamic computer code, OVERFLOW, with a multi-zone overset grid feature, has been
parallelized to enhance its performance on distributed and shared memory paradigms. Practical
application benchmarks have been set to assess the efficiency of code's parallelism on high-performance architectures. The code's performance has also been experimented with in the context of
the distributed computing paradigm on distant computer resources using the Information Power
Grid (IPG) toolkit, Globus.
Two parallel versions of the code, namely OVERFLOW-MPI and -MLP, have developed around the
natural coarse grained parallelism inherent in a multi-zonal domain decomposition paradigm. The
algorithm invokes a strategy that forms a number of groups, each consisting of a zone, a cluster of
zones and/or a partition of a large zone. Each group can be thought of as a process with one or
multithreads assigned to it and that all groups run in parallel. The -MPI version of the code uses
explicit message-passing based on the standard MPI library for sending and receiving interzonal
boundary data across processors. The -MLP version employs no message-passing paradigm; the
boundary data is transferred through the shared memory. The -MPI code is suited for both distributed and shared memory architectures, while the -MLP code can only be used on shared memory
platforms. The IPG applications are implemented by the -MPI code using the Globus toolkit.
While a computational task is distributed across multiple computer resources, the parallelism can
be explored on each resource alone.
Performance studies are achieved with some practical aerodynamic problems with complex
geometries, consisting of 2.5 up to 33 million grid points and a large number of zonal blocks. The
computations were executed primarily on SGI Origin 2000 multiprocessors and on the Cray T3E.
OVERFLOW'S IPG applications are carried out on NASA homogeneous metacomputing machines
located at three sites, Ames, Langley and Glenn.
Plans for the future will exploit the distributed parallel computing capability on various homogeneous and heterogeneous resources and large scale benchmarks. Alternative IPG toolkits will be
used along with sophisticated zonal grouping strategies to minimize the communication time
across the computer resources.

OVERFLOW-MPI and -MLP Performance
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PERFORMANCE OF AN OPTIMIZED ETA MODEL CODE ON THE CRAY T3E AND A
NETWORK OF PCs
Jules Kouatchou, Miodrag Rancic and Jim Geiger
NASA GSFC - Code 931
Greenbeli, MD 20771
kouatch@pecos1.gsfc.nasa.gov, mrancic@ciga.gsfc.nasa.gov, james.v.geiger.1 @ gsfc.nasa.gov

In the year 2001 , NASA will launch the satellite TRIANA that will be the first Earth observing mission
to provide a continuous, full disk view of the sunlit Earth. As a part of the HPCC Program at NASA
GSFC, we have started a project whose objectives are to develop and implement a 3D cloud data
assimilation system, by combining TRIANA measurements with model simulation, and to produce
accurate statistics of global cloud coverage as an important element of the Earth's climate.
For simulation of the atmosphere within this project we are using the NCEP/NOAA operational Eta
model [2, 1]. In order to compare TRIANA and the Eta model data on approximately the same grid
without significant downscalling, the Eta model will be integrated at a resolution of about 15 km.
The integration domain (from -70 to +70 deg in latitude and 150 deg in longitude) will cover most
of the sunlit Earth disc and will continuously rotate around the globe following TRIANA. The cloud
data assimilation is supposed to run and produce 3D clouds on a near real-time basis. Such a
numerical setup and integration design is very ambitious and computationally demanding. Thus,
though the Eta model code has been very carefully developed and its computational efficiency has
been systematically polished during the years of operational implementation at NCEP, the current
MPI version may still have problems with memory and efficiency for the TRIANA simulations.
Within this work, we optimize a parallel version of the Eta model code on a Cray T3E and a network
of PCs (theHIVE) in order to improve its overall efficiency. Our optimization procedure consists of
introducing dynamically allocated arrays to reduce the size of static memory, and optimizing on a
single processor by splitting loops to limit the number of streams. All the presented results are
derived using an integration domain centered at the equator, with a size of 60 x 60 deg, and with
horizontal resolutions of 1/2 and 1/3 deg, respectively (Table 1).
In Figures 1 , 2 and 3, we report the elapsed time, the speedup and the Mflops as a function of the
number of processors for the non-optimized version of the code on the T3E and theHIVE. The large
amount of communication required for model integration (Table 2) explains its poor performance
on theHIVE. Our initial implementation of the dynamic memory allocation has contributed to about
12% reduction of memory (see Table 3) but has introduced a 3% overhead in computing time. This
overhead was removed by performing loop splitting in some of the high demanding subroutines.
When the Eta code is fully optimized in order to meet the memory requirement for TRIANA simulations (Table 3), a non-negligeable overhead may appear that may seriously affect the efficiency of
the code. To alleviate this problem, we are considering implementation of a new algorithm for the
horizontal advection that is computationally less expensive, and also a new approach for marching
in time.

Testl (T1)
1/2
61x121x16

Resolution (deg)
Number of grid points

# of proc.
4
32
64

Test 2 (T2)
1/3
91 x 181 x 16

in 24-hour integration tests.

Comm.
15%
32%
40%

Dynamics
65%
43%
33%

Table 2: Time spent on each section.
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Performance of the OVERFLOW-MLP and LAURA-MLP CFD Codes
on the NASA Ames 512 CPU Origin System
James R. Taft
NASA Ames Research Center
Moffett Field, CA 94035
jtaft@nas.nasa.gov
(650) 604-0704

ABSTRACT
The shared memory Multi-Level Parallelism (MLP) technique, developed last year at
NASA Ames has been very successful in dramatically improving the performance of
important NASA CFD codes. This new and very simple parallel programming technique
was first inserted into the OVERFLOW production CFD code in FY 1998. The
OVERFLOW-MLP code's parallel performance scaled linearly to 256 CPUs on the
NASA Ames 256 CPU Origin 2000 system (steger). Overall performance exceeded 20.1
GFLOP/s, or about 4.5x the performance of a dedicated 16 CPU C90 system. All of this
was achieved without any major modification to the original vector based code. The
OVERFLOW-MLP code is now in production on the inhouse Origin systems as well as
being used offsite at commercial aerospace companies.
Partially as a result of this work, NASA Ames has purchased a new 512 CPU Origin
2000 system to further test the limits of parallel performance for NASA codes of interest.
This paper presents the performance obtained from the latest optimization efforts on this
machine for the LAURA-MLP and OVERFLOW-MLP codes.
The Langley Aerothermodynamics Upwind Relaxation Algorithm (LAURA) code is a
key simulation tool in the development of the next generation shuttle, interplanetary
reentry vehicles, and nearly all "X" plane development. This code sustains about 4-5
GFLOP/s on a dedicated 16 CPU C90. At this rate, expected workloads would require
over 100 C90 CPU years of computing over the next few calendar years. It is not feasible
to expect that this would be affordable or available to the user community. Dramatic
performance gains on cheaper systems are needed. This code is expected to be perhaps
the largest consumer of NASA Ames compute cycles per run in the coming year.

The OVERFLOW CFD code is extensively used in the government and commercial
aerospace communities to evaluate new aircraft designs. It is one of the largest consumers
of NASA supercomputing cycles and large simulations of highly resolved full aircraft are
routinely undertaken. Typical large problems might require 100s of Cray C90 CPU hours
to complete. The dramatic performance gains with the 256 CPU steger system are
exciting. Obtaining results in hours instead of months is revolutionizing the way in which
aircraft manufacturers are looking at future aircraft simulation work.
Figure 2 below is a current state of the art plot of OVERFLOW-MLP performance on the
512 CPU Lomax system. As can be seen, the chart indicates that OVERFLOW-MLP
continues to scale linearly with CPU count up to 512 CPUs on a large 35 million point
full aircraft RANS simulation. At this point performance is such that a fully converged
simulation of 2500 time steps is completed in less than 2 hours of elapsed time. Further
work over the next few weeks will improve the performance of this code even further.
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The LAURA code has been converted to the MLP format as well. This code is currently
being optimized for the 512 CPU system. Performance statistics indicate that the goal of
100 GFLOP/s will be achieved by year's end. This amounts to 20x the 16 CPU C90
result and strongly demonstrates the viability of the new parallel systems rapidly solving
very large simulations in a production environment.

PROBABILISTIC MULTI-SCALE, MULTI-LEVEL, MULTI-DISCIPLINARY
ANALYSIS AND OPTIMIZATION OF ENGINE STRUCTURES

Christos C. Chamis
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21000 Brookpark Road
Cleveland, OH 44135

Galib H. Abumeri
Dynacs
2001 Aerospace Parkway
Brook Park, OH 44142

Abstract
Aircraft engines are assemblies of dynamically interacting components. Engine updates to keep
present aircraft flying safely and engines for new aircraft are progressively required to operate in
more demanding technological and environmental requirements. Designs to effectively meet
those requirements are necessarily collections of multi-scale, multi-level, multi-disciplinary
analysis and optimization methods and probabilistic methods are necessary to quantify respective
uncertainties. These types of methods are the only ones that can formally evaluate advanced
composite designs which satisfy those progressively demanding requirements while assuring
minimum cost, maximum reliability and maximum durability. Recent research activities at
NASA Glenn Research Center have focused on developing multi-scale, multi-level, multidisciplinary analysis and optimization methods. Multi-scale refers to formal methods which
describe complex material behavior metal or composite; multi-level refers to integration of
participating disciplines to describe a structural response at the scale of interest; multidisciplinary refers to open-ended for various existing and yet to be developed discipline
constructs required to formally predict/describe a structural response in engine operating
environments. For example, these include but are not limited to: multi-factor models for
material behavior, multi-scale composite mechanics, general purpose structural analysis,
progressive structural fracture for evaluating durability and integrity, noise and acoustic fatigue,
emission requirements, hot fluid mechanics, heat-transfer and probabilistic simulations. Many of
these, as well as others, are encompassed in an integrated computer code identified as Engine
Structures Technology Benefits Estimator (EST/BEST) or Multi-faceted/Engine Structures
Optimization (MP/ESTOP), (Illustration 1). The discipline modules integrated in MP/ESTOP
include: engine cycle (thermodynamics), engine weights, internal fluid mechanics, cost, mission
and coupled structural/thermal, various composite property simulators and probabilistic methods
to evaluate uncertainty effects (scatter ranges) in all the design parameters. The objective of the
proposed paper is to briefly describe a multi-faceted design analysis and optimization capability
for coupled multi-discipline engine structures optimization. Results are presented for engine and
aircraft type metrics to illustrate the versatility of that capability. Results are also presented for
reliability, noise and fatigue to illustrate its inclusiveness. For example, replacing metal rotors
with composites reduces the engine weight by 20 percent, (Illustration 2), 15 percent noise
reduction, (Illustration 3), and an order of magnitude improvement in reliability. Composite
designs exist to increase fatigue life by at least two orders of magnitude compared to state-ofthe-art metals.
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Existing software analysis tools use the semantics of the programming language to
check our codes: Are variables declared and initialized? Do variable types match?
Where do memory leaks and memory errors occur? However, the meaning or
semantics that a code developer builds into his/her code extends far beyond
programming language semantics. Scientific code developers use variables to
represent physical and mathematical quantities (mass, derivative), expressions of
quantities to represent physical formulae (Navier-Stokes equation), loops over
expression to apply these formulae in a domain, and conditional expressions to
control execution. These semantic details are crucial when developers and users try
to understand and check their scientific and engineering codes; further, this analysis
is manual, time-consuming, and error-prone.
This paper reports progress in an experiment to automatically recognize and check
these physical and mathematical semantics. The experimental procedure combines
semantic declarations with a pattern recognition capability; the code (1)
C? MA == mass, ACC == acceleration
FF = MA*ACC

(1)

contains two semantic declarations for MA and ACC, and with Newton's law among
the recognizable patterns, the procedure recognizes this code as Force assigned to
FF. A more detailed explanation of this procedure and its extensions is given in
reference 1. This experiment's objective is to understand the limits of this automatic
recognition technique: Does it apply to a wide range of scientific and engineering
codes? Can it reduce the time, risk, and effort required to develop and modify
scientific code?
Previous work1 demonstrated that scientific concepts and formulae could be
represented and recognized. In fact, for part of one reacting flow code (Figure 1), 50%
of operations can be recognized. However, this preliminary work posed several
questions: Can additional semantic details be represented and recognized? How
well do the recognition rules work in blind test cases?
To answer these questions, refinements and extensions have been developed for
vector analysis, non-dimensionalized variable analysis, representing and deducing
array structure, and boundary condition analysis.

To test the procedure's performance on large blind test cases, semantic declarations
for solution variables and coordinates were included in the ADPAC code (a 3D NavierStokes, curvilinear coordinate, turbomachinery code with 86k lines of code (loc)) and
the ENG10 code (an axisymmetric, curvilinear coordinate, engine simulation code
with 20k loc). The fraction of operations recognized is shown in Figure 2. These
results provide some evidence of generality: that is, the rules and recognition
capability can apply to a range of codes.
Future work will continue to pursue these issues and test the procedure on additional
codes.
1

Stewart, M. E. M., Townsend, S., "An Experiment in Automated, Scientific-Code
Semantic Analysis," AIAA-99-3276, June 1999.
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Figure 1: Graph showing the increase in
expression understanding as semantic
declarations
are added to twenty
subroutines from the ALLSPD code. The
subroutines contain 5278 non-comment
FORTRAN
statements
and
3431
operations to understand. Further work
will increase the understanding fraction.
The analysis results reflect the analysis
code's quality and not the quality or ability
of the ALLSPD code.
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Figure 2: Graph showing the increase in
expression understanding as semantic
declarations are added to two blind test
cases. The ADPAC codes contain 86k
loc, and the ENG10 code contains 20k
loc.
Further work will increase the
understanding fraction.
The analysis
results reflect the analysis code's quality
and not the quality or abilities of the
ADPAC or ENG10 codes.
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PROGRESS TOWARDS A COMPREHENSIVE KNOWLEDGE-BASED MONITORING
SYSTEM FOR THE DEVELOPMENT AND EVOLUTION OF SOFTWARE
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Because the verification and validation of large, complex systems are difficult, a
monitoring facility that checks for software failures during program execution is
desirable. Although the usefulness of software-fault monitors cannot be disputed,
they have not been as widely used in practice as hardware or analysis monitors. The
main reasons for this are the difficulties inherent in maintaining a program that has
been annotated with software-fault checks and the detrimental effect that dynamic
monitoring can have on performance.
Dynamic Monitoring with Integrity Constraints (DynaMICs) extends existing methods of
verification and validation, producing a comprehensive, knowledge-based system that
is useful during every phase of the software life cycle. Integrity constraints capture
knowledge about real-world objects and are maintained separate from the program.
During the requirements phase, they are elicited from domain experts, customers,
and users, providing an additional layer of communication among development team
members and facilitating identification of potential requirements conflicts. In
developing large systems, the complexity of management and probability of
introducing conflicts increases with the volume of information. Because integrity
constraints capture stand-alone properties that are maintained in a database, the
constraint analysis process is simplified, increasing the potential for error detection.
Linking constraints to artifacts that are stored in another database facilitates
identification of the sources of errors. In the design phase, constraints capture
limitations imposed by designers. Although software may be deemed valid and
correct with respect to the specification, the problem space may change over time
from the original requirements, and its unanticipated use may lead to failure.
Similarly, assumptions made by the development team also can be captured by
constraints, rather than being buried in documentation and program comments.
During the maintenance phase, as the system evolves due to changes in
requirements and existing code, constraints can be modified accordingly. As a result,
it is possible to ensure that changes in the code do not inadvertently alter constraints,
and that added or modified code does not violate existing constraints. Because
constraints are not part of source code, maintenance of the specifications and code is
simplified. In production, a subset of constraints can be selected for monitoring
critical properties of software.

To realize this approach, as depicted in Figure 1, the research focuses on definition of
methodologies for eliciting effective constraints and formally specifying them,
automatic generation of monitoring code and program instrumentation, design and
implementation of monitors that execute concurrently with the processor executing the
application code, and development of a tracing tool. A study is in progress that
examines the elicitation process, instrumentation, and effectiveness of constraints.
The programs under study serve as a test bed for evaluating the use of eventcondition-action rules for specifying constraints, which are expressed in a slightly
modified version of the VDM specification language. A current effort translates
specifications to monitoring code. Automatic program instrumentation, which is built
upon a DynaMICs algorithm for instrumenting programs written in a subset of Pascal,
requires analysis of program execution paths through a regular expression derived
from a program control-flow graph. Each node of the graph models a basic block and
is annotated with a write list that names the program variables associated with
constraints modified within the block. Analysis of these expressions determines
instrumentation points. In addition to in-line checking, several different monitor
designs address performance, including a mechanism based on a coprocessor that
employs snoopy hardware similar to that used to ensure cache consistency in
shared-memory multiprocessor systems. Design of a parallel, discrete-event
simulation of this monitor is in progress. A design of a tracing tool that facilitates the
reconciliation of constraint violations is near completion.
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and that added or modified code does not violate existing constraints. Because
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simplified. In production, a subset of constraints can be selected for monitoring
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To realize this approach, as depicted in Figure 1, the research focuses on definition of
methodologies for eliciting effective constraints and formally specifying them,
automatic generation of monitoring code and program instrumentation, design and
implementation of monitors that execute concurrently with the processor executing the
application code, and development of a tracing tool. A study is in progress that
examines the elicitation process, instrumentation, and effectiveness of constraints.
The programs under study serve as a test bed for evaluating the use of eventcondition-action rules for specifying constraints, which are expressed in a slightly
modified version of the VDM specification language. A current effort translates
specifications to monitoring code. Automatic program instrumentation, which is built
upon a DynaMICs algorithm for instrumenting programs written in a subset of Pascal,
requires analysis of program execution paths through a regular expression derived
from a program control-flow graph. Each node of the graph models a basic block and
is annotated with a write list that names the program variables associated with
constraints modified within the block. Analysis of these expressions determines
instrumentation points. In addition to in-line checking, several different monitor
designs address performance, including a mechanism based on a coprocessor that
employs snoopy hardware similar to that used to ensure cache consistency in
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Problems of structural analysis and design have grown considerably in scope, a
development motivated in part by the availability of an impressive array of new
computational hardware. At the same time, however, there is an emerging awareness that
existing methods of structural synthesis are ill-suited to the parallel architecture of new
computers, and that radically different techniques, more naturally amenable to these
machines, must be developed. The paper will focus on the role of decentralized, spatiallyextended computing systems referred to as cellular automata, in problems of structural
analysis and design. Cellular automata models are predicated on a logic that any system
may be represented by a number of discrete particles or cells, and where the state of any
particle is determined through interaction with the state of its immediate neighbors; the
collective state of these particles is representative of the state of the system. When
implemented on parallel machines the approach is expected to yield near-linear
improvement in performance with an increase in the number of parallel processors. The
central requirement for a successful implementation of this approach is to develop the
appropriate rules for interaction among neighboring cell sites, which when invoked, evolve
the state of the cells to desired acceptable solutions. The paper provides an overview of
such rule extraction procedures that have been implemented in 2-D elasticity problems.
These procedures use the genetic algorithm (GA) based global search method for rule
discovery, and fall into two distinct categories. The first strategy assumes that the solution for
a given problem is available as a close-form analytical solution or from a numerical approach
such as the finite element method. Here, various forms of rules of interaction (with built-in
degrees of freedom) can be assumed, and the appropriate form of the rule established
through a GA based determination of the degrees of freedom. Sample results comparing
an FEM generated solution and that obtained from rules of varying complexity within the
CA based approach are shown in Figures 1a-d. A second strategy does not assume the
existence of a known solution; instead it uses well established global principles in elasticity
(such as the energy principle) to determine the independent degrees of freedom in the
assumed model of the rules of of interaction. Results of the strain distribution for an elastic
beam loaded with a tip shear load are shown in Figure 2. Weighting coefficients and
appropriate neighborhood for interaction were established using a GA based rule
extraction scheme.

Figure 1a. Plate subjected to in plane load
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In the early stages of the design process of aerospace vehicles, the search for optimal
configurations is wide open, and the use of local optimization tools may risk missing
the best designs. Therefore, global optimization methods are attractive for the early
design stage. Unfortunately, global design optimization usually requires the evaluation of
a very large number of designs, a formidable computational challenge. The present work
demonstrates the use of massively parallel computers for handling this computational
challenge. A variety of load balancing methods are used to ensure efficient utilization of
the computer nodes.
Global optimization was applied to the High Speed Civil Transport (HSCT) aerospace
configuration design problem with 28 design variables and 68 nonlinear constraints in a
multidisciplinary design optimization (MDO) environment. Even with the use of simple
engineering analyses, a thorough design space search is computationally expensive due
to the large number of designs that need to be evaluated. The more expensive constraints,
such as range and takeoff distances, are performance related. Previous work with this
design problem has shown that the design space contains disconnected islands of feasible
points, representing different available design concepts. These complexities make it
difficult for an optimizer to successfully find the global optimum.
The global optimization method used is a Lipschitz algorithm that (essentially) uses all
possible values of the Lipschitz constant. By using all possible values of the constant,
equal emphasis is placed on local and global search by the optimizer. This causes the
optimizer to continue searching globally for the islands of feasible space, while converging
on designs in the promising regions that have already been discovered. For each optimization cycle in the algorithm, a large set of new designs that need to be evaluated is
generated. Since the objective function and constraint evaluations for each design can be
computed independently, parallel computers can be easily used to concurrently evaluate
all of the new designs. When there is enough variance in the evaluation time of these
designs it is beneficial to have some form of dynamic load balancing. The load balancing
schemes investigated for this study are: static load balancing, dynamic load balancing
with a master-slave processor organization, fully distributed dynamic load balancing, and
fully distributed dynamic load balancing via threads.
The parallel optimization runs were conducted for a fixed number of iterations of the modified Lipschitzian algorithm on an SGI Origin 2000. Around 10,000 aircraft designs were
evaluated in the design space exploration before finding the global optimum, with the
optimizer sampling many of the promising regions of the design space in the process.
The variation in the evaluation times of the designs investigated was small. The parallel
efficiencies for runs with up to 64 processors are shown in Figure 1. It can be seen that
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Figure 1. Parallel Efficiencies.
when using a small number of processors, the fully distributed version of the code with
dynamic load balancing outperforms the other methods of load balancing for the HSCT
problem. However, as the number of processors increase, the static load balancing and
hierarchical dynamic load balancing are the most efficient. The reason for this behavior
is that with fewer processors the number of tasks per processor is increased and differences in evaluation time are magnified, making the problem better suited to dynamic load
balancing. With more processors, the processor load imbalance becomes negligible and
dynamic load balancing is not needed. For the parallel computer used, the extra overhead
in the threaded dynamic load balancing scheme caused its efficiency to decrease more
than the schemes without threads as the number of processors was increased.
The global optimizer proved to be a useful tool for design space exploration. The optimizer
was able to methodically search a high dimensional design space and identify regions of
promise containing different design concepts with surprisingly few function evaluations.
The sensitivity of load balancing performance to variation in function evaluation time for
large MDO problems was also observed. It was seen that when there is a small variation
in design evaluation time, the computational overhead needed for dynamic load balancing
impeded the parallel performance, and it was more efficient to use static load balancing.
However, when the variation in design evaluation times is sufficiently large, fully distributed
versions of the code with dynamic load balancing performed best.
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Over the past decade, high performance computing has evolved rapidly, not only in
hardware architectures but also with increasing complexity of real applications.
Technologies have been developing to aim at scaling up to thousands of processors on
both distributed and shared memory systems. Development of parallel programs on
these computers is always a challenging task. Today, writing parallel programs with
message passing (e.g. MPI) is the most popular way of achieving scalability and high
performance. However, writing message passing programs is difficult and error prone.
Recent years new effort has been made in defining new parallel programming
paradigms. The best examples are: HPF (based on data parallelism) [1] and OpenMP
(based on shared memory parallelism) [2]. Both provide simple and clear extensions to
sequential programs, thus greatly simplify the tedious tasks encountered in writing
message passing programs. HPF is independent of memory hierarchy, however, due to
the immaturity of compiler technology its performance is still questionable. Although
use of parallel compiler directives is not new, OpenMP offers a portable solution in the
shared-memory domain. Another important development involves the tremendous
progress in the internet and its associated technology. Although still in its infancy, Java
[3] promisses portability in a hetero-geneous environment and offers possibility to
"compile once and run anywhere."
In light of testing these new technologies, we implemented new parallel versions of the
NAS Parallel Benchmarks (NPBs) [4] with HPF and OpenMP directives, and extended
the work with Java and Java-threads. The purpose of this study is to examine the
effectiveness of alternative programming paradigms. NPBs consist of five kernels and
three simulated applications that mimic the computation and data movement of large
scale computational fluid dynamics (CFD) applications. We started with the serial
version included in NPB2.3 [4]. Optimization of memory and cache usage was applied
to several benchmarks, noticeably BT and SP, resulting in better sequential
performance. In order to overcome the lack of an HPF performance model and guide
the development of the HPF codes, we employed an empirical performance model for
several primitives found in the benchmarks. We encountered a few limitations of HPF,
such as lack of supporting the "REDISTRIBUTION" directive and no easy way to handle
irregular computation. The parallelization with OpenMP directives was done at the
outer-most loop level to achieve the largest granularity.
The performance of six HPF and OpenMP benchmarks is compared with their MPI
counterparts for the Class-A problem size in the figure in next page. These results were
obtained on an SGI Origin2000 (195MHz) with MIPSpro-f77 compiler 7.2.1 for OpenMP
and MPI codes, and PGI pghpf-2.4.3 compiler with MPI interface for HPF programs.

Preliminary tests of four Java-based NPBs (BT, SP, LU and FT) are also included in
the figure.
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In general, OpenMP performs remarkably well, fairly close to MPI in many cases and
even better in FT. This is because no data transposition is needed for FT with OpenMP
and, thus, there is less memory traffic. The 1-D pipeline implementation for LU
performs better than the hyper-plane algorithm, but is still worse than the MPI code
which contains a 2-D pipeline. The memory-optimized version of BT is about 50% better than the original MPI implementation in both serial and parallel performance.
Although HPF performs still the worst in many cases, it is getting closer to MPI in FT
and CG. The large difference in MG reflects the fact that HPF lacks of expressions in
handling irregular computation.
The Java versions are 7 to 10 times slower than the MPI counterparts. However, recent
development on Java compilation technology promises much room for improvement. As
future work, we will explore these new techniques and emphasize for the
heterogeneous environment.
*Work supported by NASA Contract No. NAS2-14303 with MRJ Technology Solutions.
[1] High Performance Fortran Forum, "High Performance Fortran Language
Specification," CRPC-TR92225, January 1997, http://www.crpc.rice.edu/CRPC/
softlib/TRs_online.html.
[2] OpenMP Fortran Application Program Interface, http://www.openmp.org/.
[3] The Source for Java Technology, http://java.sun.com/.
[4] D. Bailey, J. Barton, T. Lasinski, and H. Simon (Eds.), "The NAS Parallel
Benchmarks," NAS Technical Report RNR-91-002, NASA Ames Research Center,
Moffett Field, CA, 1991, http://www.nas.nasa.gov/Software/NPB/.
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ABSTRACT
The cost of implementing new technology in aerospace propulsion systems is becoming prohibitively expensive and
time consuming. One of the main contributors to the high cost and lengthy time is the need to perform many largescale hardware tests and the inability to integrate all appropriate subsystems early in the design process. The NASA
Glenn Research Center is developing the technologies required to enable simulations of full aerospace propulsion
systems in sufficient detail to resolve critical design issues early in the design process before hardware is built. This
concept, called the Numerical Propulsion System Simulation (NPSS), is focused on the integration of multiple
disciplines such as aerodynamics, structures and heat transfer with computing and communication technologies to
capture complex physical processes in a timely ?nd cost-effective manner. The vision for NPSS, as illustrated in
Figure 1, is to be a "numerical test cell" that enables full engine simulation overnight on cost-effective computing
platforms. There are several key elements within NPSS that are required to achieve this capability: 1) clear data
interfaces through the development and/or use of data exchange standards, 2) modular and flexible program
construction through the use of object-oriented programming, 3) integrated multiple fidelity analysis (zooming)
techniques that capture the appropriate physics at the appropriate fidelity for the engine systems, 4) multidisciplinary
coupling techniques and finally 5) high performance parallel and distributed computing. The current state of
development in these five area focuses on air breathing gas turbine engines and is reported in this paper. However,
many of the technologies are generic and can be readily applied to rocket based systems and combined cycles
currently being considered for low-cost access-to-space applications. Recent accomplishments include:
1 . the development of an industry-standard engine cycle analysis program and plug 'n play architecture, called NPSS
Version 1 ,
2. A full engine simulation that combines a 3D low-pressure subsystem with a OD high pressure core simulation. This
demonstrates the ability to integrate analyses at different levels of detail and to aerodynamically couple
components, the fan/booster and low-pressure turbine, through a 3D computational fluid dynamics simulation.
3. Simulation of all of the turbomachinery in a modern turbofan engine on parallel computing platform for rapid and
cost-effective execution. This capability can also be used to generate full compressor map, requiring both design
and off-design simulation.
4. Three levels of coupling characterize the multidisciplinary analysis under NPSS: loosely coupled, process coupled
and tightly coupled. The loosely coupled and process coupled approaches require a common geometry
definition to link CAD to analysis tools. The tightly coupled approach is currently validating the use of arbitrary
Lagrangian/Eulerian formulation for rotating turbomachinery. The validation includes both centrifugal and axial
compression systems. The results of the validation will be reported in the paper.
5. The demonstration of significant computing cost/performance reduction for turbine engine applications using PC
clusters.
The NPSS Project is supported under the NASA High Performance Computing and Communications Program.
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The primary objective of this research is to support the design of liquid rocket systems
for the Advanced Space Transportation System. Since the space launch systems in the
near future are likely to rely on liquid rocket engines, increasing the efficiency and
reliability of the enginecomponents is an important task. One of the major problems in
the liquid rocket engine is to understand fluid dynamics of fuel and oxidizer flows from
the fuel tank to plume.Understanding the flow through the entire turbopump geometry
through numerical simulation will be of significant value toward design. This will help to
improve safety of future space missions.
One of the milestones of this effort is to develop, apply and demonstrate the capability
and accuracy of 3D CFD methods as efficient design analysis tools on high
performance computer platforms. The development of the MPI and MLP versions of the
INS3D code is currently underway. The serial version of INS3D code is a
multidimensional incompressible Navier-Stokes solver based on overset grid technology.
INS3D-MPI is based on the explicit massage-passing interface across processors and is
primarily suited for distributed memory systems. INS3D-MLP is based on multi-level
parallel method and is suitable for distributed-shared memory systems. For the entire
turbopump simulations, moving boundary capability and an efficient time-accurate
integration methods are build in the flow solver. To handle the geometric complexity and
moving boundary problems, overset grid scheme is incorporated with the solver that
new connectivity data will be obtained at each time step. The Chimera overlapped grid
scheme allows subdomains move relative to each other, and provides a great flexibility
when the boundary movement creates large displacements. The performance of the two
time integration schemes for time-accurate computations is investigated. For an
unsteady flow which requires small physical time step, the pressure projection method
was found to be computationally efficient since it does not require any subiterations
procedure. It was observed that the artificial compressibility method requires a fast
convergence scheme at each physical time step in order to satisfy incompressibility
condition. This was obtained by using a GMRES-ILU(O) solver in our computations.
When a line-relaxation scheme was used, the time accuracy was degraded and timeaccurate computations became very expensive.
The current geometry for the LOX boost turbopump has various rotating and stationary
components, such as inducer, stators, kicker, hydrolic turbine, where the flow is
exteremly unsteady. Figure 1 shows the geometry and computed surface pressure of
the inducer. The inducer and the hydrolic turbine rotate in different rotational speed.

This causes severe unsteady interactions between rotating and stationary parts. The
components of the entire turbopump are plotted in Figure 2.
REUSABLE LAUNCH VEHICLE (RLV) TURBOPUMP INDUCER
Rotational Speed: 7850 RPM
Mass Flow: 9093 GPM
Re: 7.996*7

Surface Pressure
Figure 1: Geometry and surface pressure of boost pump inducer
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Figure 2: Schematic of LOX boost turbopump
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Porting applications to high performance parallel computers is always a challenging
task. It is time consuming and costly. With rapid progressing in hardware architectures
and increasing complexity of real applications in recent years, the problem becomes
even more sever. Today, scalability and high performance are mostly involving handwritten parallel programs using message-passing libraries (e.g. MPI). However, this
process is very difficult and often error-prone. The recent reemergence of sharedmemory parallel (SMP) architectures, such as the cache coherent Non-Uniform Memory
Access (ccNUMA) architecture used in the SGI Origin 2000, show good prospects for
scaling beyond hundreds of processors. Programming on an SMP is simplified by
working in a globally accessible address space. The user can supply compiler
directives, such as OpenMP [1], to parallelize the code. As an industry standard for
portable implementation of parallel programs for SMPs, OpenMP [1] is a set of compiler
directives and callable runtime library routines that extend Fortran, C and C++ to
express shared memory parallelism. It promises an incremental path for parallel
conversion of existing software, as well as scalability and performance for a complete
rewrite or an entirely new development.
Perhaps the main disadvantage of programming with directives is that inserted
directives may not necessarily enhance performance. In the worst cases, it can create
erroneous results. While vendors have provided tools to perform error-checking and
profiling [2], automation in directive insertion is very limited and often failed on large
programs, primarily due to the lack of a thorough enough data dependence analysis. To
overcome the deficiency, we have developed a toolkit, CAPO [3], to automatically insert
OpenMP directives in Fortran programs and apply certain degrees of optimization.
CAPO is aimed at taking advantage of detailed interprocedural dependence analysis
provided by CAPTools [4], developed by the University of Greenwich, to reduce
potential errors made by users. Earlier tests on MAS Benchmarks and ARC3D have
demonstrated good success of this tool [3].
In this study, we have applied CAPO to parallelize three large applications in the area of
computational fluid dynamics (CFD): OVERFLOW, TLNS3D and INS3D. These codes
are widely used for solving Navier-Stokes equations with complicated boundary
conditions and turbulence model in multiple zones. Each one comprises of from 50K to
100k lines of FORTRAN??. As an example, CAPO took 77 hours to complete the data
dependence analysis of OVERFLOW on a workstation (SGI, 175MHz, R10K
processor). A fair amount of effort was spent on correcting false dependencies due to
lack of necessary knowledge during the analysis. Even so, CAPO provides an easy way
for user to interact with the parallelization process. The OpenMP version was generated
within a day after the analysis was completed. Due to sequential algorithms involved,
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code sections in TLNS3D and INS3D need to be restructured by hand to produce more
efficient parallel codes.
Figure 1 shows preliminary
test results of the generated
OVERFLOW with several test
cases in single zone. The MPI
data points for the small test
case were taken from a handcoded MPI version [5]. As we
can see, CAPO's version has
achieved 18 fold speed up on
32 nodes of the SGI O2K. For
the small test case, it outperformed the MPI version.
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results are very
encouraging, but further work
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is needed.
For example,
Number of Processors
although CAPO attempts to
place directives on the outer- Figure 1: Execution time versus number of processors
most parallel loops in an for OVERFLOW generated by CAPO. The open
interprocedural framework, it squares are from a hand-coded MPI version.
does not insert directives
based on the best manual strategy. In particular, it lacks the support of parallelization at
the multi-zone level. Future work will emphasize on the development of methodology to
work in a multi-zone level and with a hybrid approach. Development of tools to perform
more complicated code transformation is also needed.

*Work supported by NASA Contract No. NAS2-14303 with MRJ Technology Solutions.
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[4] C.S. lerotheou, S.P. Johnson, M. Cross, and P. Leggett, "Computer Aided
Parallelisation Tools (CAPTools) - Conceptual Overview and Performance on the
Parallelisation of Structured Mesh Codes," Parallel Computing, 22, 163-195, 1996.
(http://captools.gre.ac.uk/)
[5] D.C. Jespersen, "Parallelism and OVERFLOW,"NAS Technical Report NAS-98-013,
NASA Ames Research Center, Moffett Field, CA, 1998.
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ABSTRACT
The accurate computation of objective function sensitivity to design variable
(DV) perturbations is the most crucial and expensive element of gradient-based
optimization. In a nonlinear aerodynamic optimization problem, where the objective
functions are computed based on Euler/Navier-Stokes codes, the computation of
sensitivities becomes a computational challenge even for today's large parallel systems.
The situation gets even worse in constrained aerodynamic shape optimizations where the
number of DVs tend to be rather large. The finite-difference method of calculating
gradients for these problems is ruled out for two reasons: prohibitive cost and
approximation error. Adjoint methods are essential for calculating the gradients.
Primary among the adjoint methods is the method of deriving the adjoints by
posing the original continuous form of the problem as a calculus of variations problem.
This method requires long and tedious analytical derivations and hand-differentiation of
the underlying partial differential equations. Furthermore, turbulence models present in
Navier-Stokes equation solvers complicate the construction of adjoint codes.
Consequently, few commercial Navier-Stokes adjoint codes are available, and those that
are available cannot be easily adapted for use in the desired design environment.
Automatic differentiation (AD) using ADIFOR has been known for sometime to
be an accurate method of calculating analytical sensitivities of a FORTRAN function
code. The forward-mode ADIFOR and adjoint-mode ADJIFOR tools (both components
of the soon to be released ADIFOR 3.0 System) automatically enhance function codes

with code to compute the required derivatives. In the past year, sensitivity calculations
performed by ADIFOR and ADJIFOR-differentiated codes have shown great promise.
In last year's HPCCP/CAS workshop, we presented initial results using an
ADJIFOR-differentiated version of the CFL3D/Euler code on a shape design
optimization problem (Ref. 1 and 2). The present paper provides further details on the use
of the derivative-enhanced CFL3D code as the basis of an automated design
environment. In addition, the paper presents a successful HSCT configuration design
discovered using this environment on the NAS Origin 2000 parallel system. This success
on the CFL3D/Euler code has led to the application of ADJIFOR to compute flow
sensitivities for the CFL3D/Navier-Stokes code. The paper compares gradient accuracy
and time requirements for computing Navier-Stokes flow sensitivities using both
ADIFOR and ADJIFOR-differentiated codes and describes additional steps taken to
improve the efficiency of the generated derivative code. Finally, the paper describes the
trials and tribulations of adapting ADJIFOR-processed CFL3D viscous gradients for the
aerodynamic shape optimization-based design environment to the NAS Origin 2000 and
applying it to HSCT configuration design problem.
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