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University of Florida, Gainesville, FL, 32603
Creating and controlling incredibly complex vehicles such as a rocket requires an unfathomable number of tests. Such tests are necessary to ensure a successful mission and that any issues are caught immediately. Once human lives become involved, the importance of such tests cannot be understated. Often times, however, tests may not be written in a consistent manner and such inconsistencies can lead to slowing down the test-writing process and may even create concerns with the test itself. Because of this, NASA has standards that should be followed by all test writers, but the list of standards is quite long and ensuring that tests follow this perfectly can be challenging. Older tests or tests written by individuals who are unfamiliar with this guide may not be following it which can lead to inconsistencies. To fix this issue, I have taken these human-readable rules and implemented them into an open-source linting program. Linting software is used to automatically check the style of code, and in this case, the tests. In doing so, any rules that the test developer may not have followed will be flagged upon running the software and they can quickly and accurately keep their test consistent with the rules that they are expected to follow.
Nomenclature
AST	=	Abstract Syntax Tree
[bookmark: _GoBack]KSC	=	Kennedy Space Center
NASA	=	National Aeronautics and Space Administration
I. Introduction
M
uch of the work done at NASA requires copious amounts of redundancy and testing. The success of the mission, the proper functioning of the vehicle and its controls, and the human lives that may be onboard make such tasks necessary. At Kennedy Space Center, we have developers in many facets of the system who are writing tests to ensure that any failures in the system are caught as soon as possible. These tests, which verify the functionality of the software, on their own have no built-in checks to force consistency. There are standards for the framework that the tests use, but developers still have freedom to write tests however they choose, so long as those standards are followed. For our purposes, this is not enough. We have an immensely large system and without relying on developers to follow a common testing style, maintainability of the code is difficult.
	A style guide has been in use within the automated testing group and is encouraged to be used in other groups, as well when writing functional tests. Many groups do try to follow this style guide, but there are plenty of examples of functional tests which have incorrectly interpreted the style guide or even completely ignored it. A majority of such cases are simply developers that have mistakenly missed a rule or maybe the developer forgot or did not know about a rule. For a developer, when writing tests, sometimes there is a “good enough”. At some point, it is good enough to be mostly consistent when it doesn’t require looking back and reading through a large list of rules to ensure that every rule was followed. However, there is a simple fix to this issue.
	In order to guarantee that developers are not missing or ignoring style rules, the developer should have a piece of software available to them that can quickly and easily examine their tests for them and inform them of any style issues with their code. This is unfortunately going to be an afterthought for most developers because the main goal will always be assuring the test functionality is correct. However, having a piece of software that can quickly double check their work should make it more of a convenience than a chore.
[bookmark: _Hlk54608426]	Of course, this software cannot enforce every rule in the style guide. Some rules simply cannot be translated into something that can be automated. Take, for example, a rule stating that acronym names should be all capitals. There is no good way for a piece of software to know the difference between an acronym, a variable name, an abbreviation, etc. and so a rule such as this would not be flagged by the program. Another example is any rule that is not a requirement but rather a preference. Since it is a preferred way of writing the test, it is not actually incorrect to skip this rule so flagging it would make no sense because it is not wrong if the developer decided to ignore that rule.
II. Linting Software
The importance of maintaining consistent and readable code is not a new concept. In fact, every major programming language and framework probably has some sort of software to enforce some predefined standards. Such software is called a linter and is simply used to double-check the work of the developer. Because this is such a common practice, especially with larger systems, it is wasteful and inefficient to reinvent the wheel and create our own linting software. Since the framework that we use to create functional tests is open-source, there are many tools that are available for the framework, including an open-source linter that is modular enough to allow developers to include their own rules. This linter is the one that we have decided to use and how style rules have been implemented.

A.	The Linting Process
This linting software is simple and works in a similar manner to most linters. The process begins by parsing the file in which the functional test is written into a data structure, such as tables or a tree, representing the hierarchy of the test. Once it is parsed, the data should be split up into a meaningful way which makes comparing it to what it should be much simpler. Often it is split up into a hierarchy of objects representing sections of the code. These objects can have corresponding abstract rule classes which should only be testing the specific aspects of its object. The rule developer will then create classes that inherit from the rule classes in a specified location and define what should be done within a specific method. Once the rules have been written, any time a test writer wants to use those rules, they simply run the program, it parses the file into various objects, it goes through each object and runs the methods of the developer-created rules against the given object, and outputs any issues as it goes through until completion.

B. Limitations of Linters
	The limitations of a linter are entirely dependent on its implementation. While some linters may not give you much freedom, others may rely almost entirely on the developer creating the rules. Even if a linter is giving complete freedom to make the entire ruleset, there may be many desirable tools that do not exist in the linter or inconsistencies that make developing rules confusing. While the linter that we use for developing rules certainly gave us as much freedom with rules as we could have wanted, there were plenty of shortcomings.
	One of the most notable concerns is the limited number of options for severity. The linter only allows an output to be considered a warning or an error. This has an unfortunate side effect for our purposes because some rules that could have been implemented with a severity such as “information” could not be implemented. An information severity would simply make a suggestion to the developer and not imply that what they did was wrong. A warning or error implies that something should be changed. This became a big issue with any rule that was stated to be a preference. Being a preference, it is acceptable for the test developer to not follow that rule, but it should not be output as a warning or error. Due to this limitation, many preference rules that could have been included were not added.
	Another concern with the implementation is the lack of consistency, most notably in certain attributes of objects. For example, some objects would supply the starting line and the ending line of the object, but others would only supply the starting line under a different name. Also, an output expects a line number and an optional character number. For correctness and efficient debugging, the character number should always be supplied unless it is at the start of a line, but while the line number was readily available, the character number was left to the developer to find. Ultimately, many of these concerns are minor and had little impact on the end result, but for the sake of having a more complete linter, it may be desirable in the future to create our own patch to the software with the unfortunate but necessary consequence of having to properly maintain it. Fortunately, the program is quite small and not updated by its original author very often, so maintaining it may not be as significant of a task as one might expect. 
III. Writing Rules
	The process of writing rules is fairly simple. Given a rule, the first step is to identify if it can be written in an automated way. Assuming so, the problem needs to be approached with a mindset of replacing human-readable rules with code that will apply that rule to a given test. Take an example rule that states: “Any header shall be preceded by a single blank line.” First, we need to break down this sentence into something that makes sense to work with programmatically. What is a header? In this case it was not specified, but let’s assume that earlier in this example style guide that it mentioned that a header is a single line comment that contains the character # repeated 80 times to separate sections of the code. It should be clear that we need to find this line, perhaps by iterating through each line of text in the file. Next, we need to be careful about the phrasing. When a rule says that it shall do something, then it implies that it is necessary and not doing it should be considered an error. Had the rule stated that it should do something, then it would imply that it was written incorrectly but not in a significant manner and so this would be a warning. Most rules will state should or shall but there may be some interpreting necessary by the rule developer. Now that the severity of the rule has been determined and we know the location of the header, we must look at the line prior to the header to determine if it is blank. However, there is a special case to consider. What if the header is the first line of the file? We must consider this since it is possible and, in our case, this is an error and should be reported as one.  If this is not the case, then the output is dependent on whether the line is blank. If we assume that it is, there is still one more part of the rule that we have ignored and that is the fact that it is a single blank line. So, in order to verify that it is not multiple lines, we may want to check that the line before the blank line is not blank. We run into the same edge case as before, where we must consider the possibility that the blank line is the first line of the file. In this case, that is completely okay because the header is indeed preceded by a single blank line. Otherwise, we should ensure that the line prior to the blank line is not blank and output accordingly. 
	This example rule seems incredibly simple, but this ten-word sentence holds a lot of information that is simple for humans to read and interpret, but not necessarily so simple to automate. When writing rules, it is necessary to be diligent to ensure that those rules are written correctly. Many rules are not as simple as this one and it only becomes more important to be detail oriented as the rules become more complicated.
IV. Applying Rules
	Applying rules against a test is as simple as running the linter against a test file. It will go through the outlined steps and output any necessary details on what rules were not followed in the process. To prevent unnecessary maintenance, there is no direct connection between the style guide and the implemented rules aside from the rules themselves. For example, in the style guide rules are labelled as a specific number. This number does not exist in the implemented rules because if that number changes in the future, it requires additional maintenance for no good reason.
	Due to the simplicity of using the program and the benefits it offers, although it is still a work in progress, the linter is available for any functional test developer within the automated test team as well as other software groups. In fact, using the linter, we have updated around twenty functional tests to implement the proper styling. Updating those tests only took a few days, and so any group that has functional tests lacking in quality or that need to be updated, could use this linter to improve the consistency within their area in a relatively short amount of time.

V. Solving Limitations
	Having a linting software to check for human errors is incredibly valuable, but as mentioned before, linters have their limitations and the one that we have used is no exception. In fact, it has a pretty major limitation in that it is designed to only examine tests that were written based on the standards of test framework that we use. That may seem acceptable, but the problem is that the test framework allows test libraries to be written in certain programming languages that it supports. The linter we use requires that it be written as the defaults for the test framework. This is a massive limitation because we allow test libraries to be written in one of the programming languages that the test framework supports but the linter does not support.
	Due to this, a concept linting software was created for that programming language. The linting software was never implemented nor was it ever expected to be but will be used as a conceptual experiment for future work. In the process of creating this concept, the software was required to follow certain rules.


A. Rules
1. No actual work needed to be done.
2. An informal presentation on the topic was to be done at or before the end of my internship.
3. It may or may not be written in the aforementioned programming language.
4. Can extend a third-party program.
5. It is only used to check docstrings.
6. It must be smart enough to recognize certain elements of a test library.
7. Documentation rules for this program should be nearly identical to those of the linter that I worked with.

There was another rule that was not stated, but implied, that this program should not be complicated. We do not want to create an entirely new framework or library. This should be a simple piece of software that performs a simple task and is simple to work with.

B. Construction
The way that we decided to construct this theoretical program was based on the linter that we worked with, but with some modifications and simplifications. The first of which was how we parsed it. The way that was decided would be a simple method of storing the information of a file would be in a tree. The reason why is because the construction of such a tree would be very similar to that of an abstract syntax tree. An abstract syntax tree is a special type of tree used to break down a file into the syntax of a programming language. This is a very common practice, in fact it is a necessary part of all programming languages, and so finding a library to get the abstract syntax tree of a file should be very simple and simplify the process of creating the linter. The tree for the linter would be constructed during a walk through the abstract syntax tree and for some nodes an object would be created representing the corresponding AST node, and for other nodes, it would be unnecessary to create anything or it may be used to help create a different node. For example, if a function is returning the sum of x and y, then the AST would represent that as a binary operation node with two children of x and y. However, we may only want to know what is being returned, so we would still need to see the binary operation as well as its two children, but we would represent that within a single node instead of three. In fact, since this program is mainly for checking docstrings, many AST nodes that are used to represent logic within functions are completely unnecessary and can be ignored. Return statements are an exception because the docstring may be required to contain information about what the function returns and so having that information easily available could be beneficial to a rule developer.

C. Rules
Rules are simply classes that are inherited from abstract classes that represent a certain type of rule. For example, a rule for a method would be different than a rule for an entire module. Depending on what the rule developer wants to affect, they will inherit from the corresponding class. Each class has a method that will execute the rule with an argument representing the object that is being affected, for example, a function or class. The classes will also have a function that is used when reporting an issue. It does not stop the execution though; it is perfectly acceptable to report multiple issues in one object.
Imagine there is an abstract class called ModuleRule which is to be used against the entire file. A rule developer could write a rule to check that the module has comments by creating a class called “NoComments” which inherits from ModuleRule. The NoComments class will have a method named apply which will be run when the rule is run. The function has one argument of “module” which is a Module object that represents the entire file. The module object has all the necessary attributes to complete the rule. Say that it has an attribute called “lines” containing the lines of the file. The rule developer could have a loop within apply that iterates over the lines and checks that there is at least one line that begins with a comment symbol. If the loop completes and no comment was found, it will then call the “report” method which will output a message as well as a severity of information, warning, or error.

D. Program Execution
The flow of the program execution is quite simple now that we have a better understanding of how it works. To begin, we execute the program with the file passed as an argument. The program will begin by parsing the file as mentioned before. We will have a tree of objects representing everything necessary in the file, each with attributes to simplify the process of writing rules. Once we have stored this tree in memory, we will go into a directory which has been specified for rules to be written in and begin walking through the tree. For each node of the tree, we will call the apply method of each corresponding rule that has been written while passing in the node as an argument. By the end of the walk of this tree, we will have called the rules necessary for each node and the program will complete. Any failures should have been outputted once the rule was applied if it failed.
VI. Conclusion
While not mission-critical, having consistency among tests is a highly desirable characteristic that we want. Completely relying on developers to uphold that consistency is a recipe for disaster, and not to the fault of the developer, but due to the nature of human error when dealing with complicated guidelines. Fortunately, as developers, this is the exact task that we strive to solve and what we have done. Implementing the entire style guide to the best of our abilities, could prove to be a very useful tool for those who desire flawless consistency. Having an automated process will not only improve consistency but could also save time and decrease issues when all tests are written in an identical manner. To expand on that, we continued by proposing our own idea of an implementation of a linting software which would only further consistency in developing functional tests. In automating every possible area of the test writing process, we can achieve a fixed manner of writing tests to ensure that they will always be written correctly when the linting software is properly used.
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