Fast aircraft separation calculations for gradient based
optimization of airspace simulations

Tristan A. Hearn*
NASA Glenn Research Center, Cleveland, OH, 44135

Simulations of airspace operational concepts can play a significant role in determining
future paradigms that would allow for a safe increase in airspace density. In particular,
airspace simulations which are capable of handling large numbers of aircraft act as an enabling
capability for the testing of proposed airspace operational concepts. Simulations allowing for
gradient based optimization methods are particularly attractive, since they would potentially
allow for an efficient and empirical means to derive best operational practices. These could
also allow for vehicle multidisciplinary design and optimization studies to include air traffic
management considerations as a discipline.

But any large scale simulation of airspace operations must include some methodology for
addressing airspace separation requirements, which in the most direct sense would be tracked
in a manner that computationally grows as a quadratic function of the number of simulated
aircraft. Efficient indirect methods have been developed in certain contexts to address this
limitation. However, any means of addressing separation requirements in a gradient based
optimization context should be implemented by functions which provide analytic derivative
information to maximize numerical precision and computational efficiency.

In this paper, a fast and differentiable separation metric is described in application to
gradient based optimization of airspace operations. Rather than computing the separation
distance between every pair of aircraft in a simulation, this method effectively reduces the
problem to a smaller relevant set using a geometric decomposition. This method guarantees
that the smallest distance at all points in simulated time is determined exactly. When used in
an optimization constraint context, this guarantees that a required separation is maintained
between all pairs of aircraft.

The presented metric has logarithmic computational growth with respect to the number of
simulated aircraft, and is shown to perform well in a series of notional 2D airspace optimiza-
tion problems when used to enforce specified airborne separation constraints. Results show
that this is notably faster than a direct pairwise distance computing metric for optimizations
involving both small and large numbers of aircraft, yet enforces separation requirements to the
same tolerance. It is shown that this favorable scalability is an enabling capability for more
sophisticated air traffic management conceptual studies.

I. Introduction
The demand for air transportation is expected to substantially increase in the coming decades[1]]. This increase is
due to many factors, including the introduction of a number of new airborne transportation services, such as On-Demand
Mobility (ODM), and from Unmanned Aircraft Systems (UAS)[2]. To cope with an expected increase of demand, future
airspaces must be able to handle an increase in vehicle density. This will require the development and deployment of
completely new paradigms for air traffic management and control services[3, 4.

A. Airspace simulation and numerical optimization

The evolution of increasingly complex airspace operational concepts require the means to rigorously evaluate them
across a wide variety of contexts. Thus, simulations and numerical models of airspace operations have a potentially vital
role to play in determining CONOPS (Concepts Of Operations) for the future NAS (National Aerospace System). By
creating models that can incorporate (for instance) different airspace control mechanisms, or include levels of control
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centrality, these methods can be quantitatively vetted for effectiveness at maintaining flight requirements and robustness
to uncertainty in the environment.

One key flight requirement is for aircraft to maintain a defined amount of separation between themselves and other
aircraft, an amount prescribed by aviation authorities. Maintaining this separation while airborne minimizes the risk of
a collision between aircraft operating within the same airspace. When two aircraft actually are closer to each other
than specified in the defined separation criteria, this is called a "loss of separation" (LOS). Separation requirements
are typically designated by a required amount of lateral, vertical, and temporal distance. Preventing and mitigating
LOS events is the primary purpose of air traffic control systems, and thus the ability to recognize and address airborne
separation must be a core consideration of any multi-vehicle airspace management simulation.

There are a variety of types of airspace models and simulations that have been used in past and in ongoing ATM
research. For instance, human-in-the-loop studies have involved the integration of multiple aircraft simulators in real
time[5 16]]. While these studies are high fidelity at the aircraft performance level and capable of evaluating mixed
human-machine performance, they unfortunately do not conceptually scale to large numbers of simultaneously controlled
aircraft, or to large numbers of repeatable iterations.

Other types of simulation frameworks operate directly with numerical representations of aircraft equations of motion,
which can be integrated in simulated time steps. These have no human directly in the loop of the simulation, and
can simulate long duration air traffic scenarios quickly[7, [8]. These typically involve implementing parameterized
trajectories which are determined through a fixed set of rules representing a particular air traffic control scenario. This
allows for inclusion of large numbers of simulated vehicle "agents". These simulated scenarios are run to completion,
and statistics related to metrics of interest (such as loss of airborne separation) can then be computed, averaged over large
numbers of simulations using methods such as Monte Carlo sampling. While this can be very effective for evaluating a
a particular control strategy or a fixed set of ATM concepts, it may be difficult to use such an approach to point towards
specific alternatives to the ones that are implemented, or even to refine a concept (or set of integrated concepts) for better
performance. If there are a large amount of degrees of freedom to a problem (e.g., a large set of parameters relating to
control concepts such as deconfliction strategies or control delegation), it may also be difficult to address determining an
optimal strategy through a sampling strategy.

Large scale Multidisciplinary Design Optimization (MDO) methods provide a potential means to address this[9} [10].
MDO methods provide a generative means for determining a "most favorable" configuration for a particular model, that
scales to numerical problems with large numbers of design variables and constraints. Air traffic management studies
with large numbers of agents and parameterized control rules certainly fit this description. Following well-established
methodology for trajectory level optimization[/11], recent developments in the field of MDO research have demonstrated
the ability to couple aircraft trajectory analysis to a variety of other disciplines in a large scale optimization context([12].
These include the coupled optimization of vehicle trajectories to aeroacoustic modeling of noise [[13]], thermal modeling
of electrical and fueled propulsion systems [14,[15], and other vehicle design level considerations. Joint multidisciplinary
optimization studies such as these are invaluable at providing information about possible improvements to system level
performance that are can be realized when considering the interaction of multiple subsystems in a holistic manner.

Thus, in a similar manner to integrating trajectory operation with vehicle level design, it is desirable to apply MDO
methods to study and refine concepts for future air traffic management. A simple example concept (roughly matching a
centralized ATM paradigm) would be to simultaneously minimize the collective flight time (or perhaps net collective
energy consumption) of a set of simulated aircraft trajectories according to their respective vehicle equations of motion,
subject to a set of numerical constraints relating to operational requirements (such as airborne vehicle separation and
fleet scheduling).

A simple single-integrator type optimization problem that drives the simulation model this way has the form given
in Table[T] In this case, the positional vectors x and y of all aircraft are integrated over simulated time with respect to
their velocity vectors x and y, which operate as simplified controls. Representing the system of equations using the
collocation method, the state of the model is then converged simultaneously (rather than sequentially) for all vehicles
over all points in discretized time, in order to efficiently optimize the collective flight time of all vehicles[/11} [12]].

Solving large air traffic management problems in an optimization context introduces practical considerations that
must be taken into account, since different optimization methods generally come with their own set of requirements of
the models that they are applied to. Numerical optimization algorithms can generally be classified into two categories,
gradient-based and gradient-free. Gradient-based optimization methods use mathematical derivatives of a model to
iteratively perturb parameter values in a direction which improves the value of an objective function until a terminating
criteria is reached (typically based on the KKT optimality conditions). This contrasts with gradient-free methods, which
may use a variety of sampling and local search strategies to determine optimal parameter values for a model[[L6]. There



Table 1 An example minimum-time formulation for an airspace operation optimization.

Variable/Function = Description

minimize 7T Net flight time for all vehicles
with respectto  x,y,X,y ODE states
subjectto G; =0 Collocation converged for
ODE solution
G, =0 All aircraft fly from their ori-

gins to their destinations

Gz <0 Aircraft separation main-
tained at all times

are practical advantages and disadvantages to both types of optimization algorithms. Broadly speaking, gradient-based
optimization, though it is susceptible to convergence onto local optima, uses far less function evaluations compared to
gradient-free methods[17].

For large-scale computationally-expensive models with a large number of design variables (such as multi-agent
trajectory-based airspace models), this is a significant advantage, particularly when combined with adjoint methods.
As the name implies, gradient-based optimization algorithms rely on gradient information to achieve their reduced
computational cost. Finite-difference approximation methods are often used to compute derivatives, but this method
scales poorly as the number of design variables increases. Finite-difference approximations are also sensitive to the step
size used to estimate them, especially when a model has one or more internal solvers converging a nonlinear system of
equations. For these reasons, tools that provide analytic derivatives in addition to their analysis outputs are particularly
suitable for efficient optimization with gradient-based methods.

The choice of problem statement (quantities to be optimized, the parameters to be considered, or the constraints
to be satisfied) can also have important structural implications on the scalability of an optimization problem. In
particular, determining and satisfying airborne separation requirements via a non-linear optimization constraint can
pose a scalability challenge that must be addressed. Even in a non-optimization context, robustly checking separation
between large numbers of simulated agents is computationally challenging.

B. Computing vehicle agent separation

Computing the quantities of interest that verify separation requirements in a simulation involves determining if any
aircraft violate the separation constraint at any point in discretized time. The most direct means of doing this is by
computing the distances (e.g. lateral, vertical, temporal, or any other form of distance specified) between all pairs of
aircraft across time.

For example, consider a 2D airspace model containing n aircraft. x; and x; are the positional vectors for vehicle i in
an 2D airspace model. Each pair of aircraft can then have their lateral separation determined by the Euclidean metric

2 2
dij = \/(x,- = x)"+ (i = y)"
for each point in discretized time ¢ in the transcription of the ODE describing the vehicle flight models. As required by

gradient based optimization algorithms, the derivatives of d; ; with respect to the position vectors can then be computed
as

6di,j _ 2 (x,' - Xj)

0x d[,j

and
ad; ; _ 2(vi—vyj)

6y di,j

Thus, enforcing an airborne separation requirement in a model would be equivalent to specifying

dij<o6 forall 0<i<n<j<n, (D



where (an example) 6 > 0 is some uniformly applied separation requirement. In the case of a higher dimensional
model or one where there are multiple types of separation that may not be applied uniformly (lateral, vertical, wake
turbulence, etc.), this requirement simply would have the condition in Equation [T] taken over the appropriate set of
vehicle indices i and j.

We can then form a set of optimization constraints to enforce vehicle separation. For each time point 7, we specify
that

Grij=0-d;ij<0 2

with the needed constraint derivatives with respect to the vehicle positional state vectors computed as

6gt,i,j _ _2 (xt,i - xt,j)
0x; B dt,i,j

and
agt,i,j _ 2 ()’t,i - )’t,j)

dy; dt,i,j

Thus, if G;; ; < 0 for all time points 7 and all vehicle pairs i and j, then there are no separation conflicts. If it is
positive, then a conflict exists at point in time ¢ between vehicles i and j. This direct approach of iteratively checking all
possible vehicles pairs at each point in simulated time to generate a set of optimization constraints G will be called the
pairwise method for separation constraint formulation.

For the pairwise method, as the number of aircraft n within a simulated airspace is increased, the number of possible
pairings of aircraft np,is grows quadratically as

-1
s = " < 0,

and performing this calculation for each point in simulated time of a model gives the pairwise method the an overall
complexity O(n’k), where k represents the length of the temporal discretization for the vehicle ODEs. Thus, as an
example, if n = 1,000 and k& = 30, then 14,985,000 separate distance calculations must be performed in order to
determine if there is any loss of separation (LOS) events in a single iteration of an airspace operations optimization
problem. Though there is some opportunity for parallelization, if a direct pairwise distance method is used to constrain a
problem that is complex enough to require a large number of iterations, a significant amount of computational resources
may be needed to converge to a feasible solution that satisfies separation requirements.

A number of different approaches have been taken to address this issue in past simulation studies. In [18] and [19],
the computational workload of checking separation is reduced by subdividing the airspace with spatial decompositions
into discrete grid structure. In [20], N-D polyhedral intersection methods are applied to vehicle trajectories with a fast
tree-based data structure to determine potential conflicts.

These methods are each shown to be an effective means of reducing the computational workload of computing
vehicle separation within the problem domains that they present. However, the manner in which they operate (largely
through binning and accumulation operations) are discontinuous with respect to the parameters in the problem (vehicle
states and controls). This unfortunately precludes the use of gradient-based optimization methods. Thus, a new approach
to efficiently enforce vehicle separation is needed that is both fast yet still differentiable.

I1. Differentiable geometric decomposition based separation metric
For the purpose of simplicity, consider the case where a single lateral separation ¢ in two dimensions is required (as
in Equation [T).
Note that for a single point in simulated time, specifying that all d; ; < ¢ simultaneously for all pairs of agents i and
Jj is equivalent to specifying the same condition on the minimum separation that exists,

mind; ; < 6.
i.j

If we could determine this minimum separation for each point in time efficiently, then one could form a reduced set
of optimization constraints to enforce vehicle separation. For each time point 0,. .., < k, we specify that



§, = 6 - mln dr’i’j < O (3)
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Just as in the constraint formulation for the pairwise method in Equation[2] if G; < 0 for all time points ¢, then there
are no separation conflicts. If G; > 0, then a conflict exists at point in time ¢. Using this concept as a starting point, a
number of opportunities and challenges immediately become apparent.

A. The effects of constraint aggregation

One positive consequence of this formulation is that the number of constraints to compute and provide to the
optimization algorithm decreases from k@ in the pairwise formulation of the constraint in Equation [2|to just k in
Equation |3} Setting aside the actual process of computing these minimum quantities for a moment, it should be noted
that there is an opportunity for an increase in efficiency in this change alone. Optimization problems that have a large
number of input parameters (e.g. vehicle states and controls) relative to the number of output parameters (such as
objectives or constraints) can enhance their performance using methods such as adjoint derivative methods[9} 21]. This
is conceptually identical to the backpropogation method used in optimization of machine learning architectures in their
training phases[22, [23]]. By substantially reducing the number of separation constraints, adjoint methods could offer
significant improvements in convergence speed for the same number of vehicles. Grouping constraints into a smaller
number for improved efficiency is often referred to in the optimization literature as "constraint aggregation"[24} 25].
Aggregation can be an effective way of improving the performance of highly constrained optimization problems, it
typically comes with other considerations for tuning parameters of the aggregation process, and respecting the fidelity
of the original problem. Thus, the constraint G; formulated in Equation [3]is equivalent to a simple form of constraint
aggregation on the larger set of pairwise constraints G; ; ; in Equation

However, one challenge to any constraint is that this method, like other efficient separation metrics mentioned, it
does present a challenge for use in gradient based optimization in its simplest form. It is not a continuous process with
respect to the parameters of the problem, and this discontinuity can present challenges for numerical treatment. For
example, as two aircraft are perturbed from being too close (and thus violating the required separation §) into a feasible
state d;,; > ¢, then the constraint G, will discontinuously shift to represent a new value representing a completely
different pair of aircraft, the newest closest pair. Some means of smoothing this discontinuity is need in order for this
process to be suitable for gradient based optimization. This is an issue recognized and addressed in popular forms
of constraint aggregation, such as the Kreisselmeier—Steinhauser (KS) method [24} 26, 27]]. In the KS method, the
maximum value of a vector is approximated by a tunable nonlinear function in order to smooth out the derivatives of the
aggregation process. Applying KS aggregation to the set of pairwise constraints G; ; ;

1 Cmaxi Gy
KSi (Grij) = max Gy + — Z oP(Grijmmai; G.ij),
ij p =
i.j
where p > 0 is a smoothness parameter. This function can be differentiated, and is smooth enough for numerical
optimization. Specifically, the gradients of the KS aggregation process applied to the pairwise constraints are given as

OKS; (gt,i,j) _ OKS; (gt,i,j) ) 0G1.i.j _ pep(g"”_max"'f Gr.ij) ) 2 (xz,i - xt,j)
0x; 0G:.,i.j 0x; pYi; oP(Gr.ij—maxi j Gr.i.j) dy i
and
OKS, (Gusy) _ OKS: (Griy) 0Griy _ perluarmis6i) 2 (yei = yr)
dy: agt,i,j Oy P2 i eP(Q/JJ_maXiJ Giij) dt,i,j .

Of course, using KS aggregation in this way still clearly requires that all distance pairs be computed and does
not mitigate the O(n?) complexity issue, but it would allow the optimization process to proceed with efficient adjoint
derivative methods as the number of parameters of the problem grow.

B. Efficiently solving the Closest pair problem
Focusing on the complexity issue, if the closest vehicles at each point in time can be determined in a manner more
efficiently than O(n?), then it is possible to verify whether the airspace is conflict-free or not more efficiently that the



pairwise method. This is an example of what is known in computational geometry as a "Closest-point problem"[28]].
This is a class of problems that have a variety of researched solution methodologies in different application areas,
including querying and database retrieval[29], computer graphics [30], field effects in physics modeling [31], among
others.

The most common class of solution methods are recursive divide-and-conquer methods, that split the search space
uniformly at each step[32]]. To follow this approach and apply it to a simulated airspace model, it is necessary to first
sort the vehicles in the airspace by one of two spatial dimensions, for instance the horizontal (y) dimension. The
vehicles are then split into two halves about the midpoint of the airspace. Then, the search for the closest pair of vehicles
is performed recursively on each of these two sets, with the case where there are 3 vehicles or less operating as the
recursive base-case. Finally, at each recursion level, vehicles that exist within a thin strip-shaped region of width equal
to the closest distance determined at that level to the boundary of the two halves of the spatial separation is checked. A
strict upper limit to the number of vehicles that needs to be checked within this strip exists as long as the subset of
vehicles is iterated over in sorted order in the second (e.g. y vertical) spatial dimension[28]].

Interestingly, it has been shown that if a stable sorting algorithm is used to precompute the sorted representations of
the spatial vectors x and y in each dimension, then this method can determine the aircraft i and j that are closest to each
other with complexity O (nlog (n))[28]]. The sorting steps required to preprocess the data can be done with O (log (7))
complexity, which would give the GD method a complexity of O (k - nlog (n)) for the entire process of finding the
closest pair of aircraft at all time steps in an optimization problem.

Algorithm(T]lists the pseudocode for the primary portion of this algorithm, applying the recursive divide and conquer
geometric decomposition method. This includes the base-case brute force search Algorithm[2]and the strip iteration [3]

C. Formulating the proposed separation constraint

Using AlgorithmT] the process for computing the constraints G; in Equation [3|can be done efficiently for each point
in time, without requiring checking all pairs of aircraft.

In order to smooth out this process to be suitable for gradient based optimization, an adaptation is made to the
closest pair search. A cache is passed and maintained for each level of the recursion, and every distance calculation
performed that violates the separation requirement in the brute search or strip algorithms 2] and 3] are saved and returned,
in addition to the identified minimum distance.

The separation constraint is formulated by adding together the quantity representing the worst-offender minimum
distance together with any other observed distances that violate the required separation. For the remainder of this
paper, this method for computing separation constraints for trajectory optimization will be referred to as the Geometric
Decomposition (or G.D.) method. This constraint can be written as

GD, = D, (6-diij) <0,
(i,7)e®
where O represents the cache of aircraft pairings that were observed to violate the separation constraint, which if

non-empty, necessarily includes the closest pair of aircraft. The gradients of this constraint are computed simply as a
summation of gradients over the same set,

96D, _ 2 (xpi = %1,4)
Ox (e i
and
06D __ v 2lwiz )
Iy (i-)eo drij

Note that there is no guarantee that all separation violations will be captured by this constraint in every iteration of
an optimization. However, it is guaranteed that GP; > 0 if there exists any violation of separation requirements, and
contain no loss of separation if GD, < 0.

Therefore, a fully converged airspace optimization problem with G, < 0 will be conflict free, even if not every
conflict is detected at every iteration of the optimization. This introduces a re-balancing of the computational effort of
the problem. Successful convergence of an optimization problem with a GD constraint may be expected to take more



iterations than one with a pairwise constraint, but the iterations themselves should be expected to be less computationally
expensive.

Algorithm 1: Geometric decomposition method for separation constraint calculation

Result: Return closest distance, indices of closest distance, and cache of all calculations
Function MinDist (ax, ay,idxy, idxy):

/* Base case: small number of vehicles */
if k£ < 3 then

| return BruteSearch(ay,idxy)

end

/% Split airspace into partitions along the x-axis */

O, <« lower half of ay;

R, « lower half of a,;

Qiax, < lower half of idx,;

Rigx, < lower half of idxy;

m «— midpoint of a,;

QY’ Ry’ Qide s Ridxy — []’ []’ []s []

fori < Oto k do

if ay[i] < m then

Qy.insert(ay[i])

Qiax, insert(idx,[i])

else

Ry .insert(ay[i])

Rigy, -insert(idxy[i])

end

end
/% Recursively search each partition for the closest pair */

(p1oq1,mir) — MinDist (Qx, Oy, Qi Qrax, )

(p25 CI2, mlz) — MlnDlSt (RX’ Ry» Ridxx5 Ridxy)
if mi; < mi, then
‘ d «— mi1
mn < (p1,41)
else
d «— miz

mn < (p2,q2)

end

/* Check the vertical strip nearest to partition boundary */
(p3,q3,mi3) < MinDistStrip (ay,ay,idxy,d,mn)

if d < mi; then

| return mn,d

else

| return (ps3,q3),mis

end

I1I. Simulations and benchmarks
The proposed GD separation constraint was benchmarked in several ways against the direct pairwise (PW) method.

All benchmarks for analysis and optimizations were performed on a Macbook Pro with 3.1 GHz Intel Core i5 processor
and 8 GB 2133 MHz LPDDR3 memory.



Algorithm 2: Brute force search for closest pair of vehicles

Result: Return closest distance, indices of closest distance, and cache of all calculations
Function Brute (ax, idxy) :
/* Check each pair directly via iteration
/* Return closest distance, indices of closest distance, and cache of all
calculations
m; « distance between first two points in list
mi, M, < index of first and second points in list
fori — Otok—1do
forj —i+1tok—1do
d « distance between a[0] and a[1]
dx,dy < derivative of d in x and y directions
if d < m; then
m; < d
mj, < idx[i]
mj,, < idxy[j]
end

end
end
return mi, ,mi, ,m;

*/

Algorithm 3: Checking vertical strip region for a closest pair of points

Result: Return closest distance, indices of closest distance, and cache of all calculations
Function MinDistStrip (px, py,idxy, delta):

m; < distance between first two points in list

mj, ,m;, <« index of first and second points in list

fori < 0 to length of py - 1 do
if p,[i] is not within a distance delta of the boundary then
| Skip this iteration;
end
for j < i+ 1 tomin (length of py - 1,i+7) do
if py[j] is not within a distance delta of the boundary then
| Skip this iteration;
end
d « distance between p,[i] and p,[/]
if d < m; then
m; < d
mj, idxy[i]
m;, <« idxx[]]
end

P2

end

end

return m; ,m; ,m;
P1 P2




A. Benchmarking the closest pair calculation for a single time point

To begin, the process of determining the closest pair of aircraft in notional 2D airspace for a single point in time was
performed in order to compare the PW and GD method in a non-optimization context. This was done to capture the
behavior of the full GD method, which includes pre-sorting steps that may have a measurable impact on the total run
time of the algorithm. This benchmark was performed by randomly generating a set of positional x and y points in a
plane with values between 0 and 100. Then each method for finding the minimum separation can be benchmarked for
various number of aircraft.

Figures [T] and 2| first illustrate how the PW and GD methods differ in this benchmark, among a generated set of 15
and 75 vehicles respectively. For 15 vehicles, the PW method requires 105 separate distance calculations to determine
the minimum, while the proposed GD method requires only 23. Note that the pairs that are actually computed with the
GD method (shown as thin connected lines in each figure) are specifically those vehicles which are relatively close
together, as would be expected given the recursive geometric composition. That is, vehicles which are across the domain
from each other and unlikely to conflict are skipped by the process altogether. It’s exactly these computed pairs which
will contribute to the GD optimization constraint and the corresponding derivative of that constraint.

For 15 vehicles, the difference is not particularly noteworthy. However, for 75 vehicles the difference both visually
and quantitatively noticeable, with the number of distance calculations needed to correctly identify the same minimum
distance dropping from 2775 with PW to just 248 with GD.
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Fig.1 Finding the closest pair within a set of 15 aircraft in a simulated space using the PW and GD method. In
this case, the PW method is shown to (second figure) require computing 105 distance pairs to locate the closest
pair. In the third figure, it is shown that the GD method only requires 23 distance calculations. In both cases, a
line connecting the points for all computed distance pairs is plotted, with the identified closest pair highlighted
in red.

This scaling was investigated for varying numbers of aircraft, from 2 up to 500. In each case, the total number of
distance pairs computed was saved as well as the amount of time needed to perform the calculation (in seconds). This
process was repeated 10 times for each number of aircraft in order to properly average the compute timings, to correct
for background processes on the computer. The results of these benchmarks are plotted in Figure[3] These results show
dramatically different scaling behavior between the PW and GD method for increasing numbers of vehicles, in terms
of both the number of distance calculations needed as well as the actual compute time. This provides computational
validation of the difference of their theoretical complexity. It should be noted that the scale on the y-axis of the compute
times, on first examination, may seem to imply that the difference is not very computationally significant. At the
highest end the pairwise method for 500 vehicles can correctly identify the closest pair of vehicles in only 0.325
seconds compared to the G.D. method’s 0.012 seconds, both of which seem to be very short durations. But it should
be noted that this is only for the task of identifying the closest pair for a single moment of time. An actual dynamic
airspace optimization will include many of these calculations for each point in time, for many possible iterations of the
optimization algorithm during the process of convergence. A difference of 0.313 seconds can be significant when taken
over all of these steps of the optimization process.



75 vehicles PW: 2775 distance pairs GD: 248 distance pairs
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Fig.2 Finding the closest pair within a set of 75 aircraft in a simulated space using the PW and GD method. In
this case, the PW method is shown to (second figure) require computing 2775 distance pairs to locate the closest
pair. In the third figure, it is shown that the GD method only requires 248 distance calculations. In both cases, a
line connecting the points for all computed distance pairs is plotted, with the identified closest pair highlighted
in red.
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Fig.3 Comparisons between the PW and GD methods for determining the closest pair of aircraft in a randomly
generated airspace, for increasing numbers of vehicles between 2 and 500. The first plot (left) shows the total
number of distance pairs needed to find the minimum separation (similar to Figures[Tand [2), while the second
plot shows actual compute timings, in seconds. As expected, the GD method is seen to scale much more favorably
than the PW method measured in both the number of calculations needed and the total time needed for those
calculations.

B. Benchmarking optimizations with separation constraints

Next, full dynamic trajectory optimization problems were formulated in order to compare the PW and GD methods
for formulating separation constraints. In addition to these, optimizations were also performed using KS aggregation
applied to the PW constraints, reducing the total number of constraints to a number identical to the number provided
by the GD method. This was done in order to separate performance improvements because of the actual reduction in
number of distance calculations from performance gains due to the aggregation into a reduced number of constraints.
It was expected that these aspects would each have their own separate effect on computational performance of the
optimization process.

The optimization problem implemented was the minimum flight time problem as described in Table[T] notionally as
a set of small UAS (Unmanned Aircraft System) drones operating within compact airspaces. The vehicle positions were
specified as dynamical states to be solved by the optimizer. Each vehicle begins simultaneously at prespecified points,
and are required to fly to specific destinations, respecting set limits on velocity of 22 meters/second. All vehicles were
required to uniformly maintain a specified minimum separations between 25 and 50 meters (depending on the specific
scenario) from each other at all times. Each airspace simulation was developed in the Python programming language
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as an optimization problem using the OpenMDAO framework[33]] and the optimal control library Dymos[12]]. The
SNOPT optimizer was used to converge all optimization problems, which makes use of a scalable and efficient quadratic
programming method suitable for problems with a large number of design variables and constraints[34].

Two separate types of configurations for the origin and destinations for each vehicle were formulated. First, a
rectangular 1 km by 1 km airspace was generated, with each vehicle having an origin and destination randomly positioned
within. This was done in order to simulate a set of vehicle missions with fairly low, more localized levels of interaction
within the airspace. This way, the number of distance calculations truly needed to deconflict the airspace is far less
than the total number of pairs of vehicles that could be compared. This is imagined as being a more likely scenario in
reality than a scenario involving the active interaction of all aircraft, and it was expected that the G.D. method would be
particularly performant in this case. An example of a 10 vehicle optimization with this airspace configuration is shown
in Figure[d] This figure shows the trajectory paths for each vehicles, with and without the use of separation constraints
to enforce airborne separation.

Second, a more complex high-interaction airspace was generated within a circle of radius 1 km. Each vehicle had an
origin and destination point placed randomly along the edge of this circle, with limits specified such that the straight line
connecting each origin to each destination nearly crossed the center of the circle. This scenario generates a high level of
interaction between the vehicles during the middle of the simulation, making the number of relevant distance pairs at
those times far less sparse than in the first scenario. This was an attempt at creating a worst-case scenario as a fair
bound for the GD method, which may miss many potential losses of separation between aircraft in early iterations of the
optimization process and require more iterations to successfully converge the model than the other two methods. Two
plots shows example 10 vehicle optimizations with this configuration (both with and without separation constraints) are
shown in Figure 5]

Trajectories without deconfliction Optimized and deconflicted trajectories
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Fig.4 Plot illustrating the setup of the rectangular airspace joint trajectory optimization problem. 10 vehicles
have origins and destinations placed randomly within tje airspace, which produces small areas of limited vehicle
interaction distributed in the airspace. The left plot shows the trajectories optimized with respect to time when
no separation constraint is added to the problem, resulting in multiple losses of separation over time that are
highlighted with red lines. On the right, the results are shown from an optimization that has been optimized
with a separation constraint included, that results in the removal of all conflicts.

For each of these airspace types, a set of optimization problems was performed to compare the P.W., P.W. with
K.S. aggregation, and G.D. methods of specifying separation constraints. These problems were generated with for
n = 2,4,8,15,30,50, and 100 vehicles, with metrics averaged over 10 runs. These metrics included the number of
iterations of the optimization algorithm needed for convergence and the total run time of the optimization. The results
of these optimizations are shown in Table 2] for the rectangular low-interaction airspace configuration, and Table [3| for
the circular high-interaction configuration.
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Trajectories without deconfliction Optimized and deconflicted trajectories
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Fig.5 Plotillustrating the setup of the circular airspace joint trajectory optimization problem. 10 vehicles have
origins and destinations along the boundary of the circular airspace, which produces an area of high interaction
in the center. The left plot shows the trajectories optimized with respect to time when no separation constraint
is added to the problem, resulting in multiple losses of separation over time that are highlighted with red lines.
On the right, the results are shown from an optimization that has been optimized with a separation constraint
included, that results in the removal of all conflicts.

IV. Results and discussion

Table [3]lists the number of vehicles, number of optimization design variables, number of optimization constraints,
the total compute time (in seconds) needed to converge the optimization problem, and total number of optimization
algorithm iterations needed to converge the problem.

The number of constraints in this case includes not only the separation constraints, but also the nonlinear constraints
from the collocation method used to transcribe the equations of motion as well as the boundary conditions on the
trajectories that enforce fixed origin and destination points. From here, several trends are seen to merge based on the
number of vehicles in the model.

First, the number of design variables in the model grow linearly for all problems as the number of aircraft are
increased, but the number of optimization constraints sharply diverges between the P.W. method and the K.S. and G.D.
methods. This is expected based on the constraint aggregation inherit in both the P.W. + K.S. and G.D. methods, as
discussed in Section @ From 2 vehicles to 100, the number of constraints for the P.W. method grow from 197 to
52901, while for the P.W. + K.S. and G.D. method they grow at a far slower rate from 197 to 7841. Since the number
of design variables for all problems grows from 241 to 12001 between 2 and 100 vehicles, the P.W. + K.S. and G.D.
methods always have a number of constraints that is less than the number of design variables. Therefore, the gradient
values provided to the SNOPT optimizer will always be computed using the efficient adjoint method.

The average total compute times are fairly comparable for low numbers of vehicles between the three methods. In
the case of two vehicles, the P.W. method takes the least amount of time to fully converge to a deconflicted solution (i.e.
one without any violations of separation requirements), requiring just 0.643 seconds on average compared to 0.574 and
0.551 for PW. + K.S. and G.D. respectfully. However, with a small increase of the size of the airspace to just 4 vehicles,
the differences in run times begin to contrast. The P.W. method requires 1.912 seconds to the PW. + K.S. and G.D.
methods 1.156 and 1.016 seconds, nearly half the run time of the P.W. method. The G.D. method is slightly faster than
the P.W. + K.S. method at this stage, but both are fairly comparable in performance. The contrast for all 3 methods
continues to develop as the number of vehicles increase. For 30 vehicles, the P.W. method requires almost 25 minutes to
converge. Using K.S. aggregation brought this down to 11 minutes, and the G.D. method needed only about 81 seconds
(1.3 minutes) in comparison. For 50 vehicles, the P.W. took about 3.5 hours compared to about 1.6 hours when using
K.S. aggregation and 9.4 minutes when using the G.D. method. For 100 vehicles, only the optimizations using the G.D.
method successfully converged, which took 634.769 seconds on average (about 10.5 minutes).

The number of iterations between the methods is notable, contrasting between the methods in a way nearly inverse to
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# Vehicles | # Des. Vars. # Constraints Compute time (s) # Iterations
. PW PW+KS | GD PW PW+KS GD PW | PW+KS GD
2 241 197 197 197 0.543 0.574 0.551 167 169 209
481 553 353 353 1.912 1.156 1.016 276 343 553
8 961 1745 665 665 10.313 4.997 3.764 481 754 919
15 1801 5371 1211 1211 83.687 39.062 11.655 | 1064 1501 1314
30 3601 19741 2381 2381 | 1481.120 | 652.609 81.546 | 1870 3640 2912
50 6001 52901 3941 3941 | 12644.514 | 5772.483 | 594.037 | 2977 8712 8604
100 12001 205801 7841 7841 . . 634.769 . . 13501

Table2 Tabulated results from the optimizations performed on the rectangular, lower-interaction model. This
table lists performance data from the airspace optimization problem specific in Table[I]for n=24,8,25,30,50,
and 100 vehicles. The unaggregated direct pairwise distance metric (PW) is being compared to the use of
the pairwise metric with K.S. aggregation (PW+KS) and to the geometric decomposition (G.D.) metric for the
formulation of the vehicles separation constraints. The total number of design variables, number of constraints,
overall compute time and number of major iterations needed to converge each optimization (averaged over 10

runs) are listed.

# Vehicles | # Des. Vars. # Constraints Compute time (s) # Iterations

. PW PW+KS | GD PW PW+KS GD PW | PW+KS GD
2 241 197 197 197 0.651 0.664 0.660 404 404 385
4 481 553 353 353 2.01 1.305 1.406 317 621 1038
8 961 1745 665 665 13.985 5.835 4311 1467 2323 2580
15 1801 5371 1211 1211 87.591 42.567 13.296 1043 1481 1272
30 3601 19741 2381 2381 | 1519.810 | 696.88 106.303 | 1345 2842 2422
50 6001 52901 3941 3941 . 6440.154 | 986.481 . 5908 22812
100 12001 205801 7841 7841 . . 1691.576 . 28171

Table 3 Tabulated results from optimizations performed on the circular high-interaction airspace model,
giving performance data from the airspace optimization problem specific in Table[I|for n = 2,4,8,25,30,50, and
100 vehicles. The unaggregated direct pairwise distance metric (PW) is being compared to the use of the pairwise
metric with K.S. aggregation (PW+KS) and to the geometric decomposition (G.D.) metric for the formulation
of the vehicles separation constraints. The total number of design variables, number of constraints, overall
compute time and number of major iterations needed to converge each optimization (averaged over 10 runs) are

listed.
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the run times. Regardless of the number of vehicles, the P.W. method required fewer total optimizer iterations than either
of the other methods. For instance, the P.W. + K.S. and G.D. methods respectively ending up requiring 8716 and 8604
total iterations compared to 2977 for P.W. for 50 vehicles. This is likely due to the P.W. method, being unaggregated,
providing more complete information to the optimizer at every iteration. Thus, the optimizer takes a more advantageous
steps on average at each iteration towards the optimal solution with the P.W method. However, the computational cost of
producing the information needed to produce these quality iterations becomes rapidly more expensive as the number of
vehicles increases. This is the essential tradeoff with using the K.S. or G.D. methods to reduce the number of constraints.

Table[Z]tabulates the same information for the circular, high-interaction airspace model. The size of each optimization
problem in terms of number of vehicles and resulting number of design variables and constraints is identical to the
rectangular low-interaction configuration. But as expected, the models in the high-interaction airspace configuration
were generally more difficult to converge, requiring more compute time and more optimizer iterations to converge
successfully. This is particularly true for the G.D. method, which was expected to be less computationally performant
than in the low-interaction configuration since large interacting clusters of vehicles will necessitate that more vehicle
distance pairs will end up being computed in the recursive decomposition used to locate the closest vehicle pair. It is
also possible that a large portion of vehicle pairs that violate the separation limits are missed in the early iterations of
the optimization, necessitating even more iterations to properly converge to deconflicted feasibility for all trajectories.
Yet the G.D. method is still the fastest method for converging the optimization problems for the problems involving 8
vehicles and higher.

The suitability for recursive geometric decomposition via a direct solution to the closest pair problem for handling
separation constraints is clearly demonstrated in these results. The specific form of the separation criteria as a strict
limit to the closest distance between any vehicles was a key element for the G.D. method to be applicable. Applying this
approach to other elements of an airspace operations optimization problem that involve a potentially large number of
vehicle interactions beyond simply their distance (such as constraints on inter-vehicle communications, wake modeling,
joint aeroacoustics, etc.) would require a similar criteria, that may not have a direct analogy in terms of sorting and
splitting the airspace with a geometric decomposition.

There are many further avenues for exploring how to handle dynamic optimization constraints involving pairwise
vehicle interactions for trajectory-based airspace optimization problems. Further exploration of the discretized grid-based
methods with novel differentiable formulations could provide a means for implementing a variety of types of airspace
constraints as aggregations over appropriate models of field phenomena. For instance, instead of modeling separation as
a limit to the closest distance between any two aircraft, it could be implemented as a limit within an aircraft density field
modeled at a particular spatial resolution, applied across an airspace. There are significant challenges to implementing
such a method in a differentiable fashion. But if it was feasible, this could easily extend beyond implementation of
separation constraints to broader metrics, such as communications modeling, airspace complexity metrics, and trajectory
flexibility metrics[35] 36].
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