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Can inhomogeneities retard B-field decay and foster acceleration in relativistic 
shocks? 

Local R-PIC & GR-PIC Physics
What feeds the evacuated funnel region? 

Ford, Keenan, Medvedev, PRD 98, 063016 (2018)

Tomita, Ohira, Yamazaki, ApJ 497, 563 (1998) [TALK 28: Sara Tomita]

number density n0. Constants c, e, and me are speed of light,
electron charge, and electron mass, respectively. The cell size
and time step are X% � % �x y c0.1 pe and X% � �t 0.1 pe

1,
respectively.

Unmagnetized plasma with the bulk Lorentz factor of
Γ=10 and the thermal velocity of vth=0.1c is injected from
the left boundary (x= 0) and reflected at the right boundary
( X� qx c1.2 104

pe). The reflected and incoming particles
interact, forming a shock which propagates toward the injection
wall. The simulation frame is the downstream rest frame, that
is, the downstream mean velocity is zero. We use 40 particles
per cell per species. We investigated a dependence of a
numerical heating on the number of particles by performing
simulations for 10, 20, and 40 particles per cell per species. We
confirmed that the more particles there are, the more suppressed
the numerical heating is. We show simulation results for 40
particles per cell per species in this paper.

To investigate a collisionless shock propagating to an
inhomogeneous plasma, the spatial distribution of the elec-
tron–positron plasma in the upstream region is set to be

( ) [ ( )] ( )Q M� �n x y n x, 1 0.5 sin 2 , 2x0

where λx is the wavelength of the upstream density variation in
the downstream rest frame. Namely, the density fluctuation is
given by a monochromatic wave with δn/n0=0.5. For
simplicity, the upstream temperature is set to be constant,
which causes the pressure fluctuation but it is negligible
because the shock Mach number is very large. We performed
two runs for M X� q c4 10x

2
pe and Xq c1.2 103

pe in order
to study a wavelength dependence. We confirmed that our
results did not significantly depend on λx. In the following, we
show simulation results for M X� q c1.2 10x

3
pe which is

much larger than the shock thickness of the Weibel mediated
shock, X_ c50 pe.

3. Result

3.1. Shock Structure

First, we compare the shock structure for the case of
homogeneous and inhomogeneous density distributions. The
left column in Figure 1 shows the shock structures for the
homogenous case at tωpe=5000. From top to bottom, the four
panels show the two-dimensional structures of normalized
electron–positron density n/n0 and the energy fraction of the

magnetic field ( )Q� (� B n m c32B
2

0 e
2 , and one-dimensional

profiles averaged over the y-direction of n/n0 and òB,
respectively. The shock front is located at Xxx c9700 pe
and moving leftward with the velocity of

( ) [( ) ( )]H� � q ( � ( � xv c c1 1 1 0.45sh ad
1 2 , where

γad=3/2 is the adiabatic index of a two-dimensional
relativistic gas. The left side of the shock front is the upstream
region where magnetic filaments are generated by the Weibel
instability. The transverse width of the Weibel filaments is
about 8 c/ωpe in the upstream region. The magnetic field
generated by the Weibel instability decays from the shock front
downstream. These features are consistent with early studies
for relativistic Weibel mediated shocks (Spitkovsky 2008b;
Keshet et al. 2009). Compared with our previous periodic
simulation (Tomita & Ohira 2016) in which the Weibel
instability is excited by counter-streaming plasmas, the Weibel-
mediated field is maintained for a long time in the shock
simulation. This is because the magnetic field with a longer
wavelength can be excited in the shock simulation. According
to Keshet et al. (2009), the large-scale magnetic field is
generated by high-energy particles accelerated by the shock.
The middle and right panels in Figure 1 display the time

sequence of the shock structures for the inhomogeneous case at
X �t 4800pe and 5200, respectively. At t ωpe=4800 (middle
panels in Figure 1), the shock front is passing through the
highest-density region. Although the upstream structures are
quite similar to those for the homogeneous case, one can see
significant differences in the downstream region. At
x≈10,000 c/ωpe, there are large-scale filaments and the
magnetic-field strength is comparable to that in the shock
front. They are generated as the shock front passes through the
lower-density region. The right column in Figure 1 shows the
shock structures at tωpe=5200 when the shock front is
passing through the lowest-density region. The size of the
upstream filaments is significantly larger than that for the
homogeneous case. In addition, the magnetic field is widely
generated in the broad upstream region (see panels (f) and (l)).
The Weibel instability is driven by the cold upstream plasma
and the hot plasma leaking from the downstream region. Since
the density ratio of the hot leaking plasma to the cold upstream
plasma becomes larger in the low-density region, the large
momentum dispersion of the hot leaking plasma makes the
transverse width of the filament wider (Ruyer et al. 2017).
Since the length scale of the Weibel magnetic field is larger
when the shock propagates in lower-density regions, it can be

Figure 1. Structures of shocks for the homogeneous density distribution at tωpe=5000 (left panels), and the inhomogeneous case at tωpe=4800 (middle panels) and
5200 (right panels). At tωpe=4800 and 5200, the shock front is passing through the highest- and lowest-density regions, respectively. Panels (a)–(c) show the plasma
density normalized by the upstream mean plasma density, n/n0. Panels (d)–(f) show the magnetic energy density normalized by the upstream mean kinetic energy
density, Q� (� B n m c32B

2
0 e

2. Panels (g)–(i) and panels (j)–(l) show transversely averaged n/n0 and òB, respectively. The green curves in panels (h) and (i) show the
initial density profile for the inhomogeneous case.
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number density n0. Constants c, e, and me are speed of light,
electron charge, and electron mass, respectively. The cell size
and time step are X% � % �x y c0.1 pe and X% � �t 0.1 pe
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Γ=10 and the thermal velocity of vth=0.1c is injected from
the left boundary (x= 0) and reflected at the right boundary
( X� qx c1.2 104

pe). The reflected and incoming particles
interact, forming a shock which propagates toward the injection
wall. The simulation frame is the downstream rest frame, that
is, the downstream mean velocity is zero. We use 40 particles
per cell per species. We investigated a dependence of a
numerical heating on the number of particles by performing
simulations for 10, 20, and 40 particles per cell per species. We
confirmed that the more particles there are, the more suppressed
the numerical heating is. We show simulation results for 40
particles per cell per species in this paper.

To investigate a collisionless shock propagating to an
inhomogeneous plasma, the spatial distribution of the elec-
tron–positron plasma in the upstream region is set to be
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where λx is the wavelength of the upstream density variation in
the downstream rest frame. Namely, the density fluctuation is
given by a monochromatic wave with δn/n0=0.5. For
simplicity, the upstream temperature is set to be constant,
which causes the pressure fluctuation but it is negligible
because the shock Mach number is very large. We performed
two runs for M X� q c4 10x

2
pe and Xq c1.2 103

pe in order
to study a wavelength dependence. We confirmed that our
results did not significantly depend on λx. In the following, we
show simulation results for M X� q c1.2 10x

3
pe which is

much larger than the shock thickness of the Weibel mediated
shock, X_ c50 pe.
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First, we compare the shock structure for the case of
homogeneous and inhomogeneous density distributions. The
left column in Figure 1 shows the shock structures for the
homogenous case at tωpe=5000. From top to bottom, the four
panels show the two-dimensional structures of normalized
electron–positron density n/n0 and the energy fraction of the
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and moving leftward with the velocity of
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γad=3/2 is the adiabatic index of a two-dimensional
relativistic gas. The left side of the shock front is the upstream
region where magnetic filaments are generated by the Weibel
instability. The transverse width of the Weibel filaments is
about 8 c/ωpe in the upstream region. The magnetic field
generated by the Weibel instability decays from the shock front
downstream. These features are consistent with early studies
for relativistic Weibel mediated shocks (Spitkovsky 2008b;
Keshet et al. 2009). Compared with our previous periodic
simulation (Tomita & Ohira 2016) in which the Weibel
instability is excited by counter-streaming plasmas, the Weibel-
mediated field is maintained for a long time in the shock
simulation. This is because the magnetic field with a longer
wavelength can be excited in the shock simulation. According
to Keshet et al. (2009), the large-scale magnetic field is
generated by high-energy particles accelerated by the shock.
The middle and right panels in Figure 1 display the time

sequence of the shock structures for the inhomogeneous case at
X �t 4800pe and 5200, respectively. At t ωpe=4800 (middle
panels in Figure 1), the shock front is passing through the
highest-density region. Although the upstream structures are
quite similar to those for the homogeneous case, one can see
significant differences in the downstream region. At
x≈10,000 c/ωpe, there are large-scale filaments and the
magnetic-field strength is comparable to that in the shock
front. They are generated as the shock front passes through the
lower-density region. The right column in Figure 1 shows the
shock structures at tωpe=5200 when the shock front is
passing through the lowest-density region. The size of the
upstream filaments is significantly larger than that for the
homogeneous case. In addition, the magnetic field is widely
generated in the broad upstream region (see panels (f) and (l)).
The Weibel instability is driven by the cold upstream plasma
and the hot plasma leaking from the downstream region. Since
the density ratio of the hot leaking plasma to the cold upstream
plasma becomes larger in the low-density region, the large
momentum dispersion of the hot leaking plasma makes the
transverse width of the filament wider (Ruyer et al. 2017).
Since the length scale of the Weibel magnetic field is larger
when the shock propagates in lower-density regions, it can be

Figure 1. Structures of shocks for the homogeneous density distribution at tωpe=5000 (left panels), and the inhomogeneous case at tωpe=4800 (middle panels) and
5200 (right panels). At tωpe=4800 and 5200, the shock front is passing through the highest- and lowest-density regions, respectively. Panels (a)–(c) show the plasma
density normalized by the upstream mean plasma density, n/n0. Panels (d)–(f) show the magnetic energy density normalized by the upstream mean kinetic energy
density, Q� (� B n m c32B

2
0 e

2. Panels (g)–(i) and panels (j)–(l) show transversely averaged n/n0 and òB, respectively. The green curves in panels (h) and (i) show the
initial density profile for the inhomogeneous case.
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Beskin, Istomin, Parev SvA 36, 642 (1992), Hiortani & Okamoto, ApJ 497, 563 (1998), …Also:

opening of the gap at these points, as shown schematically in
Figure 2. If U0 is not large enough, the vacuum state will
ultimately be restored. Otherwise, a moderate opening of the
gap leads to rapid pair creation that suffices to replenish the
plasma lost from the boundaries, and to maintain the gap active
through large amplitude cycles.

4.2. GJ Electric Current Flow

We begin by considering the results of simulations with GJ
current, � �J 10 (Models A−M in Table 1). We find a rough
agreement with the analytic criterion for gap screening:
U H ��2 300 10 min, 9 (Equation (9)). In all models with U . 300 in
Table 1 the gap reaches an active, quasiperiodic state following
the initial discharge phase, independent of initial conditions,
whereas in models with U � 100 the gap ultimately returned to
the vacuum state.

A typical cycle is shown in Figure 1, where the evolution
between the times ( ) �t r c 191g and 192 is displayed for
model B. This cycle repeats itself over the entire simulation
time, with no signs for a gradual change in the overall
dynamics. As seen, the gap electric field exhibits large
amplitude oscillations around the null surface (at �r r2 g) with
a period of ( )_ r c1.3 g . Small amplitude, rapid plasma
oscillations are superposed on these cycles. The pair and
photon densities drop by more than an order of magnitude in
the region where the gap opens periodically; the photons are
produced predominantly outside this region. We emphasize
that the period of the large amplitude oscillations is shorter
than the light-crossing time of the simulation box and is,
therefore, not prone to numerical effects (specifically the size of
the computational box). The maximum width of the oscillating
gap is _l r0.2 gosc , consistent with the requirement

( )U U H U_ xHH
�

�
�� l r10 1gic 10

2
min, 9

2
0,2
2

osc . Inside this gap, posi-
trons accelerate in the inward direction and electrons accelerate
in the outward direction by virtue of the negative sign of the
electric field.

A similar behavior is seen in models C,D. In general, the
amplitude of the oscillating electric field increases with
decreasing U0. The oscillation period, on the other hand, shows
no clear trend; for U � 300 it is nearly 10 times longer than in
model B (_ r c20 g ), and likewise for U � 3000 it is also longer
than in model B. These trends are reflected in the light curves
shown in Figure 5 (further discussed below). In all cases, the
average pair multiplicity is found to be of order unity, as seen
in Figure 3.
Figure 4 shows the energy spectrum of outgoing electrons,

positrons, and IC scattered photons in model B. It indicates that
the maximum energy of outgoing electrons increases as the
amplitude of the oscillating electric field increases. This
maximum energy is dictated by a balance between the rate of
energy gain by acceleration and the loss rate due to curvature
radiation. For this reason, the curvature luminosity could
exceed the particle kinetic luminosity. As seen in Figure 4, the
energy distribution of both electrons and positrons is bimodal.
Such an energy distribution is consistent with results of PIC
simulations of pulsar gaps (Timokhin 2010; Timokhin &
Arons 2013; Kisaka et al. 2016; Philippov & Spitkovsky 2018).
The low-energy component does not significantly contribute to
the electric current, but rather adjusts the charge density to the
local GJ value. The high-energy pairs adjust the current density
to the global magnetospheric current, so that the number
density is ∣ ∣_ j ec0 .
Figure 5 exhibits light curves for models B−D. The black

and red lines delineate the contribution of curvature and IC
emissions, respectively. The luminosities are given as ratios of
the BZ power (Equation (13)). As seen, the luminosity of
curvature radiation is very sensitive to the fiducial depth U ;0 it
varies from _ � L10 2

BZ for U � 300 to about _ � L10 6
BZ at

U � 3000 . In contrast, the IC luminosity is independent of U0
and is fixed at _ � L10 5

BZ, consistent with the value computed
in Levinson & Cerutti (2018). As shown below, the curvature
luminosity is also sensitive to the spectral shape of the external
radiation. This implies that strong flares can be produced by
moderate changes of the disk luminosity. The characteristic
energy of the curvature photons in Model C (U � 300 ), where it
completely dominates the output, is of the order of 1 TeV (see
Equation (14)).
Using condition (19) we estimate the potential contribution

of curvature photons to pair creation, which we neglected. In
Model C, the luminosity of the curvature radiation is

_ �L L10cur
2

BZ (see left panel of Figure 5). From
Equation (19) we then find that the optical depth required to
screen out the electric field by curvature pair creation is
U 2 4000 , much larger than the actual value, U � 300 .
Consequently, the contribution of curvature photons to pair
creation is subdominant in Model C. However, for lower U0

Figure 2. Schematic illustration of the gap structure following the initial
discharge phase, for �J 00 (a) and �J 00 (b). The thick arrows indicate the
slow drift (fluid) motion of the plasma constituents. Depending on the sign of
the electric field in the reopened gap, plasma moves either away from or toward
the null point. This leads to the distinct behavior of current flows with �J 00
and �J 00 described in Section 4.1. In the reopening gap, particles are
accelerated and emit high-energy γ-ray photons. A fraction of the photons
convert to pairs, which tend to prevent further growth of the reopened gap. The
energy of the accelerated particles significantly decreases outside this gap via
curvature radiation.

Figure 3. Time-averaged number density of electrons (blue), positrons (red),
and the sum of them (black) in the simulation box for models B-D, normalized
by the averaged GJ number density in the simulation box, �% §nGJ , as a function
of the fiducial optical depth U0.
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cases, such as Model A, a higher ratio of L Lcur BZ is expected,
hence pair creation by curvature photons might be important in
those cases. This might change, somewhat, the threshold value
of U0 needed for screening.

We now turn to discuss the subcritical model (model A). For
this model we explored two different setups (models A1 and
A2 in Table 1), distinguished by the initial distribution of pairs
and gamma-rays (see Figure 6); in the first one the gamma-ray
density is initially zero and pairs are uniformly injected in the
simulation domain (such that the charge density is zero). In the
second one the pair density is initially zero and photons are
uniformly injected. The subsequent evolution of the density of
pairs and gamma-rays for both models is shown in the upper
and lower panels of Figure 6. In both cases the initial discharge

produces sufficient charges to screen out the gap electric field.
However, as time passes pairs and photons escape the
simulation box and the rate at which new pairs are created
becomes too low to replenish the lost plasma. As a
consequence, the gap opens near the null surface and gradually
grows, as seen in the figure, until the simulation box becomes
completely devoid of pairs and gamma-rays and the vacuum
state is restored.

4.3. Return Electric Current Flow

As explained above, the main difference between the current
flows with �J 00 and �J 00 is the tendency of the gap to
reopen at the outer boundaries in the former case rather than
near the null surface. Depending on the choice of parameters, a

Figure 4. Snapshots of energy spectra of outgoing electrons (blue curve), positrons (red curve), and scattered photons (yellow curve) in the box from the same
simulation presented in Figure 1.

Figure 5. Light curves of curvature radiation (black), IC emission (red), and particle kinetic luminosity (blue) at the outer boundary of the simulation box, from runs
with U� � �J 1, 300 0 (left), 100 (middle), and 300 (right), and � �� 10min

9. All luminosities are normalized by the BZ power given in Equation (15).
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• Curvature radiation can explain M87’s TeV flux;

How does reconnection/resistivity along the funnel wall play a role? 

electric field in the gap and compares it to the Lorentz factor.
The charges inside the gap gain kinetic energy—for which
the Lorentz factor can be used as a proxy—by being
accelerated by the electric field and lose energy via inverse
Compton scattering.
The charge densities produced by the cascade is

shown in Fig. 3, and the outgoing photon energy flux is
illustrated in Fig. 4. The outgoing photons are potentially
observable, depending on the environment around the BH.
Figure 4 shows the approximate peaked spectral energy at
70 MeV (the peak energy can be seen more clearly
in Fig. 14).
As shown in Eq. (16), the one-dimensional (1D) solution

is for a particular ρGJ at a given angle, θ, with respect to the
axis of rotation. By solving for ρGJ as a function of θ, we
can obtain the two-dimensional (2D) structure of the gap.

To examine the efficiency of the cascade process we can
use the gap width as a proxy. Similarly, we can use the
Lorentz factor as a proxy for the available energy. The gap
width in Fig. 5 is not to scale but reflects the actual shape of
the gap. By looking at Fig. 5, we can see that the cascade
process is most efficient and energetic along the axis of
rotation. Figure 6 demonstrates the outgoing energy flux of
the γ rays that are from the comptonization of the ambient
photons.

FIG. 3. The charge density as a function of position inside the
gap. The blue curve represents the charge density that is moving
away from the BH, and similarly the orange curve represents the
inward moving charge density. The x axis has been normalized by
the BH radius. This result is for a maximally spinning BH of mass
107 M⊙ with a magnetic field strength of 104 G and an ambient
energy density of 106 ergs=cm3.

FIG. 4. The outgoing photon energy flux as a function of
position inside the gap. This result is for a maximally spinning
BH of mass 107 M⊙ with a magnetic field strength of 104 G and
an ambient energy density of 106 ergs=cm3. The x axis has been
normalized by the BH radius.

FIG. 5. Lorentz factor versus polar angle. This solution is for a
BH mass of 107 M⊙ with a magnetic field strength of 104 G and
an ambient energy density of 106 ergs=cm3.

FIG. 6. The outgoing energy flux from the upscattered photons
as a function of polar angle. This solution is for a BH mass of
107 M⊙ with a magnetic field strength of 104 G and an ambient
energy density of 106 ergs=cm3.
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063016-5
shows the gapwidths ofM87 and SgrA! to scalewith theBH
radius. The inner boundary of the gap of Sgr A! goes into the
BH. The gap of Sgr A! is too close to the event horizon to
maintain the assumptions of symmetry in Eq. (28). Further
study is needed to get a clear understanding of the structure of
the gap around SgrA!. However, a plausible interpretation of
Fig. 16 is that when the gap reaches the event horizon the
cascade process becomes too inefficient, and therefore the
Blandford-Znajek process cannot power the jet. It is thus an
intriguing possibility that this effect can explain the con-
ditions needed for the AGN jet to occur.

VI. CONCLUSIONS

In this paper we explored a plasma cascade model that
produces a force-free magnetosphere around stationary,
axisymmetric Kerr BHs. A force-free magnetosphere is
needed for the Blandford-Znajek mechanism to efficiently
convert rotational energy from theBH into Poynting flux that
can power relativistic jets. The 2D structure of the gap—
where the electron-positron cascade takes place—in the
magnetosphere was examined. Considering a gap that is
thin with respect to the size of the BH, we assumed the
structure inside the gap to be symmetric and employed a
power law spectrum with a single power law index. Using
these assumptions we were able to numerically compute the
2D structure of the gap over 3 orders of magnitude in BH
mass and magnetic field, 2 orders of magnitude in

background photon energy density, and over all spin.
Probing this parameter space allowed us to construct
Eqs. (36)–(39) and to give estimates for the structure of
the gap for observed BHs (see Figs. 15 and 16). Solving for
the 2D structure of the gap shows that the cascade is most
efficient and energetic along the axis of rotation.Akey aspect
of the cascade process is the comptonization of background
photons; the outgoing energy flux of these photons and the
gap (inner jet) luminosity can be estimatedwithEqs. (39) and
(40), and examples are shown in Figs. 4 and 6.One intriguing
observation, shown in Fig. 16, is that for non-jet-producing
AGN, the distance between the inner edge of the gap and the
BH horizon is small or vanishes. Bright AGN radio emission
is commonly attributed to a jet. Herewe showed that the pair-
production efficiency controls the gap size and, likely, the
origin of a jet. Thus we speculate that it is the gap cascade
efficiency that can control and lead to the observed radio-
loud/radio-quiet dichotomy of AGNs [27]. Further inves-
tigation into the relationship between gap width and jet
production is needed. All specifics of these results are
tentative until further work has been done to use a more
realistic background spectrum and relax the assumptions of
symmetry in the gap. Nevertheless, the assumptions used do
cover a large set of BH environments; and therefore, the
general trends are expected to hold.
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APPENDIX: EXPONENTIAL PARAMETER FITS

By probing the structure of the gap over several orders of
magnitude in BH mass, we can find relationships between
relevant physical parameters and the BH mass. These
relationships allow us to estimate the energy output, energy
available, cascade efficiency, etc., for anymaximally spinning
BH embedded in a 104 G magnetic field with an available
background photon energy density of 106 ergs=cm3,

H ¼ 3.2 × 106
!
M
M⊙

"
0.51

cm;

Γmax ¼ 9.2 × 106
!
M
M⊙

"−0.52
;

Emax ¼ 3.5 × 109
!
M
M⊙

"−1.05
V=m;

Z
Fνdν ¼ 2.0 × 1046

!
M
M⊙

"−4.5
MeV=cm2=s: ðA1Þ

Likewise, probing the structure of the gap for a range in
background energy density, we can find relationships
between relevant physical parameters and Ub. These

ρGJ
=0

BH

Sgr A*

M87

1 2 3 4

1

2

3

4

FIG. 16. The BH radius of a maximally spinning BH has been
set to one, and the gap widths have been left to scale. M87 has a
luminosity of 2.7 × 1042 ergs=s, mass of 109.5 M⊙, a spin of
0.65, and a magnetic field of 15 G. Sgr A! has a luminosity of
1037 ergs=s, mass of 106.6 M⊙, a spin of 0.65, and a magnetic
field of 30 G.
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Also:

5. PA swings appear simultaneously with flares.
6. The PD generally drops during PA swings.
7. Reconnection with large guide fields (Bg/B00.5)

yields low flare levels and very high PD (40%), which
are inconsistent with typical blazar observations.

We have shown that the magnetization factor and radiative
cooling play important roles in the spectral shape. Specifically,
the difference in the radiation and polarization signatures
between different observational bands depends on the location
of these bands in the synchrotron spectral component of the
blazar. The most important physical parameter in the temporal
radiation and polarization signatures is the guide field strength.
It is particularly important for polarization signatures. Finally,
we have shown that the general radiation and polarization
patterns are kept for different simulation box sizes, indicating
that our findings may be “scaled up” to realistic physical sizes
of the blazar zone environment.

Generally, current sheets can form in magnetic instabilities/
turbulence in the jet, or in a striped jet morphology. We expect
that the former may result in short-timescale variability in
radiation and polarization signatures, because of the highly
disordered and dynamical magnetic topology in the instabil-
ities/turbulence, while the latter may lead to strong PA swings
and appear very active in both radiation and polarization
signatures, since it may give rise to more antiparallel magnetic
field lines.

Our studies are based on 2D PIC simulations. Generally
speaking, in reality several 3D effects can influence the
radiation and polarization signatures. One obvious factor is the
viewing angle, which can strongly affect the light-crossing time
and the projection of the magnetic field lines that are crucial
to both radiation and polarization signatures (Hosking &
Sironi 2020). These effects have to be thoroughly studied with
3D PIC simulations. Another issue is that previous 3D PIC
simulations have shown that plasmoids in 2D simulations can
extend to flux ropes in 3D (Guo et al. 2014, 2015). However, if
the guide field is very weak, the 3D flux ropes can quickly
fragment into smaller structures, which we expect can lead to
similar radiation and polarization signatures as plasmoids (Guo
et al. 2020a). On the other hand, if the guide field is strong, it
can stabilize the flux ropes. Nonetheless, reconnection is

inefficient with a strong guide field, and we have shown
that strong guide fields can result in very high PDs, which
are inconsistent with observations. Therefore, we expect that
the general radiation and polarization patterns should remain
the same in 3D if we are viewing along the direction of the
guide field as in our simulations. Finally, 3D reconnection can
lead to stronger turbulence. This may lead to even lower
average PD than what we find here.
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Global GR PIC and Resistive Astrophysics

Some of these polar negative-energy electrons also flow
into the hole. The electrons have a velocity-separation
surface in the jet coincident with the inner light surface, at
which corotation with the field lines at ΩF ≈ΩH=2 and
fixed ðr; θÞ is a null worldline (Fig. 2, lower right).
Electrons have average coordinate-basis radial velocity
hvr−i < 0 on field lines close to the polar axis. The positrons
also show radial-velocity separation at the light surface, in
the jet-boundary region where their average velocity at
large radii is positive. In contrast, the high-supply scenario
shows negative radial velocity for both species throughout
the jet, with the current supported by comparatively small
velocity differences.
Particles are accelerated to high energies in the equatorial

current sheet, with many reaching the approximate
limiting Lorentz factor implied by the total potential drop,
Γmax ∼ aΩB0

∼ 103; see locally averaged values in Fig. 3.
The particles are roughly an order of magnitude more
energetic in the low-supply case, with accelerated electrons
(positrons) having positive hvri in the jet (jet-boundary
current layer). In this scenario the region of positrons
accelerated to ∼Γmax is much thicker than the current sheet
itself.
The total flux of conserved energy at infinity through

spherical shells is roughly constant on average (Fig. 4) and
of comparable magnitude to the corresponding force-free
solution, LFFE ≈ 0.2B2

0, as found with the PHAEDRA code
[44,45]. Current-sheet instabilities produce fluctuations
inside the ergosphere at up to the 50% level, with variations
in the high-supply scenario being generally larger. Far from
the horizon, the energy flux in the particles is small and
the jet power is almost entirely transmitted as Poynting
flux. Inside the ergosphere the energy flux carried by the
particles can be large.
In the denser high-supply simulation, the inward flux of

positive particle energy from both species in the jet
usually exceeds the energy-extracting contribution from
inflowing negative-energy electrons in the current sheet.
In the low-supply scenario, the positron energy-flux
contribution is usually small and negative, while that
from the electrons is almost invariably positive and carries
up to ∼LFFE through the horizon. This demonstrates that
the ingoing negative-energy “Penrose” particles can
become the dominant component, making the particle
population a net contributor to black-hole rotational-
energy extraction.
In other simulations, we inject particles isotropically in

the frame of the Boyer-Lindquist normal observer, leading
to nearly identical results, including for the detailed
velocity structure shown in Fig. 2. Simulations with lower
B0, and hence lower σ0, confirm that as magnetization
increases, the fraction of the energy flux carried by infalling
positive-energy particles declines. At high B0 we expect the
energy-extracting current-sheet electrons to always domi-
nate the particle energy flux.

We also performed simulations in which the effective
gravitational forces were removed from the particle
momentum equation. Now the particle evolution does
not conserve energy and momentum, and accelerated
high-Γ particles, whose large Larmor radii allow them to
experience the incorrect gradient terms, drive unphysical
currents which eventually destroy the solution.
Additionally, the high-density region near the poles in
the low-supply state, coincident with the hvr−i < 0 polar
region (Fig. 2), does not exist without gravity; rather, both
species have lower densities, and electrons have positive

FIG. 3. Average FIDO-measured Lorentz factors in the two
steady states; the full potential corresponds to Γmax ∼ 103.
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How is plasma formed and accelerated in the jet?

radial velocities. We speculate that, near the pole, the nearly
field-aligned gravitational forces interfere with charge
redistribution by the parallel electric field, leading to less
efficient screening and more particle injection.
We have described the first direct plasma-kinetic sim-

ulations of the Blandford-Znajek process, in which a
plasma-filled magnetosphere mediates the extraction of a
black hole’s rotational energy and the launching of a
relativistic jet. We show that the plasma distribution is
sensitive to the pair-supply mechanism, and describe two
distinct states, both electrodynamically similar to the force-
free solution, which would lead to highly dissimilar
observable emission. When a particle species has a veloc-
ity-separation surface in the jet, the jet’s currents are partly
carried by an ergospheric population with negative energy
at infinity, implying a supporting role for the Penrose

process in general Blandford-Znajek jets. Our simulations
also have a current sheet at the equator, where the Penrose
effect can be responsible for a large fraction of the total
energy flux from the black hole. Future simulations will
include a more realistic treatment of the pair-creation
physics, allowing us to model the accelerating electrostatic
gaps, and the resulting photon emission, in the context of a
self-consistent global magnetosphere, enabling a rigorous
interpretation of the EHT and GRAVITY observations.
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FIG. 4. Main panels: Flux of energy at infinity through
spherical shells, for two steady-state epochs (solid curves, tref ;
dashed curves, t ≈ 51). Positive values at rH ∼ 1 imply extraction
of the black hole’s rotational energy. Insets: Flux of energy at
infinity through the horizon over time; the vertical lines indicate
tref for each simulation. The fluxes are normalized to the force-
free value LFFE.
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How does reconnection/resistivity along the funnel wall 
play a role? 

spots through coalescence with other plasmoids. In both MAD
and SANE cases, these hot structures are ejected either along
the jet’s sheath or into the disk, heating the sheath and regions
of the disk within a few Schwarzschild radii of the event
horizon. In the MAD case, the magnetization is significantly
higher close to the event horizon, powering hot spots with
relativistic temperatures S� _T p 10, an order of magnitude
higher than in the SANE case _T 1. The preferential heating
of the jet’s sheath by continuous reconnection events close to
the event horizon can potentially explain Very Long Baseline
Interferometry observations of the black hole at the center of
the galaxy M87, which clearly show a limb-brightened jet
down to 7rg (Ly et al. 2007; Kim et al. 2018).

In the SANE case, current sheets and plasmoids also form in
the turbulence induced by the MRI inside the disk. These
plasmoids, however, do not reach relativistic temperatures due
to the low magnetization in the disk.

In both MAD and SANE cases circular hot spots can reach
radii of approximately – r1 3 g via plasmoid coalescence. The
formation process from infalling flux tubes to macroscopic hot
spots of size ( )_' rg occurs on a timescale of ( )_' r c100 g ,
indicating a reconnection rate of _ c0.01 . By analyzing
multiple individual current sheets, we confirm reconnection
rates between c0.01 and c0.03 for Lundquist numbers of
2S 105, in accordance with numerical relativistic resistive

MHD studies of isolated plasmoid-dominated reconnection
(e.g., Del Zanna et al. 2016; Ripperda et al. 2019c) and analytic
predictions (Bhattacharjee et al. 2009; Uzdensky et al. 2010).

In all our simulations, regardless of spin and accretion state,
plasmoids with a size of_ r1 g form within – r5 10 g from the event
horizon on timescales of xr c100 30g minutes assuming
conditions of Sgr A*, which is in accordance with orbiting hot
spots observed by Gravity Collaboration et al. (2018, 2020).
Although in reality hot spots orbit around the black hole, in our
simulations we assume axisymmetry such that analyzing
trajectories in the invariant azimuthal (f) direction cannot be

directly related to observations. Only MAD accretion disks
around spinning black holes are consistent with observations of
near-infrared and X-ray flares, where large magnetic field
amplitudes of 10–50 G are observed in quiescence, and the field
strength drops to –1 5 G at the peak of a flare (Dodds-Eden et al.
2009, 2010; Ponti et al. 2017), due to conversion of the magnetic
energy into accelerated electrons and synchrotron emission
through reconnection. We find that during a flare period in our
MAD simulations, energies 21038 erg can be emitted from a
spherical region of – r1 3 g within 30–45 minutes. The flares are
associated with events of reduced magnetic flux through the
horizon and periodic re-formation of the accretion flow (see the
top panel of Figure 6). Hints of the same process of cycles of
flux build-up and dissipation have been seen observed in 3D
MAD simulations by Dexter et al. (2020) and Porth et al. (2020).
In our high-resolution SANE simulation, there is no substantial
variability in the current sheet and plasmoid formation which
could be robustly associated with a flaring event.
Assuming axisymmetry prevents us from resolving non-

axisymmetric instabilities that can potentially disrupt the current
sheets forming close to the event horizon. In future work, we
plan to address whether plasmoid structures can form in full 3D
simulations and if they can result in orbiting hot spots. In 3D
simulations, we plan to trace test particles to model radiative
signatures with realistic electron distribution functions (Bacchini
et al. 2018, 2019; Ripperda et al. 2018, 2019b). The radiative

Figure 14. Radial cuts of the temperature T and magnetic field strength B,
assuming Sgr A* parameters, of the flares in Figures 10 (flare 1, at
�t r c3009 g ) and 13 (flare 2, at �t r c3259 c ). The black lines show T and

B during quiescence. The magnetic field shows a clear drop from –_10 20 G to
–_1 5 G between r7 g and r13 g, while the temperature significantly increases,

both for flares 1 and 2.

Figure 15. Limb brightening of the jet sheath by hot plasmoids from the
exhaust of the equatorial current sheet. The color map shows the gas
temperature, T[K], distribution at �t r c3380 g in the MAD retrograde case
with � �a 0.9375.

13
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Figure 11. Representative MAD snapshot in the quasi-steady-state phase of accretion at �t r c2971 g . Top left: magnetization σ showing that current sheets close to
the event horizon are in the relativistic regime �T 1. Top right: the thin tearing-unstable reconnection layers are indicated by a strong current density. Bottom left:
plasmoids in the current sheets are heated by ohmic heating close to the event horizon. Bottom right: Plasmoids formed in the equatorial sheets are advected into both
the disk and along the jet’s sheath and are heated up to relativistic temperatures S� _T p 10, an order of magnitude larger than in the SANE case in Figure 8.
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• First full 2-d GRPIC of force-free 
BH magnetosphere w/ injected 
e+/e-; 

• First full 2-d GRPIC of force-free BH magnetosphere w spark gap & 
radiation transfer, IC + pair-creation;

analytically [8] and is presented in the top panel of Fig. 1.
The null surface is where the general-relativistic Goldreich-
Julian charge density vanishes [9] and has also been
proposed as a plausible gap position. We find that both
the stagnation surface and the null surface are irrelevant for
the pair discharge, and that the inner light surface is where
the gap forms. As the gap opens, a burst of unscreened
electric field either plunges inside the hole or moves
outwards. Subsequent pair creation occurs in this burst
as it propagates, populating the magnetosphere with pair
plasma. This is visible in the upper panel in Fig. 2, which
shows a spacetime diagram of the pair creation rate. This
highlights the variability of the gap as well as its small
spatial extent.
A typical sequence of bursts from the high opacity

simulations is shown in Fig. 3. The electrostatic gap that
opens accelerates particles, which produce high-energy
photons that soon pair produce high-energy particles. As
these secondary particles are created, they gradually screen
the electric field parallel to the field lines. The intensity and

duration of the bursts are highly variable. They have a
spatial extent of a fraction of rg (see Fig. 3), which appears
promising for interpreting ultrafast variability of AGN. We
find that the gap size is controlled by the IC mean free path.
At high opacity, the gap width is comparable to the IC mean
free path in the Thomson regime rg=τ0. The gap width,
measured with the unscreened electric field, is ∼0.06rg at
τ0 ¼ 30. At low opacity, the mean free path becomes
comparable to rg. Particles reach high Lorentz factors in the
gap, so the IC cross section drops, further increasing the
mean free path.
The multiplicity of the plasma flow is high in the gap

(around 10), and reaches 2 outside of a burst. The high
opacity solution is already very close to being force-free.
We observed that the whole magnetosphere, despite being
time dependent due to the bursts, rotates consistently at the
optimal predicted angular velocity ≈ωBH=2 for a force-free
magnetosphere [5,31], except at low optical depth where
we observe significant deviations. Going to higher B̃0ε̃0
would likely increase the multiplicity and allow the
magnetosphere to be even more force-free. The total
Poynting power output measured in the simulations is also
consistent with the BZ prediction [5,34] LBZ ¼ B2

0ω
2
BH=6 at

all opacities (see the figures in the Supplemental Material
[17]). This supports the role of the BZ mechanism in the
extraction of energy from the black hole, and the possibility
that IC scattering and γγ pair production processes can
supply sufficient plasma to activate this mechanism.
At low opacity a sizable fraction of the Poynting flux

(around 20%) is dissipated within the numerical box.

FIG. 2. Top panel: Spacetime diagram of the pair creation rate
at θ ¼ π=4 for the high opacity simulation, in arbitrary units. The
white solid (dashed) line marks the location of the inner light
surface (the null surface) at θ ¼ π=4. Although pair creation is
continuous in time in the simulations, trajectories look discretized
because of down sampling. Bottom panel: 2D map of the time-
averaged pair creation rate. The white solid (dashed) line marks
the time-averaged reconstructed light surfaces (analytical null
surface).

FIG. 3. Snapshot of the phase space for electrons (black dots)
and positrons (red triangles) sampled at θ0 ¼ π=4" 0.02 during a
burst, for τ0 ¼ 30. Particles are denoted by sgnðvrÞðΓ − 1Þ, where
Γ is the FIDO-measured Lorentz factor and vr is their radial
3-velocity. The blue solid line is the normalized unscreened
electric field profile at θ0. The vertical dash-dotted line marks the
location of the light surface at θ0. For clarity, only 20% of the
particles are displayed.
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analytically [8] and is presented in the top panel of Fig. 1.
The null surface is where the general-relativistic Goldreich-
Julian charge density vanishes [9] and has also been
proposed as a plausible gap position. We find that both
the stagnation surface and the null surface are irrelevant for
the pair discharge, and that the inner light surface is where
the gap forms. As the gap opens, a burst of unscreened
electric field either plunges inside the hole or moves
outwards. Subsequent pair creation occurs in this burst
as it propagates, populating the magnetosphere with pair
plasma. This is visible in the upper panel in Fig. 2, which
shows a spacetime diagram of the pair creation rate. This
highlights the variability of the gap as well as its small
spatial extent.
A typical sequence of bursts from the high opacity

simulations is shown in Fig. 3. The electrostatic gap that
opens accelerates particles, which produce high-energy
photons that soon pair produce high-energy particles. As
these secondary particles are created, they gradually screen
the electric field parallel to the field lines. The intensity and

duration of the bursts are highly variable. They have a
spatial extent of a fraction of rg (see Fig. 3), which appears
promising for interpreting ultrafast variability of AGN. We
find that the gap size is controlled by the IC mean free path.
At high opacity, the gap width is comparable to the IC mean
free path in the Thomson regime rg=τ0. The gap width,
measured with the unscreened electric field, is ∼0.06rg at
τ0 ¼ 30. At low opacity, the mean free path becomes
comparable to rg. Particles reach high Lorentz factors in the
gap, so the IC cross section drops, further increasing the
mean free path.
The multiplicity of the plasma flow is high in the gap

(around 10), and reaches 2 outside of a burst. The high
opacity solution is already very close to being force-free.
We observed that the whole magnetosphere, despite being
time dependent due to the bursts, rotates consistently at the
optimal predicted angular velocity ≈ωBH=2 for a force-free
magnetosphere [5,31], except at low optical depth where
we observe significant deviations. Going to higher B̃0ε̃0
would likely increase the multiplicity and allow the
magnetosphere to be even more force-free. The total
Poynting power output measured in the simulations is also
consistent with the BZ prediction [5,34] LBZ ¼ B2

0ω
2
BH=6 at

all opacities (see the figures in the Supplemental Material
[17]). This supports the role of the BZ mechanism in the
extraction of energy from the black hole, and the possibility
that IC scattering and γγ pair production processes can
supply sufficient plasma to activate this mechanism.
At low opacity a sizable fraction of the Poynting flux

(around 20%) is dissipated within the numerical box.

FIG. 2. Top panel: Spacetime diagram of the pair creation rate
at θ ¼ π=4 for the high opacity simulation, in arbitrary units. The
white solid (dashed) line marks the location of the inner light
surface (the null surface) at θ ¼ π=4. Although pair creation is
continuous in time in the simulations, trajectories look discretized
because of down sampling. Bottom panel: 2D map of the time-
averaged pair creation rate. The white solid (dashed) line marks
the time-averaged reconstructed light surfaces (analytical null
surface).

FIG. 3. Snapshot of the phase space for electrons (black dots)
and positrons (red triangles) sampled at θ0 ¼ π=4" 0.02 during a
burst, for τ0 ¼ 30. Particles are denoted by sgnðvrÞðΓ − 1Þ, where
Γ is the FIDO-measured Lorentz factor and vr is their radial
3-velocity. The blue solid line is the normalized unscreened
electric field profile at θ0. The vertical dash-dotted line marks the
location of the light surface at θ0. For clarity, only 20% of the
particles are displayed.

PHYSICAL REVIEW LETTERS 124, 145101 (2020)

145101-4

• Including resolved physical resistivity instead of letting grid-scale 
numerics to reconnect the field; 

• Resolving plasmoids leads to variable emission, e.g. SgrA* flares; 
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Imaging tilted discs and jets 367

Figure 4. Left figure: Time-averaged, edge-on synthetic GRRT images of misaligned BH disc/jet systems using Rh = 10 for the electron temperature
prescription (see equation 1), scaled to M87 at a constant accretion rate Ṁ = 6 × 10−4 M# yr−1, calculated over [99 960, 100 960] tg and zoomed-in to the inner
100 × 100 µas2 region. The observer is positioned edge-on relative to the large-scale disc using the disc tilt and precession angle values from Fig. 3, i.e. (θ0,
ϕ0)=(90◦, 0◦). The colour scale is linear and normalized to unity for each image. From left to right: images at frequencies of 43, 86, 230, and 345 GHz, along
with the 230 GHz image convolved with a Gaussian beam (full width at half-maximum of 20 µas). From top to bottom: synthetic observable GRRT images
with initial tilt angles of 0◦ (T0), 30◦ (T30), and 60◦ (T60). Rightmost figure: 3D density contour plot visualizations for (top to bottom): T0, T30, and T60,
respectively, as viewed at the same observer position as for the GRRT images. Dimensions are indicated by a bounding cube of size 50 rg. The corresponding
cases for Rh = (1, 100) are shown in Appendix A.

disc–jet system at an inclination of θ0 = 90◦ (i.e. edge-on to the outer
disc).

Fig. 4 shows synthetic mm-radio images for Rh = 10 applied
to an M87-like disc/jet system at an accretion rate of 6 × 10−4

M# yr−1, with the observer positioned perpendicular to the jet axis
(or edge-on to the large-scale disc) at four frequencies: 43, 86, 230,
and 345 GHz. We have chosen Rh = 10, which yields contributions
from both the disc and the jet to the total emission. We also show
the 3D visualizations of the disc/jet system in the rightmost column
of Fig. 4, as observed from the same direction as the GRRT camera.
The rotating accretion flow surrounding the BH is clearly visible in
the 43 and 86 GHz images (Fig. 4, left: first and second columns).
At higher tilts, the inner part of the bottom jet bends towards the
observer and is Doppler-boosted. This bending is visible as observing
frequency is increased to 230 and 345 GHz, where the inner regions
of the accretion flow closest to the BH are probed (Fig. 4, third
and fourth columns). The dark (or flux depressed) circular region
in the image centre is due to gravitational lensing by the BH and
is a characteristic of images of accreting BHs (Narayan, Johnson
& Gammie 2019). Hereafter, we refer to this flux depressed region
as the BH ‘shadow’ (see Fig. 4). If we focus at the centre of the
T0 230 GHz image (third from left in the top row of Fig. 4), we
see that the BH shadow is obscured by a thin ‘streak’-like shaped
feature. This feature, hereafter referred to as the ‘streak’, is the flux
originating from the plunging streams, which begin at the innermost
stable circular orbit (or ISCO) for an aligned disc (T0) and further
out for the case of the tilted runs (Fragile et al. 2007). This streak
shines more brightly for T0 as the emission is boosted towards the
observer, whereas in the case of T30 and T60, the inner disc is bent

with respect to the outer disc, with the flow no longer being directed
towards the observer. Such a curved streak is therefore an indication
of disc tilt, given that we know the jet direction, and could potentially
be important for interpreting future EHT images of Sgr A∗, for
which the inclination is a matter of much debate, with semi-analytical
modelling (assuming a jetted model) favouring higher inclinations
(e.g. Markoff, Bower & Falcke 2007; Connors et al. 2017), GRMHD
simulations opting for both high (e.g. Mościbrodzka et al. 2009;
Shcherbakov, Penna & McKinney 2012; Drappeau et al. 2013) as
well as intermediate (∼30◦−60◦) inclinations (e.g. Dexter et al.
2010; Mościbrodzka & Falcke 2013; Davelaar et al. 2018) and,
more recently, Gravity Collaboration (2018) inferred low inclinations
!30◦.

We see that the streak becomes progressively more optically
thick at lower frequencies. Imaging at 86 GHz, where this feature
is most distinguishable among the selected frequencies, may be
essential for capturing possible disc/jet warps due to misalignment.
At 86 GHz, Issaoun et al. (2019) has shown that combining the
imaging power of the Global Millimetre VLBI Array (GMVA) and
the Atacama Large Millimetre/submillimetre Array (ALMA) results
in constraining the size and structure of the central emitting region in
Sgr A∗ to an impressive limit. Further constraints from the anticipated
EHT Sgr A∗ 230 GHz images will be vital in capturing possible
disc misalignment. We also show GRRT images of our models at
different inclination angles later on in Section 4.3 and Appendix C.
In Appendix A1, we show sets of images for disc-dominated emission
(Rh = 1; Fig. A1) and jet-dominated emission (Rh = 100; Fig. A2).
With higher Rh values, the disc electron temperature drops and the jet
becomes more visible with respect to the disc. Due to the decrease
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Figure 4. Left figure: Time-averaged, edge-on synthetic GRRT images of misaligned BH disc/jet systems using Rh = 10 for the electron temperature
prescription (see equation 1), scaled to M87 at a constant accretion rate Ṁ = 6 × 10−4 M# yr−1, calculated over [99 960, 100 960] tg and zoomed-in to the inner
100 × 100 µas2 region. The observer is positioned edge-on relative to the large-scale disc using the disc tilt and precession angle values from Fig. 3, i.e. (θ0,
ϕ0)=(90◦, 0◦). The colour scale is linear and normalized to unity for each image. From left to right: images at frequencies of 43, 86, 230, and 345 GHz, along
with the 230 GHz image convolved with a Gaussian beam (full width at half-maximum of 20 µas). From top to bottom: synthetic observable GRRT images
with initial tilt angles of 0◦ (T0), 30◦ (T30), and 60◦ (T60). Rightmost figure: 3D density contour plot visualizations for (top to bottom): T0, T30, and T60,
respectively, as viewed at the same observer position as for the GRRT images. Dimensions are indicated by a bounding cube of size 50 rg. The corresponding
cases for Rh = (1, 100) are shown in Appendix A.

disc–jet system at an inclination of θ0 = 90◦ (i.e. edge-on to the outer
disc).

Fig. 4 shows synthetic mm-radio images for Rh = 10 applied
to an M87-like disc/jet system at an accretion rate of 6 × 10−4

M# yr−1, with the observer positioned perpendicular to the jet axis
(or edge-on to the large-scale disc) at four frequencies: 43, 86, 230,
and 345 GHz. We have chosen Rh = 10, which yields contributions
from both the disc and the jet to the total emission. We also show
the 3D visualizations of the disc/jet system in the rightmost column
of Fig. 4, as observed from the same direction as the GRRT camera.
The rotating accretion flow surrounding the BH is clearly visible in
the 43 and 86 GHz images (Fig. 4, left: first and second columns).
At higher tilts, the inner part of the bottom jet bends towards the
observer and is Doppler-boosted. This bending is visible as observing
frequency is increased to 230 and 345 GHz, where the inner regions
of the accretion flow closest to the BH are probed (Fig. 4, third
and fourth columns). The dark (or flux depressed) circular region
in the image centre is due to gravitational lensing by the BH and
is a characteristic of images of accreting BHs (Narayan, Johnson
& Gammie 2019). Hereafter, we refer to this flux depressed region
as the BH ‘shadow’ (see Fig. 4). If we focus at the centre of the
T0 230 GHz image (third from left in the top row of Fig. 4), we
see that the BH shadow is obscured by a thin ‘streak’-like shaped
feature. This feature, hereafter referred to as the ‘streak’, is the flux
originating from the plunging streams, which begin at the innermost
stable circular orbit (or ISCO) for an aligned disc (T0) and further
out for the case of the tilted runs (Fragile et al. 2007). This streak
shines more brightly for T0 as the emission is boosted towards the
observer, whereas in the case of T30 and T60, the inner disc is bent

with respect to the outer disc, with the flow no longer being directed
towards the observer. Such a curved streak is therefore an indication
of disc tilt, given that we know the jet direction, and could potentially
be important for interpreting future EHT images of Sgr A∗, for
which the inclination is a matter of much debate, with semi-analytical
modelling (assuming a jetted model) favouring higher inclinations
(e.g. Markoff, Bower & Falcke 2007; Connors et al. 2017), GRMHD
simulations opting for both high (e.g. Mościbrodzka et al. 2009;
Shcherbakov, Penna & McKinney 2012; Drappeau et al. 2013) as
well as intermediate (∼30◦−60◦) inclinations (e.g. Dexter et al.
2010; Mościbrodzka & Falcke 2013; Davelaar et al. 2018) and,
more recently, Gravity Collaboration (2018) inferred low inclinations
!30◦.

We see that the streak becomes progressively more optically
thick at lower frequencies. Imaging at 86 GHz, where this feature
is most distinguishable among the selected frequencies, may be
essential for capturing possible disc/jet warps due to misalignment.
At 86 GHz, Issaoun et al. (2019) has shown that combining the
imaging power of the Global Millimetre VLBI Array (GMVA) and
the Atacama Large Millimetre/submillimetre Array (ALMA) results
in constraining the size and structure of the central emitting region in
Sgr A∗ to an impressive limit. Further constraints from the anticipated
EHT Sgr A∗ 230 GHz images will be vital in capturing possible
disc misalignment. We also show GRRT images of our models at
different inclination angles later on in Section 4.3 and Appendix C.
In Appendix A1, we show sets of images for disc-dominated emission
(Rh = 1; Fig. A1) and jet-dominated emission (Rh = 100; Fig. A2).
With higher Rh values, the disc electron temperature drops and the jet
becomes more visible with respect to the disc. Due to the decrease
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Figure 10. Comparing our models with the EHT M87 images indicates that
M87 favourably hosts a misaligned disc and jet. We show the best fit-by-eye
GRRT snapshot images from all three models when compared to the 230 GHz
M87 BH image, with the 43 GHz jet pointed at PA ∼288◦ with Rh = 10. The
BH spin direction and projection on to the image plane is also shown, with X
meaning the BH spin is pointing into the plane. Best-fitting 230 GHz GRRT
images of aligned BH models are consistent with the EHT M87 image to
within 1.5σ . If this deviation persists with future EHT observations of M87,
a misaligned disc/jet could become a more viable model for M87.

2019a), while ensuring that the 43 GHz jet image has a PA ∼ 288◦

(Walker et al. 2018). The accretion rate is taken to be the same as
in Fig. 6. Fig. 10 shows the best fits for a single representative time
snapshot (at t = 100 460 tg) in the case of each tilt model. First,
the tilted model images show significant dependence on the camera
longitude ϕ0 (see Section 4.3), since the underlying warped disc/jet
is not axisymmetric. On the other hand, the aligned disc/jet model
is roughly axisymmetric and so, the images are independent of the
camera-ϕ0, as expected.

Secondly, the best-fittingT0 230 GHz image (Fig. 10, first row, left
column) has a PA offset with respect to the best-fitting EHT GRRT
image (EHTC 2019b, Fig. 1, right-hand panel. EHTC (2019b) found
that models with the spin vector of the BH oriented away from
the observer (θ0 ! 90◦) are favoured by comparing to both 230
and 43 GHz images of M87, which we also find. The statistically
best-fitting 230 GHz images were found to have a mean PA in the
range of 203◦−209◦ (see Fig. 9 in EHTC 2019b) with a standard
deviation of 54◦, which means that aligned GRMHD simulations are

consistent with the PA ∼ 288◦ found for the M87 jet at 43 GHz
(Walker et al. 2018) within ∼1.5σ . If we rotate our T0 230 GHz
image so that we match the orientation of the 43 GHz M87 jet
to the 43 GHz GRRT image, we find that the southern crescent is
shifted to the bottom right quarter of the image, and hence does not
match well with the EHT observed M87 image. Interestingly, disc
misalignment provides more flexibility to fit the jet PA better as the
crescent position is dependent on the choice of the camera longitude
ϕ0, as we mentioned above. Fig. 10 (second row) shows that for
the T30 model, which possesses an average tilt angle of 22.7◦, the
image has a bright crescent shape located in the bottom left of the
image at ϕ0 = 280◦ and fits remarkably well with the M87 jet PA,
possibly hinting at the presence of a tilted disc in M87. Indeed, if
the 230 GHz best-fitting aligned disc/jet model always resides at a
1.5σ deviation in PA away from the 43 GHz M87 jet PA over future
EHT M87 observations, disc/jet misalignment in M87 could become
a significant possibility.

Thirdly, the brightness asymmetry in the upper and lower halves
of the photon ring increases with increasing misalignment (as
mentioned above in Section 3.2). Using the crescent position and
the ring brightness asymmetry in the 230 GHz image along with the
jet PA orientation might help us to pinpoint the tilt angle of the jet,
which can lead to better BH spin estimates. As an example, the T60
case appears more asymmetric by eye than the reconstructed images
of M87, which leads us to favour smaller tilts. In this work, we
propose that M87 possesses a disc with a misalignment "60◦, given
the assumption that the BH spin is a = 0.9375 and the inclination
angle is 17◦ offset to the large-scale bottom jet (i.e. the viewing
angle). Images at frequencies lower than 230 GHz might provide
more definitive proof of misalignment by directly capturing the disc
warping region, located within roughly 20 rg of the BH (see Fig. 3).
However, the typical beam sizes for radio interferometric images
at 43 and 86 GHz are presently too large to adequately resolve the
inner 20 rg. Imaging the jet base region with sufficient resolution to
capture the warping of the disc and the jet as well as checking for
time variability in the EHT observations (see Section 4.1) will go a
long way towards testing our prediction of a tilted disc in M87.

4.3 Varying the observer inclination and longitude

Fig. 11 shows the blurred 230 and 43 GHz images for model T30
observed over a range of inclination angles, θ0 = 180◦−90◦, as
well as also azimuthally rotating the observer around the large-scale
bottom jet with ϕ0 = 0◦−360◦, assuming Rh = 10 and scaled to
M87 at an accretion rate of 3.75 × 10−4 M% yr−1 (see middle row
of Fig. 6). Using this catalogue of images, we can pick out the best-
fitting images as compared to the EHT M87 image. First, we see that
ring brightness asymmetry constraint favours smaller inclinations,
along with a few acceptable images at θ0 ∼ 45◦ and ϕ0 " 30◦

or !330◦. If matching the jet PA to 288◦ and requiring the bright
crescent to be in the bottom left of the image, higher ϕ0 values are
clearly favoured. This result shows that accounting for the large-scale
jet orientation is crucial in constraining the acceptable values of θ0

and ϕ0. Secondly, at higher inclinations, the spectral shape for each
tilt model is sufficiently distinguishable (see Fig. 5) and perhaps the
M87 SED might be able to rule out some observer inclinations. Not
only can we use these images to fit for M87, but given that Sgr A∗

extends over a similar angular size in the sky (due to comparatively
close values for the ratio of the BH mass and the distance), we can
also fit these images to upcoming EHT observations of Sgr A∗ in the
same manner.
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Two-temperature MAD simulations of M87 2887

Figure 13. Log-scale images of 86 GHz snapshots of the two models overlaid with the measured 55◦ apparent opening angle. The leftmost panel shows an
image reconstruction using the CLEAN algorithm on 2014 data from the GMVA reported in Kim et al. (2018). The top row shows the high-resolution GRTRANS

images of the two simulations at 86 GHz (zoomed-out versions of the 86 GHz images in Fig. 10). The bottom row shows the simulation images convolved
with the Gaussian beam reported in Kim et al. (2018). The snapshot images were normalized to the total flux of the 2014 image. Both simulations produce
wide opening angle jets at 86 GHz and noticeable counterjet emission, although the limb brightening in the blurred simulation images is somewhat less than
in the 86 GHz CLEAN reconstruction.

EHT’s resolution. The brightest spot in the 230 GHz image moves
with the rotation of the magnetic field lines, particularly in the H10
model, which lacks bright disc emission. When blurred to EHT
resolution, this evolution will generally follow the clockwise sense
of rotation of the disc and jet. In the specific frames selected from
the H10 simulation, however, shifts in the relative brightness of two
filaments as they rotate produce an apparent evolution in the blurred
frames that is slightly counterclockwise.

The precise shadow diameter and shape is sensitive to the
inclination and black hole spin (Bardeen et al. 1972; Chandrasekhar
1983). Even for these simulated images, which have a prominent
shadow, any one EHT image reconstruction would leave substantial
uncertainty in the shadow size due to the limited resolution and
contributions to the source structure from the foreground jet. It
may be possible, however, to make a more precise measurement of
the shadow size with multiepoch imaging. While the shadow is a
persistent feature set only by the mass and spin of the black hole,
the foreground jet at 230 GHz rotates quickly, completing a full
revolution on a time-scale of weeks to months.

In Fig. 15, we compare visibility amplitudes extracted from the
fiducial 230 GHz images in Fig 14 with observations from the
EHT with stations in Hawaii, California, and Arizona in 2009
(Doeleman et al. 2012) and 2012 (Akiyama et al. 2015). The
compact flux density measured in these two years was ≈0.98 Jy.
At the chosen values of inclination, θ = 17◦ up from the south
pole, and distance to the black hole D = 16.7 Mpc, the snap-
shot images from our simulations are somewhat too large and
underpredict the measured visibility amplitudes on the Hawaii–
California and Hawaii–Arizona baselines. Compared to the ex-
tremely compact images obtained from the less magnetized 2D
simulations in Ryan et al. (2018), our wide-opening-angle jets
produce extended emission that increases the overall image size,

though the bright ∼40 µas photon ring remains the most prominent
feature.

We note that the image size in our simulations is highly sensitive
to the assumed viewing inclination. At larger values of inclination
angle than the θ = 17◦ taken from Walker et al. (2018), the image
size decreases as we see less Doppler-boosted emission from the
wide opening angle jet. While the jet inclination angle is constrained
to !20◦ at distances ∼100 pc from the black hole from apparent
superluminal velocities measured near the HST-1 knot (Giroletti
et al. 2012), it is not as definitively constrained on scales closer to
the black hole. In their conservative estimate, Mertens et al. (2016)
give an upper limit θ ! 27◦. At θ = 30◦, the visibilities from R17
nearly match the observations, and the simulated visibilities from
H10 are much less discrepant than at 17◦ (Fig. 15). Furthermore,
at this larger value of the inclination angle, the limb brightening
in the 43 and 86 GHz images from both simulations more closely
matches the VLBI maps (left-hand panels of Figs 12 and 13), and
the counterjet is more prominent at both frequencies.

The image size in our simulations at a fixed inclination angle is
also sensitive to the σ i cut that we impose in post-processing. Our
choice of σ cut = 25 was determined to avoid including emission
from the regions with densities set to the floor value. In nature,
these regions will produce emission which is likely to be significant
in the regions probed by the 230 GHz image. We find that including
radiation from σ i > 25 regions makes the image more compact (see
Section 4.5). Thus, it remains possible that different prescriptions
for including radiation in post-processing from highly magnetized
regions may produce images from MAD simulations that are
consistent with the 2009 and 2012 EHT size measurements.

In Fig. 16, we consider the same 230 GHz snapshots as in the
central column of Fig. 14 and decompose the emission into three
component parts: disc, counterjet, and forward jet. As above, we
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Feeding Sagittarius A∗ 3553

Figure 9. Same as Fig. 7, except zoomed in to the inner 1 arcsec. At this scale, much of the kinetic energy provided by the stellar winds has been converted
into thermal energy via the shocks seen in Fig.7, resulting in a relatively smooth, hot accretion flow. Note, however, the presence of a few relatively cold, high
density clumps.

Figure 10. Top: Accretion rate as a function of time in our simulation,
measured at 2.5rin ≈ 1.5 × 10−4 pc ≈ 740rg. Bottom: Angular momentum
direction vector averaged over the inner 10rin ≈ 6 × 10−4 pc <r < 0.03 pc.
Dashed lines represent the angular momentum vector of the stellar disc
in which a majority of the innermost stars orbit. The largest spike in the
accretion rate is associated with a rapid change in the angular momentum
vector of the flow.

Figure 11. Time- and angle-averaged electron number density in units of
104 cm−3, 〈ne,4〉, temperature in units of 1010 K, 〈T10〉ρ , and radial velocity
normalized to the average sound speed at the inner boundary, 〈vr〉ρ /cin,
where cin ≡ 〈cs〉ρ (rin). Vertical lines demarcate regions (i)–(iv) as defined
in Section 4.3. In the inner accretion flow, r ! 0.07 pc (regions iii and
iv), all three variables follow power laws in radius of ∝r−1, while for r #
0.4 pc (region i) the density follows an r−2 profile, as expected for a Parker
wind-type solution.

of gas with T < 105 K for r ! 0.07 pc and no gas with T !
106 K by r ! 0.03 pc. This can be understood using a simple time-
scale analysis. At r = 0.07 pc, the ratio between the cooling time,
〈tcool〉 ≡ 〈P/(γ − 1)〉/〈Q−〉, and the local sound crossing time,
〈tcs〉 ≡ r/

√
γ 〈P 〉/〈ρ〉 is ∼300, and increases rapidly with decreas-

ing radius. For r # 0.07 pc, however, this ratio is typically of order
∼50 and can be as small as ∼10. Note that this is an angle- and
time-averaged quantity; localized regions at r # 0.07 pc can have
the ratio between tcool and tcs reach ∼1.3

Fig. 14 shows the average specific angular momentum of the
accretion flow, weighted both by mass and mass flux, as well as
the average direction vector of the mass weighted specific angular
momentum. The bulk of the material falls into a sub-Keplerian

3Since we include optically thin radiative cooling in the calculation, tcool/tcs

is always #1; otherwise it would quickly evolve to tcool/tcs ∼ 1.
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We stress that our prediction of M� has essentially no free
parameters, so this consistency with observations is very
nontrivial. The combination of this work and R20 thus forms a
self-consistent solution for the accretion flow that agrees well with
several independent observational probes across many orders of
magnitude in radius.

We find that the horizon-scale accretion flow becomes
magnetically arrested, with the dimensionless flux threading the
black hole saturating at the MAD limit of ∼40–60 (Figure 2).
This strong concentration of magnetic field restricts the
accretion flow to a relatively thin, disk-like configuration that,
unlike traditional torus-based MADs in the literature, is tilted
with respect to the initial angular momentum axis of the gas
(Figure 3). The magnitude of the tilt corresponds to the angle
that the net field makes with the rotation axis on larger scales in
the original MHD wind-fed simulations. This tilt is more likely
to be large (45°) for more weakly magnetized WR stellar

winds; but even at a particular βw its value varies in time. At
times the radial Lorentz force provided by the field is even
strong enough to completely expel sections of the disk,
behavior typical of MAD simulations. A MAD in the Galactic
center has been suggested as one possible explanation for the
recent GRAVITY observations that show temporal variability
in the polarization vector of near-infrared flares consistent with
poloidal magnetic fields (Gravity Collaboration et al. 2018b).
The horizon-scale angular momentum of the gas in our

simulations is set by the net magnetic field direction of the
material being fed in from large radii. Because of this, even
though the angular momentum direction at large radii is rarely
different from that of the stellar disk (Figure 9 in R20), the
orientation of the flow at small radii can be in an entirely
different direction. Case in point, our fiducial βw=102

simulation is close to edge-on with an inclination angle of
∼290°–300° while our fiducial βw=106 simulation is nearly

Figure 4. 230 GHz images and polarization vectors produced from our simulations over the ∼53 hr interval 11,000–20,000M using grtrans. Left: βw=102. Right:
βw=106. The top four images in each column are snapshots proceeding forward in time clockwise starting at the upper left quadrant, labeled by Δt=t−11,000M.
The bottom, larger image in each column is time-averaged and smoothed over a 20 μas Gaussian. Polarization vectors are scaled to be proportional to polarization
fraction times intensity. The βw=102 images are relatively edge-on with emission stronger to the west, while the βw=106 images are relatively face-on with more
symmetrically distributed emission. These orientations are set by the directions of the net magnetic field being fed from large radii, which is sensitive to the particulars
of the R20 wind-fed, larger-scale MHD simulations. For the chosen electron model (Section 2) internal Faraday rotation effects are relatively weak so that polarization
vectors are coherent, tracing the underlying magnetic fields. Animations are available at https://smressle.bitbucket.io/animations.html.
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for fluid dynamics with mesh refinement, MHD, and GRMHD
capabilities. We use piecewise-linear reconstruction and the
Harten–Lax–van Leer+Einfeldt (HLLE; Einfeldt 1988) Rie-
mann solver. The simulation is performed in Cartesian Kerr–
Schild (CKS; Kerr 1963) coordinates for a black hole spin
a=0 via the user-defined coordinate module.

We generate a realistic, observationally motivated set of
initial and boundary conditions for our GRMHD simulations
using the wind-fed MHD simulations of R20 by running an
intermediate MHD simulation to bridge the gap between large
and small scales. This technique is detailed thoroughly in
Appendix A, illustrated in Figure 1, and demonstrated in
Appendix B. Essentially the only free parameters in the R20
simulations are the ratio between the ram pressure and the
magnetic pressure in each WR stellar wind, βw, and the
(randomly chosen) orientation of the spin axes of the stars. R20
found that the qualitative simulation results were insensitive to
the latter, so we focus here on one particular realization of the
spin axes for βw=102 and βw=106.

The simulation domains are (3200 rg)
3 cubes centered on the

black hole with a base resolution of 1283 and nine levels of
nested static mesh refinement (SMR) to mimic logarithmic
spacing in radius. The highest level of refinement is contained
within a (6.25 rg)3 cube centered on the black hole and has a
spacing of Δxmin≈0.05rg. This ensures that the event horizon
is well resolved. Within r=rH/2, where rH is the event
horizon radius, the density, ρ, and pressure, P, are set to the
numerical floors, the four-velocity is set to freefall and the
magnetic field is allowed to freely evolve (that is, given the
floored fluid variables the induction equation is solved without
any modification). This “inner boundary” is causally discon-
nected from everything outside the horizon so it does not affect
the solution in the domain of interest. The density floor is 10−6

(r/rg)−3/2 and the pressure floor is 3.33×10−9 (r/rg)−5/2,
with T Sw -b 1002 and β�0.001 enforced via additional
density and pressure floors, respectively. Here β is the ratio

between the thermal and magnetic pressures while b2 is twice
the magnetic pressure in Lorentz–Heaviside units. Addition-
ally, the velocity of the gas is limited such that the maximum
Lorentz factor is 50. The simulations run for 20,000M, a
freefall time at r≈740rg. The adiabatic index of the gas is
γ=5/3.
For calculating images and polarization we use the publicly

available code grtrans5 (Dexter & Agol 2009; Dexter 2016), a
ray-tracing algorithm that solves the full radiative transfer
equation. Thermal synchrotron emission and absorption are
included while inverse Compton scattering is neglected, a good
approximation for the 230GHz frequency we focus on here. Since
the gas around Sgr A* is essentially a collisionless plasma (e.g.,
Mahadevan & Quataert 1997; Narayan et al. 1998), the electron
temperature is not necessarily the same as the total gas
temperature given by the GRMHD calculation and must be
assigned in post-processing. We choose to adopt the electron
temperature model of Event Horizon Telescope Collaboration
et al. (2019a), simplified from its more generic form in
Mościbrodzka et al. (2016), where the ion to electron temperature
is set by the relation Ti/Te=(Rhigh β2+1)/(1+β2), where
Rhigh is the ion to electron temperature ratio for β? 1 and β is the
ratio between thermal and magnetic pressure. We use this
particular framework because it is easy to implement, widely used
in the community, and physically motivated by some calculations
of heating by turbulence and magnetic reconnection. That said,
there is a great deal of freedom in the electron temperature model,
and this Rhigh prescription is only one of many reasonable choices
(e.g., Mościbrodzka et al. 2009; Chan et al. 2015; Anantua et al.
2020). A more sophisticated treatment of Te would entail solving
the electron entropy equation alongside the GRMHD equations as
in Ressler et al. (2015) or Sádowski et al. (2017), with some
physically motivated model for how dissipation is partitioned
between electrons and ions (e.g., Howes 2010; Rowan et al. 2017;
Werner et al. 2018, see Chael et al. 2019; Dexter et al. 2020 for
discussion). We are actively exploring other electron temperature
models and how they affect the emission predicted by our
simulations. Another important consideration is that a fraction of
the electrons are likely accelerated to nonthermal energies by
shocks or reconnection (e.g., Sironi & Spitkovsky 2011) and this
can have significant consequences for the X-ray, NIR, and low-
frequency radio emission (Özel et al. 2000; Yuan et al. 2003; Ball
et al. 2016; Chael et al. 2017). In this work we do not include
emission from nonthermal electrons. Since WR stars typically
lack hydrogen (Martins et al. 2007), we calculate the mean
molecular weight with no hydrogen and 3 times solar metal
abundances.

3. Results

3.1. Dynamics

To facilitate analysis, we define two useful quantities
integrated over the horizon: the accretion rate M� and the
magnetic flux threading the event horizon ΦBH, which is often
normalized as G Qw ' M4BH BH ∣ ∣� (e.g., Tchekhovskoy
et al. 2011). In our Lorentz–Heaviside units, the saturation value
for the magnetically arrested (MAD) state is fBH≈40–60
(Tchekhovskoy et al. 2011; Narayan et al. 2012; White et al.
2019b), where the MAD state (Igumenshchev et al. 2003;
Narayan et al. 2003; Tchekhovskoy et al. 2011) is one in which

Figure 1. Schematic of how we generate initial conditions for GRMHD
simulations (black) from the large-scale, MHD simulations of WR stellar wind-
fed accretion presented in R20 (green) using an intermediate-scale MHD
simulation that is re-initialized using R20 data (blue). Line segments show the
radial domain of each simulation with the dashed portion indicating where the
effective logarithmic radial spacing breaks down once the finest level of mesh
refinement has been reached, arrows indicate the radial range of simulation data
used for initial conditions in the corresponding smaller-scale simulation
(pointing toward the simulation that received the data), while the asterisks
denote the region containing the WR stellar winds. From top to bottom, the
simulations are run for 1.25 kyr, 0.24 yr, and 20,000M≈5.2 days for Sgr A*.

5 https://github.com/jadexter/grtrans
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schemes on model fitting and parameter estimation we use the
EHT-im library (Chael et al. 2016, 2018) to simulate realistic
VA and CP data including realistic error bars for a typical set of
parameters for a Sgr A* observation with a 2017 array
configuration (results are quite similar for an M87* coverage).
We also refer to Figure 5, which shows the intrinsic VA, CP,
and their differences for BHOSS and ODYSSEY for test 5.

The near zero baseline u=v∼0 (e.g., JCMT-SMA or
ALMA-APEX) simulated data are spuriously affected by the
small field of view in the model images and have therefore
been excluded from the analysis. Note that the large-scale
structure probed by the short baselines is the regime where the
ray tracing and radiative transfer are most accurate, so omitting
these regions from the test is justified. We have tested
separately with a subset of codes that the agreement between
codes improves further when we increase the field of view (in
particular to the fields of view used in EHT Collaboration et al.
2019d, 2019f).

We also rescale the flux in all tests to 1 Jy before computing
simulated data similar to the flux levels measured in M87* and
not far away from those measured in Sgr A*.

We compute the differences in VA and CP for each code
relative to the ones obtained from the exact solution and report
the median in Table 4. The differences in VA are always much
smaller than observational uncertainties. Differences in CP can
be crudely compared to a systematic error in CP of ∼2° as was
determined for the recent M87* observation. Most codes for
most tests produce smaller errors than the observational
uncertainties, and the exceptions are more marginal.

We acknowledge that the model images used for the
standardized imaging tests are simpler than GRMHD-inspired
model images or the EHT 2017 data set of M87*. As a result
many additional contributions to the error budget in more
realistic model images are not included here. However, this
analysis nevertheless gives an indication of the error budget

under the idealized assumption that the equations solved and
prescriptions adopted are sufficient to describe the system.
Next we consider additional, more realistic image tests with

more complex structure involving GRMHD data, albeit for a
subset of codes used in the previous section.

5.4. Comparison of Images from a Full GRMHD Model

Ultimately the spatial structure and time-dependent behavior
seen in the synchrotron emission of the main science targets for
the EHT are determined by solutions to the equations of
GRMHD. Three-dimensional global simulations are of great
use in the context of interpreting EHT data (EHT Collaboration
et al. 2019d, 2019f; Porth et al. 2019). The fact that image
models are often informed by GRMHD simulations means that
they will inherit some of the uncertainties reported in Porth
et al. (2019). Here we show side-by-side code comparisons
involving such GRMHD-based radiative models. These
comparisons are substantially more challenging than the
standardized image tests due to the more complex image
structure and the true relativistic synchrotron emissivities being
nonanalytic (Leung et al. 2011).
Comparison between IPOLE and GRTRANS. The first

comparison of a more advanced test involving radiative
transfer of a 3D GRMHD simulation snapshot is based on
data obtained by the HARM3D code. Two radiative transfer
codes presented in Section 2 used on the same GRMHD
simulation snapshot, namely, GRTRANS and IBOTHROS (a
former intensity-only version of IPOLE), were used with the
same parameters and with the same synchrotron emissivity
functions. The obtained intrinsic model images are shown for
comparison in Figure 6 and give an excellent indication of how
small the differences due to finite accuracy in the radiative
transfer and ray tracing are. Figure 6 shows a model image of
the M87 jet launching point as observed at f=230 GHz. The
jet model is taken from Mościbrodzka et al. (2016) (see model

Figure 6. Model images of the BH and the jet launching point in M87 core produced by GRTRANS and IPOLE based on the same snapshot of a 3D GRMHD
simulation of an accreting BH. The model is taken from Mościbrodzka et al. (2016) (model RH100 in their Table 1).
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magnetic flux, and hence, may not be as reliable as global
simulations in dealing with large-scale poloidal flux generation
(Liska et al. 2018b), which is required for jet launching and
propagation.

It is quite striking that the increase of the MRI quality factors
for the very high-resolution run is beyond the factor of ∼5.5,
which would be gained by going from Nθ=192 to Nθ=1056.
Instead, we find an extra factor of 2 increase in Q-factors (see
Appendix A), consistent with the simultaneous rise in disk
magnetization by the same amount. Overall trends of
parameters over time shown in Figure 4 are quite similar to
the iharm3D and KORAL high-resolution data, with some
other 1923 PPM data within range.

This gives a first impression of the behavior of viscous
angular momentum transport and the turbulent dissipation and
generation of magnetic energy. As evidenced by Figure 22,
there are signs of convergence in the disk radius at Nθ=1056,

though the disk magnetization continues to increase slightly
with increased resolution. Due to the lack of intermediate data
between Nθ=192 and Nθ=1056, it is, however, not possible
to judge whether a saturation point has already been reached in
between. The steady increase of the disk magnetization with
resolution has also been noted by Shiokawa et al. (2012), who
performed iharm3D simulations up to Nθ=384. Quantita-
tively, the values of β∼15–20 and the resolution-dependent
trend reported in their Figure 3 seem consistent with our
findings.
One notes that the magnetization reverses its trend in most

codes as C� §�1 at first even decreases but then picks up at
�RN 128 and continues to increase up to the highest

resolutions tested. This is suggestive of a “resolution threshold”
above which turbulent amplification of the magnetic field starts
to operate, leading to the higher average value of the
magnetization. At the same time, the near-constant profile of

Figure 18. Variability of the detrended accretion rates. The long time secular evolution has been removed by zeroing out all Fourier amplitudes below 1/1000M. An
example of the high-resolution data is shown in the left panel. In the right, we compare the resolution dependence in the rms accretion rate normalized by its mean
value. We obtain a clear “rms–flux” relation in all codes with quotient converging to k;1.3.

Figure 19. Maxwell stress analysis. Left: profiles of the disk α(r) parameter. Shaded regions indicate the standard deviation over time. Right: Time evolution of the
spatially averaged ¯ ( )B t . The α(r) parameter is constant throughout most of the disk and behaves similarly to C� §�1 as shown in Figures 6–8.
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GPU optimization:   H-AMR

Toroidal magnetic fields can generate jets!
Liska, Tchekhovskoy, and Quataert, MNRAS, 494, 3656 (2020)

H-AMR 3

Figure 1. GRMHD simulation of a thin accretion disk of aspect ratio h/r = 0.02 initially threaded by a purely toroidal magnetic field and tilted by 65� relative
to the (horizontal) equatorial plane of the BH. AMR focuses the resolution on the thin body of a tilted accretion disk (yellow-red, see the colour bar), as seen
in a vertical slice of the logarithm of density at t = 119, 530rg/c. Two zoom-in insets of 20rg ⇥ 20rg show the details of the disk turbulent structure. The
frame-dragging by the spinning black hole rips the accretion disk apart into inner and outer subdisks. The top left zoom-in inset shows that the inner regions
of the subdisk closest to the BH reorients itself parallel to the BH midplane as it undergoes Bardeen & Petterson (1975) alignment, the first demonstration
of this e↵ect in GRMHD in the absence of large-scale poloidal magnetic field (see also Liska et al. 2018b, 2019b). Local adaptive timestepping allows the
blocks further away from the BH and/or at lower refinement levels to have larger timesteps, speeding up the simulation by a factor of 9 (see Fig. 4). This is the
highest resolution GRMHD simulation ever performed, with a total e↵ective resolution of 13440 ⇥ 4608 ⇥ 8092 cells in the disk and has a runtime exceeding
120, 000rg/c (Liska et al 2019D, in prep.). Each of the ⇠ 105 AMR blocks has a resolution of (Nr ⇥ N✓ ⇥ N') = (48 ⇥ 48 ⇥ 64). We also use this simulation
for our scaling tests (Sec. 4). Please see our YouTube channel for an animation of this figure.

To provide a backup inversion method for primitive variable recov-
ery if all other primary inversion method(s) fail, H-AMR also ad-
vects the entropy (Noble et al. 2009), which is then used in place of
the energy equation to recover the primitive variables. This is done
for many GRMHD codes in the community.

During the simulation, magnetic field lines in the polar re-
gions (those that thread the black hole’s event horizon) become de-
void of matter: the gas is either expelled outwards or consumed by
the black hole. Because GRMHD equations are vacuum-phobic, H-
AMR artificially injects mass and internal energy in the drift frame
of the jet if the density or internal energy drop below a certain
threshold (Ressler et al. 2017). This avoids both a runaway in veloc-
ity, which can occur when mass is inserted in the fluid frame, and
a drag on the field lines, which can occur when mass is inserted in
a zero angular momentum observer (ZAMO) frame (Ressler et al.
2017).

3 OPTIMIZATIONS

3.1 Adaptive Mesh Refinement

Adaptive mesh refinement (AMR, see Berger & Colella 1989; Bal-
sara 2001) allows H-AMR to focus the resolution on regions of
interest. While not bringing significant advantages for simulating
thick accretion disks, which span most of the computational do-
main, AMR can speedup computations requiring high-resolution
of small-scale features that fill a small fraction of the computa-
tional volume. For instance, for problems such as thin accretion
disks (Fig. 1), tidal disruption events, and large-scale collimated
jets, AMR can reduce the number of required cells by orders of
magnitude.

AMR can also speed up the calculations in another way: by re-
ducing the spatial resolution in the blocks closest to the black hole
and thereby increasing the timestep. Such a reduction in resolu-

c� 2017 RAS, MNRAS 000, 1–10

• Exploit GPU’s many-core efficient architecture;
• Orders of magnitude performance gains;
• 2e10 cells over 1e5 M in time;
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Full Coupled GRMHD & Multi-wavelength 
Monte Carlo Radiation Transport

of density despite the turbulence. The spiral structure exists in
both runs and leads to significant azimuthal variations of
density and temperature. Excitation of density waves and the
associated spiral shocks by MRI turbulence have been
observed in previous local (Gardiner & Stone 2005) and global
(Armitage 1998) simulations and attributed to the generic
swing application process driven by the potential vorticity
(Heinemann & Papaloizou 2009a, 2009b). This is the first time
that the development of coherent global density waves and
spiral shocks has been seen in simulations with self-consistent
thermodynamics in strongly radiation pressure–dominated
AGN accretion disks. In contrast to the weak spiral shocks
and small associated Reynolds stress found in previous
calculations, we will show in Section 4.6 that the density
waves in our simulations generate very strong shocks and result
in very large Reynolds stress.

Slices of Er, as well as radial and poloidal components of
radiation flux RF F,r r r, , through the plane f=π at the same
times, are shown in Figure 4. Locations of sharp Er jumps are
caused by the spiral shocks, which extend to large angles along
the θ direction. Multiple shock positions correspond to the
spiral arms shown in Figure 3. The lab frame radiation flux is
dominated by the advection component vEr in the main body of
the disk. Then photons leave the disk through the low-density
funnels.

The time-averaged spatial structures of the disks are studied
during the periods 1.71×104–2.54×104t0 and 1.37×
104–1.78×104t0 for the two runs AGNB25 and AGNB52,
respectively. These ranges are chosen to correspond to times
when the inner regions of the disks have reached approximately
constant Ṁ (see Section 4.4). We utilize the same time range to
average the data throughout the following analysis. We calculate
the time and azimuthally averaged ρ, ρ vr, ρ vθ, Er, Br, and Bθ,
where vr, Br and vθ, Bθ are the radial and poloidal components of
the flow velocity and magnetic fields. The average momentum is
then divided by the average density to get the mass-weighted
flow velocity. These average quantities from the inner region of
the disks are shown in Figures 5 and 6. The spiral shock
structure does not show up after the azimuthal average. Gas
flows toward the black hole near the disk midplane, and a strong
outflow develops along the low-density funnel with velocity
∼0.1–0.4c. The stagnation points in the funnel, where the
velocities change from inflow to outflow, are located at
∼10–20rg. Further properties of the outflow will be quantified in
Section 4.7.

Figure 3. Snapshots of density ρ/ρ0 (left panel) and radiation energy density
E a Tr c 0

4 (right panel) at the inner 40rg of the accretion disks for the run
AGNB25. The length unit in the plot is 2rg. The snapshots are taken at the time
2.53×104t0. Notice the significant spiral arms in the disk, particularly for Er.

Figure 4. Slices of radiation energy density Er (color) and r, θ components of
radiation flux Fr,r, Fr,θ (streamlines) through the plane f=π at the same times
as in Figure 3 for the run AGNB25.

Figure 5. Time and azimuthally averaged spatial structure of density ρ
(color) and mass-weighted flow velocity Rv v,r (streamlines) at the inner
regions of the disks. The color of the streamlines represents the velocity
magnitude w � Rv v vr

2 2 . From left to right, they are for the two runs
AGNB25 and AGNB52. The dashed black lines indicate the locations
where the integrated optical depth from the rotation axis along the horizontal
direction is 1.
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inner 30rg–40rg, allowing us to focus on the region where our
simulations have reached a steady state. If we extend this
surface further out, it begins to encompass regions where the
emission and outflow are dominated by the relaxing portions of
our initial torus. We first convert the azimuthally averaged flow
velocity v, mass flux Sv, and radiation flux Fr from the r, θ
plane in the spherical polar coordinate system to the R, z plane
in cylindrical coordinates. Then, the total radiative luminosity
Lr, kinetic energy luminosity Lk, and mass flux Ṁw leaving
from a fixed height z inside the cylindrical radius Ro are
calculated as
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We sum the contributions from both sides of the disk. For the
integral along the cylindrical surface at the fixed radius R0, we
only include regions with positive Fr,R and vR to exclude the
inflow part in the main body of the disk. When computing Lk
and Ṁw, we only include fluid elements when the sum of the
kinetic and gravitational potential energies is positive, indicat-
ing that the gas is truly unbound. The time-averaged values of
Lr, Lk are calculated during the time period specified in
Section 4.3 and the radius R0 is chosen to match the steady-
state part of the disk.

The radiative and kinetic luminosities increase rapidly inside
100rg, and Lr reaches a roughly constant value beyond
z≈400rg, which is 18.4LEdd for the AGNB25 run. The
kinetic luminosity Lk also saturates to 2.7LEdd for AGNB25
near the boundary of our simulation domain. This demonstrates

that our simulation domain is large enough to capture the
energy exchange between the radiation and gas. The kinetic
luminosity is only 15% of the radiative luminosity in the
simulation. As the net mass accretion rate is 25MEdd inside
30rg, the radiative efficiency is 7.3%, comparable to the value
found in Jiang et al. (2014a).
Although Figure 7 shows that there is a significant fraction of

gas moving outward in the disk, not all of this gas is unbound. At
the outer boundary of our simulation domain, mass fluxes
associated with the gas that has a kinetic energy larger than the
gravitational energy are Ṁ8.1 Edd for the AGNB25 run, which is
only 32.4% of the net mass accretion rates. Since a steady state is
only reached over a limited radial range in the AGNB52 run, we
will not try to estimate the radiative efficiency for this case, since
we will likely miss a significant fraction of the radiation flux at
larger radii. The optical depth in the funnel region is larger in this
run compared with AGNB25, and outflow begins to develop at a
larger radius (≈20rg). Therefore, we expect the radiative
efficiency in AGNB52 to be smaller than the value in AGNB25.
Note that the outflows also carry away angular momentum. For
both runs, the angular momentum flux carried with the outflow is
always smaller than 15% of the angular momentum transported
by the Reynolds stress.
For accretion onto spinning black holes, relativistic jets can

be generated and significantly increase the total outflow energy
from the accretion systems (Saḑowski et al. 2014) beyond the
primarily radiation pressure–driven outflow found in these
simulations. This effect is not captured by our pseudo-
Newtonian potential and likely indicates that the kinetic
luminosities found here are lower limits. Addressing this
requires a fully general relativistic treatment of radiation
transfer, which will be the focus of future calculations.

4.8. Energy Transport Mechanisms in the Disk

The radiative efficiencies found in our simulations are relatively
large compared to the values predicted by the slim disk model.
This requires energy dissipated in the main body of the disk to be
transported to the funnel region at a rate faster than the photons
are radially advected into the black hole. Jiang et al. (2014a) found
that magnetic buoyancy allows photons to move vertically with a
speed (typically the local Alfvén speed; e.g., Stella & Rosner 1984;
Jiang et al. 2017) much larger than the photon diffusion speed in
the super-Eddington accretion regime. The signature for this
mechanism to be working is the strong anticorrelation between the
azimuthal fluctuations of density and magnetic energy density
(Blaes et al. 2011; Jiang et al. 2014a). Time-averaged cross-
correlation coefficients TS P, B between ρ and PB for the two runs are
shown in Figure 16. Density and magnetic pressure fluctuations
are indeed anticorrelated in the main bodies of the disks. This is
particularly true for the AGNB52 run, in which the magnetic
pressure can reach ∼10% of the radiation pressure. In order for
motion associated with magnetic buoyancy to transport energy
efficiently, azimuthal fluctuations of magnetic pressure in the low-
density region must balance fluctuations of gas and radiation
pressure in higher-density regions. This cannot happen if the
magnetic pressure is too small due to a smaller net poloidal
magnetic flux.
In the AGNB25 run, accretion is primarily driven by the

Reynolds stress produced from the density waves. The
Reynolds stress decreases with height much slower compared
with the density profile (Figure 9), and a significant fraction of
dissipation happens in the low-density regions, where the

Figure 15. Time and azimuthally averaged spatial structure of radiation energy
density Er (color) and radiation flux Fr (streamlines, only including the
azimuthally averaged r, θ components RF F,r r r, , ). The streamline color
corresponds to the ratio ∣ ∣ ( )F cEr r . Both panels display results from the
AGNB25 run. The first panel shows the inner structure with height smaller
than 100rg, while the second panel shows the disk structure out to 800rg in
height.
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160°. Images are calculated with 1024×1024 pixels and a
70rG field of view. We adopt a position angle, measured
counterclockwise from the vertical direction in millimeter
images, of 288° (Reid et al. 1982). For generating images, we
arbitrarily choose a timeslice and θ=(20°, 160°) for each
simulation at which imaging-derived flux agrees with the EHT
flux to within a few percent. These times and θ are given in
Table 2.

230 GHz images are shown in Figure 6. The size of the event
horizon on the sky (the black hole shadow) is proportional to
the black hole mass. Note that the relative brightness of the
upper or lower half-plane (set by our choice of θ) is not a
prediction of our model; the orbital angular velocity of the
accretion disk may be pointed either toward or away from the
observer.

We calculate the contribution from the counterjet by setting
emissivities (but not absorptivities and rotativities) to zero
above and below the disk midplane (relative to the observer) to
capture counter and forward jet contributions, respectively. The
ratio of intensity produced below the midplane to total intensity
gives the counterjet fraction fCJ, which is also given in Table 2.
Counterjet fraction increases with both mass and spin.

Increased black hole spin increases the counterjet fraction
in our models by a factor ∼3. The sense of this effect is
expected; higher spin means more emission at smaller r, where
gravitational lensing is stronger. Our aå=0.5 models show
only a ∼30% counterjet contribution to millimeter flux. In
agreement with Dexter et al. (2012), who study an aå=0.92
GRMHD model of M87, our high-spin models are counterjet
dominated. Increased black hole mass (equivalently, decreased
accretion rate) increases the counterjet fraction by a factor
∼10%–20%.

Figure 6 also shows contours of least squares 2D Gaussian
fits to the millimeter images. The major and minor axes, σG,maj
and σG,min, are given in Table 2. These Gaussians vary from
nearly circularly symmetric to heavily skewed; the eccentricity
e≡1−σG,min/σG,maj varies from 0.13 for M3a05 to 0.60 for
M6a09. e increases with both mass and spin, and is probably at

least partially associated with enhanced counterjet fraction;
offset circular bands of emission will be partially clipped by the
black hole shadow when produced by the counterjet.
Images derived from M3a05 and M3a09 simulations in

Figure 6 are more rotationally symmetric than those from the
higher black hole mass M6a05 and M6a09 simulations. While
we cannot strongly constrain image variability in this work (we
present only one image per simulation), at fixed 230 GHz
flux we expect rounder images at lower black hole mass.
Our synchrotron emissivity (Leung et al. 2011) contains a
factor O O�( ( ) )exp s

1 3 , where the synchrotron frequency is
O _ �ṁ ms

1 2 1 2 for both the advection-dominated accretion
flow (ADAF; Narayan & Yi 1994) and convection-dominated
accretion flow (CDAF; Quataert & Gruzinov 2000) models
with constant plasma β. For our simulations (with fixed
230 GHz flux), we have, roughly, _ �ṁ m 1 (see Table 1); νs is
larger in M3a05 and M3a09 than in M6a05 and M6a09 (see
Table 2). For larger νs, the τ=1 surface moves further out in
radius, relativistic effects will be less apparent in images, and
images will therefore more closely reflect the symmetries of the
accretion flow.
Figure 7 shows visibility maps corresponding to the images

in Figure 6. The black hole shadow (smaller in the low-mass
models) is clearly visible in all cases as zeroes in the
visibilities. However, the low-mass models are nearly

Figure 5. Time-averaged face-on spectra for all models. Data points taken from
quiescent period measurements in Prieto et al. (2016) (P16). Triangles show
observations for angular resolutions �0 4, while squares show observations
for angular resolutions �0 15.

Table 2
Chosen Times; Inclination Angles; Counterjet Fractions; Standard Deviations
along Major and Minor Axes of 2D Gaussian Fits to Millimeter Images; and

Approximate Relative Synchrotron Frequencies (See Section 4.5)

Label t/M θ fCJ σG,maj

(μas)
σG,min

(μas)
Or�ṁ m s

1 2 1 2

M3a05 850 20° 25% 14.2 12.4 8.2×10−8

M3a09 700 160° 70% 12.6 8.5 5.0×10−8

M6a05 705 20° 34% 16.6 8.7 3.9×10−8

M6a09 745 160° 81% 14.1 5.7 2.9×10−8

Figure 6. 230 GHz images from each model, evaluated at times for which the
image-derived flux is nearly the value measured by the EHT (0.92 Jy;
Doeleman et al. 2012). The color scheme is common in all panels. Also shown
are 1/e contours of the best-fit 2D Gaussians.
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160°. Images are calculated with 1024×1024 pixels and a
70rG field of view. We adopt a position angle, measured
counterclockwise from the vertical direction in millimeter
images, of 288° (Reid et al. 1982). For generating images, we
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simulation at which imaging-derived flux agrees with the EHT
flux to within a few percent. These times and θ are given in
Table 2.
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horizon on the sky (the black hole shadow) is proportional to
the black hole mass. Note that the relative brightness of the
upper or lower half-plane (set by our choice of θ) is not a
prediction of our model; the orbital angular velocity of the
accretion disk may be pointed either toward or away from the
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GRMHD model of M87, our high-spin models are counterjet
dominated. Increased black hole mass (equivalently, decreased
accretion rate) increases the counterjet fraction by a factor
∼10%–20%.

Figure 6 also shows contours of least squares 2D Gaussian
fits to the millimeter images. The major and minor axes, σG,maj
and σG,min, are given in Table 2. These Gaussians vary from
nearly circularly symmetric to heavily skewed; the eccentricity
e≡1−σG,min/σG,maj varies from 0.13 for M3a05 to 0.60 for
M6a09. e increases with both mass and spin, and is probably at

least partially associated with enhanced counterjet fraction;
offset circular bands of emission will be partially clipped by the
black hole shadow when produced by the counterjet.
Images derived from M3a05 and M3a09 simulations in

Figure 6 are more rotationally symmetric than those from the
higher black hole mass M6a05 and M6a09 simulations. While
we cannot strongly constrain image variability in this work (we
present only one image per simulation), at fixed 230 GHz
flux we expect rounder images at lower black hole mass.
Our synchrotron emissivity (Leung et al. 2011) contains a
factor O O�( ( ) )exp s

1 3 , where the synchrotron frequency is
O _ �ṁ ms
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Photoionization Simulations

geometry (lamppost or otherwise) a priori; the density and
temperature structure of the disk are not assumed in advance
either. Instead, these are computed directly from the underlying
physics, with the sole significant assumption being the equation
of state employed by the simulation (as we describe below). As
simulations improve, e.g., by the use of more realistic equations
of state, our apparatus can easily be applied to their output as
well. The resulting prediction of our method, the full
inclination-dependent observable spectrum, is a function of a
very small number of parameters, each physically meaningful:
the black hole mass and spin, the nominal accretion rate, and
the elemental abundances.

2. Method

Our procedure has three main components. First, an accreting
black hole system is simulated using HARM3D (Noble et al.
2009). We take a three-dimensional snapshot of the fluid density,
four-velocity, and dissipation (cooling) rate at a time when the
simulation has achieved approximate inflow equilibrium (out to
r∼20M). Using an injection rate of thermal seed photons
computed by integrating the local dissipation rate within the
disk’s photosphere, the Monte Carlo radiation transport code
PANDURATA (Schnittman & Krolik 2013) determines the
radiation field consistent with the simulation data and thermal
balance in the corona (Schnittman et al. 2013). With HARM3Dʼs
description of the disk structure and PANDURATAʼs calculation
of the disk incident flux, PTRANSX computes the disk’s
reprocessed outgoing flux, requiring photoionization equilibrium
and energy conservation everywhere within the disk (Kinch et al.
2016). This step yields a new guess for both the energy-
dependent seed photon flux emerging from the disk surface and
the spatial- and energy-dependent disk albedo—input for the
next PANDURATA run. We cycle between PANDURATA (in the
corona) and PTRANSX (in the disk) until a consistent picture of
the global radiation field develops. This cycling is a significant
improvement over the original PANDURATA method. To avoid
confusion between the iterative procedures within each step and
the outermost iterations between PANDURATA and PTRANSX,
we refer to the latter as “passes.” With one final round of
relativistic ray-tracing, both reprocessed disk and coronal
emission are transported to a distant observer in order to
construct the complete predicted spectrum. The overall scheme
is summarized in Figure 1.

2.1. Simulation Data—HARM3D

The density (ρ or ne) and cooling rate ($) data are from
one snapshot of a HARM3D simulation, taken at a time
when the disk is in a statistically steady state. HARM3D is a
three-dimensional, intrinsically conservative general relativis-
tic magnetohydrodynamic (GRMHD) code, with a cooling
function designed to produce a geometrically thin disk.
HARM3D solves a modified stress–energy conservation
equation: in gravitationally bound gas above a target
temperature T*, the excess heat is radiated away on an orbital
timescale; T* is chosen so as to achieve a target aspect ratio
(Noble et al. 2009). The specific simulation we use, “ThinHR”
(Noble et al. 2011), has an aspect ratio Hdens/r=0.06 (where
Hdens is the density-weighted scale height), and is still one of
the best-resolved GRMHD disk simulations ever carried out
(Hawley et al. 2013).
Translating the simulation data from “code units” to physical

(cgs) units requires specification of the mass of the central
black hole M, which sets the length scale and timescale (1M=
(M/Me)×1.5×105 cm=(M/Me)×4.9×10−6 s), and the
accretion rate (in Eddington units) ṁ, which sets the scale for
the density and cooling rate through (Schnittman et al. 2013)
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where κ=0.4 cm2 g−1 is the electron scattering opacity and
η=0.061 (>0.057, the value of Novikov & Thorne 1973) is
the radiative efficiency found in that simulation (Noble et al.
2011). In this paper, we consider a 10Me central black hole at
four accretion rates, ṁ=0.01, 0.03, 0.1, and 0.3.
With a known density structure (and a known spacetime

geometry), surfaces of constant optical depth can be defined by
integrating the electron scattering opacity along arcs of constant
(r, f), starting from the poles and continuing until the desired
optical depth is reached. With the disk lying in the x–y plane,
the collection of points Θ(r, f) that satisfy
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(where θ is the polar angle) defines the (upper and lower)
surfaces of constant optical depth for the given value of τ. The
natural choice of surfaces with which to divide the disk body
from the corona are the τ=1 surfaces, which we call the disk
photospheres and label Θtop and Θbot. At any given (r, f), the
region between these surfaces—if they exist—is the disk body;
everywhere else is the corona. Which τ value to use for
dividing the disk and corona is somewhat arbitrary. For our
purposes, a division is needed such that the only significant
cooling process in the corona is inverse Compton (IC)
scattering, while all atomic processes (such as Fe Kα
production) occur within the disk. Because the maximum local
ratio of free–free power to net IC power that we compute post
hoc in the corona is 4% (just outside τ=1), and we find
significant Fe Kα production limited typically to τ>1.5, the
τ=1 surface is a satisfactory choice for the photosphere.

Figure 1. A schematic overview of the general procedure.
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For the lower accretion rates, the line contrast drops
monotonically with increasing inclination. However, as ṁ
increases, the near edge-on (i=80°) view becomes stronger
relative to the other viewing angles, and is twice the strength of
the other three sample inclinations for m 0.3�˙ . The overall
line flux for the near edge-on viewing angles is less than for the
face-on inclinations for all accretion rates, but the strength of
the line relative to the continuum is greater when viewed nearly
edge-on because the disk itself obscures emission from outer
radii (where the line flux is weak compared to the continuum)
while, due to lensing, light from the inner disk region (where
the line flux is strong compared to the continuum) still reaches
the distant observer; this is only the case when there is any Kα
emission at the innermost radii, i.e., for higher accretion rates
(see Figure 14).

The line strengths we find are, overall, comparable to those
typically observed, with EWs in the range 40–400 eV.
Compare, for example, to the analysis of Cyg X-1 soft state
spectra by Walton et al. (2016); they report an Fe Kα
EW=300–330 eV (see also the discussion in Reynolds &
Nowak 2003). It is a well-known phenomenon that modeling–
fitting of black hole X-ray spectra often results in inferred Fe
abundances that are several to many times the solar value
(García et al. 2018; Tomsick et al. 2018). Because we have not
yet fit real data with our simulated spectra, nor do we analyze
our theoretical spectra with the same techniques used by
observers, it is not possible to make direct comparisons
between our line strengths and those reported in, e.g., Walton
et al. (2016). Nevertheless, that we use only solar Fe
abundances yet still find strong Kα lines is encouraging. Our
approach is fundamentally different from those often employed
when fitting actual spectra, so it is difficult to pinpoint a single
reason why we do not need supersolar Fe abundances to
achieve strong lines. A major contributor, however, is likely
our naturally extended corona (see Figure 3), which allows for
Fe Kα production over a larger fraction of the disk surface.
Figure 14 shows the radial dependence of the Fe Kα surface
brightness for each accretion rate, averaged over azimuth and
the two surfaces of the disk. Like most phenomenological
models, the variation with radius roughly follows a power
law—our power laws, however, are approximately ∝r−2

(steepening slightly with decreasing accretion rate), a shallower
profile than is typically assumed from lamppost geometries

(∝r−3 or steeper, Wilkins & Fabian 2012; Dauser et al. 2013).
Azimuthal variations superimposed on these radial gradients
can be sizable: the relative standard deviation of the f-variation
of the Kα emission decreases with increasing ṁ, from ∼50%
for m 0.01�˙ to 10% for m 0.3�˙ .
The radius of peak Kα surface brightness moves inward with

increasing accretion rate, from ∼10M for m 0.01�˙ to ∼5M
for m 0.3�˙ . The Kα surface brightness at radii interior to the
peak increases with accretion rate as well; for m 0.3�˙ , there is
significant Kα production even just outside the event horizon.
While the strength of the Fe line relative to the continuum
diminishes with increasing accretion rate (Figure 13), the
number of Kα photons increases as the accretion rate,
and therefore the total luminosity, increases. Though we do
find that the peak in Kα surface brightness occurs somewhat
near the ISCO, we do not find a sharp cutoff exactly at the
ISCO. This should not be too surprising. If gas flows into the
black hole, there must be some gas between the event horizon
and the ISCO that might produce Fe Kα emission; conversely,
if the accretion rate is low and the illuminating flux particularly
powerful, there could be no available unstripped Fe to emit
photons except for well outside the ISCO. In general, the
interior Kα emission cutoff cannot just be a function of the spin
alone—it depends also on the disk’s surface density and
ionization state, which themselves depend on the accretion rate,
as we demonstrate in Figure 14 (see also the discussions in
Reynolds & Begelman 1997; Krolik & Hawley 2002; Beckwith
et al. 2008).
We have considered only the a=0 case here, but the

variation of the peak surface brightness with accretion rate for
non-spinning black holes has important implications for spin-
measuring techniques that rely on identifying the interior cutoff
of Kα production as the ISCO. In future work, we will apply
our method to simulations with a>0 as well. We have already
done this for the continuum flux method for spin measurement
(Schnittman et al. 2016); it will be very interesting to see how
the Fe line technique compares to the continuum method.

4. Conclusion

The most important result is simply that our machinery can
manufacture forward predictions of the entire X-ray spectrum
radiated by an accreting stellar-mass black hole—line and
continuum features together—in a self-consistent, energy-
conserving fashion, directly from the output of high-resolution
3D GRMHD simulations. It is worth repeating that we have
required no assumptions about the accretion flow geometry at
any point—no lamppost coronae, or disk inner edges fixed
exactly at the ISCO. And yet, by specifying only the physically
meaningful parameters of mass, spin, accretion rate, and
elemental abundances, and then applying to the simulation data
the relevant physical principles and carrying out detailed
radiative transfer and photoionization calculations, we are able
to produce spectra similar in shape and principal features to
those actually observed from stellar-mass black holes. It also
bears emphasizing that we employed standard techniques
without preference for a desired outcome—a Monte Carlo
radiation transport code that treats only Compton scattering is
the natural choice in the hot, optically thin corona, while a
plane-parallel Feautrier method that treats Compton scattering,
free–free, and all atomic processes, is the natural choice in the
cooler, optically thick disk. That the output of these methods
when applied to simulation data resembles so well the familiar

Figure 14. Fe Kα surface brightness, averaged over azimuth and both disk
surfaces, for four accretion rates. Note the location of the peaks with respect to
the ISCO at r=6 M.
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HARM3d + IC Eq.

The dynamical evolution of the corona is clearly affected by the
choice of cooling function. By the end of their 2000M runs, the
IC-cooled simulation is advecting thermal energy through the
event horizon at a rate of 0.001 LEdd; by contrast, the continued
target-temperature-everywhere run is advecting at a rate of 0.0015
LEdd. At the same time, the IC simulation’s volume-integrated
luminosity is 0.003 LEdd higher than the target-temperature run’s.
The decreased advective loss, therefore, accounts for only one-
sixth of the increase in luminosity of the IC simulation relative to
the continued target-temperature simulation. The magnetic heating
rate of the coronal plasma increases as a consequence of the more
realistic coronal cooling function.

4. Validation against a Ray-tracing Solution

PANDURATA launches thermal seed photon packets from the
disk surface and follows their trajectories through the corona until

they scatter off electrons, re-impinge on the disk surface, are
captured by the black hole, or escape to an observer at infinity.
When a photon packet scatters, its energy is convolved (in the
fluid rest frame) with a thermal Compton scattering kernel
corresponding to the presumed Te at the point of scattering (this
procedure is described in Kinch et al. 2019). By following large
numbers of photon packets in this manner, the net difference
between each pre- and post-scatter photon packet energy is used
to construct the effective fluid rest-frame IC cooling rate for a
given spatial map of Te. Through an iterative procedure, Te is
adjusted everywhere until it matches HARM3Dʼs cooling map. At
the same time, PANDURATA computes the energy- and inclina-
tion-dependent flux as would be measured by an observer at
infinity. Because PANDURATAʼs procedure and HARM3Dʼs IC
cooling function calculation share several key assumptions—e.g.,
“fast light” and a local, thermal disk seed photon spectrum
(determined for both via Equation (12))—we can isolate effects

Figure 10. Azimuthally averaged electron temperature: left, from HARM3D; right, PANDURATAʼs equilibrium value. The white region near the midplane is the
disk body.

Figure 11. The ratio of HARM3Dʼs Te value to PANDURATAʼs equilibrium Te value, averaged with density weighting over the full 2000M run. Left: Also averaged over
polar angle and azimuth, showing dependence of ratio on radius. Right: Averaged over radius and azimuth for four contiguous annuli (“wedges”), showing
dependence on polar angle. The dashed red lines indicate the boundaries between which � �T T1 2 2e

HARM
e
PANDURATA .
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• Ad hoc cooling schemes typically 
underestimate coronal emission;


• Approx. urad calculation yields similar 
results to MC photon density;


• 1T model: 

• IC provides energy heat/loss rate:

given (r,f) such that θtop<θbot, then simply no disk body
exists there. For a given point (r,θ,f) such that θtop and θbot
exist, the point is considered in the disk body if
θtop<θ<θbot; otherwise, the point is considered in the
corona. The location of the photosphere surfaces depends on
the choice of accretion rate through the overall scale of the
density; as discussed in Section 2.4 below, a higher nominal
� �M MEdd implies a higher overall ρ, which, all else being equal,
results in photospheres that lie further from the midplane. The
cooling function we derive in this section is applied only to
those simulation cells whose centers lie in the corona.

The classic expression for the energy exchanged per IC
scatter per unit time is (see Blumenthal & Gould 1970 for
details on the Compton scattering expressions used below)

( )T H C�P c u
4
3

, 5IC T
2 2

rad

where σT is the Thomson scattering cross section, c is the speed
of light, H C� �1 1 2 with β=v/c—where v refers to the
electron velocity—and urad is the radiation energy density. In
the nonrelativistic limit, i.e., when the dimensionless electron
temperature Θe≡kBTe/mec

2=1, 〈γ2β2〉;3Θe (with the
averaging indicated by the angle brackets performed over a
thermal electron velocity distribution), and so
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Because each expression is much larger than the other in
their appropriate regimes, we can represent the IC power in
either limit by their sum. In addition, we multiply by the
electron density ne=χ (ρ/mi), where χ is the free-electron
fraction (number of free electrons per ion, equal to 1.21 for a
fully ionized plasma with solar elemental abundances; a
variable χ might also be used to account for the presence of
electron–positron pairs due to pair production) and mi is the
mean ion mass (;mp), to translate from energy exchanged per
scatter per unit time to a volumetric cooling rate. The final
expression is
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This is the expression for the IC cooling rate that enters into
HARM3Dʼs stress–energy Equation (2) in place of the target-
temperature cooling rate for those fluid elements in the corona.
It requires as input the density, the electron temperature, and
the radiation energy density. As discussed, we assume for now
that some strong coupling mechanism forces Te= Ti. From
standard thermodynamics and the ideal gas law, the gas
pressure pgas, the internal energy density u, and the electron and
ion temperatures are related by

( ) ( )� � � �p c c u n k T n k T1 , 9gas P V e B e i B i

where cP/cV is the ratio of specific heats (the adiabatic index;
equal to 5/3 for a monatomic gas; though we assume
cP/cV=5/3 for simplicity in this work, a more detailed
consideration of relativistic plasma physics leads to a slightly

different, and variable, adiabatic index; Mignone & McKin-
ney 2007). From this we derive an expression for the
dimensionless electron temperature:
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This expression depends only on the (mass) density and the
internal energy density—which, like the density, is part of
HARM3Dʼs fluid solution. Again, this equation holds so long as
there is some strong coupling mechanism forcing Te= Ti.
In order to estimate the radiation energy density urad at each

point in the corona, we first make several key simplifications:

1. We ignore general and special relativistic effects. The
thermal seed photons launched from the disk surface are
assumed to travel in straight rays, undergoing neither
red/blueshifting or beaming due to the bulk fluid flow of
the rotating accretion disk nor gravitational redshifting
due to their origin in a deep gravitational potential.

2. We do not account for scattering or obscuration of the
disk emission by intervening corona material between the
disk surface and a given point in the corona.

3. We adopt the “fast light” approximation, i.e., we do not
account for the light travel time between a point on the
disk photosphere and a point in the corona; rather, the
radiation energy density in the corona in each time step is
computed from the thermal flux from the disk surface at
the same time step.

With these assumptions in place, we derive an expression for
urad by integrating the thermal seed photon flux over the disk
surface with an appropriate geometric weight. Letr indicate the
location of the coronal cell in question, and let ar locate a
surface cell on the photosphere. Then,
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where the factor of 1/c translates flux into energy density,
� � aR r r , ϑ is the angle betweenR and the disk surface

normal vector n̂, dA′ is the (infinitesimal) element of the disk
surface area, and Fdisk is the assumed blackbody seed photon
flux with effective temperature Teff, set by integrating the
(target-temperature) cooling function within the disk at the
specified ( )Ga ar , :
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We express +cos in terms of the spherical coordinates of the
coronal and photospheric cells:
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where + is used for the lower half of the corona and − for the
upper half. In addition, it can be shown that the infinitesimal
solid angle 8ad subtended by the disk surface element at ar
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• 2T model: 

• Solve Coulomb heating exchange rate 

per cell for Te & Ti  ala Stepney, 
Stepney & Gilbert (1983);


• Solutions tabulated beforehand;

previous section. With the 2T IC cooling function switched on,
the system is evolved for 1000M. In Figure 19 we compare the
total and corona-only volume-integrated cooling rates for both
approaches. Note that because the IC cooling function is
applied only in the corona, the disk component for each
approach is not shown as they are nearly identical. Not
surprisingly, the 2T method results in a lower corona
luminosity; the mean disk fraction is, as with the old target-
temperature cooling function, nearly exactly half. The mass
accretion rate at the event horizon is also somewhat lower
(Figure 20). Comparing the time-averaged luminosity (the
“ray-traced” power—not shown in Figure 19 for clarity, though
as in Figure 2, it varies similarly to the total volume-integrated
cooling rate), we find that the 2T approach yields a radiative
efficiency of η=0.0804, slightly lower than the value for the
1T approach yet still higher than either that of the target-
temperature run or the NT value. Also, notice that the coronal
luminosity for the 2T simulation has less short-time variability
than that for the 1T simulation. Figure 21 compares the
volume-integrated corona power divided by a moving average
of itself (over a 25M window). The standard deviation of the
moving time-averaged coronal luminosity, LIC/〈LIC〉, is twice
as large for the 1T simulation as for the 2T simulation. This is

consistent with the demonstration in Figure 18: in that example,
Ti jumps from 60 to 120 keV, while the equilibrium Te value
increases by less than 1 keV. Because IC power is a function of
the electron temperature—not the ion temperature—the energy
exchange between ions and electrons dampens variability.
Indeed, Coulomb collisions act as a bottleneck between

MHD heating and IC cooling. Figure 22 shows the azimuthally
averaged cooling rate for the 2T simulation at t=1000M.
Compared to the same plot for the 1T simulation (Figure 3,
right), the cooling is confined to a smaller region, closer to the
disk. The ion–electron exchange rate is proportional to the
square of the density—further from the midplane, the density is
simply too low to support Coulomb heating of the electrons.
The temperature plots of Figures 23 and 24 show this clearly.
Compared to the plot of Te (and, by assumption, Ti) for the 1T
simulation in Figure 10 (left), these plots show the ions are
hotter and the electrons are cooler. The ratio Te/Ti declines
sharply from near unity just outside the disk photosphere to
<10−3 in the jet cone. The decreased ion cooling rate with the
2T method relative to the 1T method accounts for the decreased
mass accretion rate: greater ion temperature translates to a
stronger pressure support against gravity. Note also that while
Te>TC in the 2T case as well as in the 1T case, the ratio here
is lower, Te/TC  30.
As with the 1T simulation, we apply PANDURATA to

successive snapshots of the 2T simulation. Figure 25 shows the
spectrum as seen by an observer at infinity for both the 1T and
2T simulations, each averaged over the range 0–1000M. The
2T simulation produces a notably softer X-ray power law
Γ=2.53 compared to the 1T simulation’s Γ=2.25 (measured
on 2–30 keV). In addition, the rollover occurs at a lower energy
and falls off more sharply. This is consistent with an overall
less luminous, cooler corona. Compare the distribution of
cooling with temperature in Figure 26: not only is the 2T curve
shifted toward cooler temperatures, but the tail above 100 keV
in the 1T data—physically located more than 45° from the
midplane (see Figure 10)—is totally absent in the 2T data.

8. Conclusion

We have shown that our simplified calculation of the radiation
energy density in the corona required to compute the IC cooling
function is reasonably accurate compared to the much more careful
PANDURATA ray-tracing calculation—especially so in regions that
account for the majority of the coronal cooling. Our confidence in
the method is further bolstered by the fact that the time-averaged
post-processed continuum spectra are qualitatively similar to real
X-ray observations. The power-law index for the 1T simulation
run (Γ=2.25) and its disk fraction (0.38)make the power law just
barely too soft to meet the standard parameters for a classical
“hard” spectrum (Remillard & McClintock 2006), but it is
qualitatively similar. The 2T run results in a power law that is
substantially softer than most X-ray binary spectral observations; to
the extent that these simulations adequately capture the effects real
coronal physics have on the observed X-rays, we conclude that it is
likely that some coupling mechanism stronger than Coulomb
collisions is at work in real systems or that turbulent energy is
dissipated into the electron population equally or even
preferentially.
We must note, however, that real X-ray spectra of stellar-

mass black holes are typically integrated over tens of thousands
of seconds; by contrast, the full 2000M run with the new
cooling function in place is only 0.01 s long. This run costs

Figure 25. The spectral luminosity as seen by a distant observer, averaged over
0–1000M for both 1T and 2T data.

Figure 26. The distribution of coronal cooling with respect to the gas electron
temperature for the 2T and 1T simulations, each at t=1000M.
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• XRB example, but AGN coming soon;

• 2T model is too soft—> actual ions/e 

coupling is stronger than Coulomb collisions; 
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Supermassive Binary Black Holes
•  Binary AGN are a primary multi-messenger source for LISA 

(inspirals, mergers, ringdowns) and PTA (inspirals). 

• Likeliest EM-bright binary black hole system.

• [TALK 33: Maria Charisi] 

• Best candidate for exploring plasma physics in the 
strongest and most dynamical regime of gravity.

• GWs with LISA aid localization, & with smart pointing 
strategies with fast-slewing X-ray telescopes (e.g. Transient 
Astrophysics Probe) one may find O(1-5) systems before 
merger.  
Dal Canton++, ApJ 886 (2019).  

• Only (?) likely opportunity to see EM/GW through all 
phases: inspiral to merger to ring-down. 

• LSST will identify 100k’s of AGN, so even a “small” binary 
fraction implies many sources.

• EM identification will be critical for detection and 
characterization—> realistic simulations and their EM 
output are needed!

LISA: Gravitational wave observation from space: 
•  ESA lead, NASA contributing [TALK 41: Gudrun Wanner]
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Figure 3. Snapshots of surface density Σ during quasi-steady state after t ≈ 460tbin ≈ 1.5tvis. Surface density is normalized by the maximum value at t = 0 and
plotted on a logarithmic scale. For each snapshot, we plot both the inner ±6a (top panel in each pair), and the inner ±1.5a (bottom panel in each pair). Mass ratios
are, from left to right and top to bottom, q = 0.026, 0.053, 0.11, 0.25, 0.43, 0.67, 0.82, and 1.0. Orbital motion is in the counterclockwise direction. Green arrows
represent fluid velocity.
(A color version of this figure is available in the online journal.)

at the radius of the cavity wall at r/a ∼ 2

tvis(r) ∼ 2
3

[

α

(
h

r

)2

Ω(r)

]−1

∼ 300
( r

2a

)3/2
tbin. (26)

In each of our simulations, we evolve for ∼1.5tvis(2a). We
find that this is sufficient in order to reach a quasi-steady
state in the inner region of the disk, as reflected in relatively
steady density profiles that we achieve after t ! tvis. The mass
ratios and time averaged accretion rates for each simulation
are summarized in Table 1. Time averaged accretion rates are
normalized by the time averaged accretion rate onto a single
BH, Ṁ0. We note that although the normalized accretion rate
tends toward unity for small q as expected, it remains greater
than unity for all cases considered. We caution that while these
accretion rates remain steady over hundreds of orbits, we expect
them to slowly relax to unity over much longer timescales as
the outer regions of the disk relax to their quasi-equilibrium
state. Thus, Table 1 should not be interpreted as evidence for
binaries causing an enhancement in accretion. Rather, it should
be interpreted as evidence that binaries are unable to fully clear a
cavity and significantly suppress accretion, contrary to previous

Table 1
Summary of Mass Ratios and Average Accretion Rates

Mass Ratio q 〈Ṁ〉/〈Ṁ0〉
0.026 1.06
0.053 1.56
0.11 1.76
0.25 1.68
0.43 1.62
0.67 1.60
0.82 1.58
1.0 1.55

arguments (Milosavljević & Phinney 2005). We note that such
arguments may underestimate the role that non-axisymmetric
accretion streams play in allowing gas to penetrate into the
cavity. Furthermore, binary torques may be responsible for
moving gas near the inner disk edge onto more eccentric orbits,
causing them to be captured by one of the BHs, thus increasing
the accretion rate relative to that of a single BH.

Snapshots from each simulation are shown in Figure 3. In
each case, a low density cavity is maintained surrounding the
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Fig. 9.— Fourier decomposed power spectrum of the

accretion through the inner boundary of a q = 1 binary

(top panel) and a q = 0.1 binary (bottom panel).

stand this result. The first point to raise is that
it is unlikely ✏ > 1 can persist for a long period
of time. If it were to do so, the inner region of
the circumbinary disk (r & 2a) would be drained
of mass, inevitably leading to a reduction in the
accretion rate onto the binary. Thus, the better
way to think about the values of ✏ seen in our sim-
ulations, a few tens of percent greater than unity,
is that the spiral waves excited in a circumbinary
disk by the members of the binary create a su�-
cient enhancement of the Reynolds stress to raise
the accretion rate per unit mass in the inner disk
by a few tens of percent. By this means, an ac-
cretion rate equal to that injected at large radius
can be sustained by a surface density somewhat
smaller than required when the potential is due to
a point-mass. Over longer times than we can fol-
low with this kind of simulation, we expect that
the surface density in the inner disk will decline
to this level, leaving the disk in true inflow equi-
librium.

With that clarification, it is time to consider
the question of why 2D and 3D simulations consis-
tently see substantial accretion from circumbinary
disks onto the central binary despite the contrary
prediction made by 1D studies. One clue to the

answer comes from the structure of the accretion
flow through the cavity: narrow streams.

4.1. Stream Structure

Fig. 10.— Left column: Time averaged midplane

density (top), midplane (middle) and inner bound-

ary (bottom) accretion rate ⇢vrr
2
sin ✓, both for the

q = 0.1 binary over the last 50⌦
�1
bin of the simulation.

All figures in a frame comoving with the binary. Right

column: same as left, but for q = 1 binary. Here neg-

ative means inflow. The plus symbols in the midplane

plots mark the L2 and L3 points. Summed separately,

regions of inward and outward mass flux have compa-

rable magnitude; their net, although smaller in mag-

nitude, is consistently inward.

In the body of an accretion disk, the inflow
speed is generically much slower than the orbital
speed, ⇠ ↵(H/r)2vorb, where ↵ is the usual ratio of
vertically-integrated stress to vertically-integrated
pressure, and H is the local scale height. On
the other hand, this flow, although only ⇠ H

thick in the vertical direction, takes place, on av-
erage, around the entire circumference of the disk,
through an area 2⇡r wide.

By contrast, the flow across the cavity (see
Fig 10) is restricted to very narrow streams. Along
the central density maximum of the streams, they
are typically ⇠ 2–3H wide if measured sideways
from the maximum to where the density drops by
90%. Moreover, the density in the streams as they
approach the inner boundary is⇠ 3–10 times lower
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Hopkins, Hernquist, Di Matteo, 
Springel++, 

Noble++2012–15
Noble++2020-in-prep

Lopez Armengol++2020-in-prep

Kelly++2017
Gold++2014

Strategy & Techniques

Farris++2014, d’Orazio++2015—,
Munoz, Miranda, Lai (2017-2020), 
Moody++(2019), Tang++(2017-2019)
Samsing++2020, Zrake++2020

Shi & Krolik
(2014-2016)

Viscous Hydro. MHD GR MHD GR MHD
Newtonian Newtonian Post-Newtonian

Matter:
Gravity: Numerical Relativity

Bowen++2018
Combi++2020-in-prep

•  Use well-tested GRMHD code for accretion disks: HARM3d;
•  Novel methods tailored for accuracy and affordability: 
•  Dynamic warped grids;
•  Perturbative solutions for gravity consistent with Einstein’s equations in our 
regime;

➡ Key Challenges: Ability to evolve accreting binaries while resolving the MRI 
and MHD dynamics at the scale of the event horizons in the inspiral regime—
key for establishing pre-merger conditions.

16

sion of the metric that can be calculated e�ciently by
Pandurata as a post-processor of the MHD data. As
described in [95], the binary four-metric can be instan-
taneously described by a three-metric �ij , lapse ↵, and
shift �i, according to:

gµ⌫ =

 
�↵2 + �

2
�j

�i �ij

!
. (22)

Following [96], we use ↵ = 2/(1 +  
4), �j = 0, and �ij =

�ij 
4. The conformal factor  is given by

 = 1 +
m1

2r1
+

m2

2r2
, (23)

with r1 and r2 being the simple Cartesian distances be-
tween the spatial coordinate and the primary/secondary
masses. For the Christo↵el-symbol components �⇢

µ⌫ we
take the spatial and temporal metric derivatives analyt-
ically based on the puncture trajectories calculated by
the apparent horizon finder used in our GRMHD simu-
lations. One advantage of using this simplified metric is
that we can easily calculate the photon trajectories “on
the fly” and thus do not need to rely on the fast light
approximation used by many ray-tracing codes.

Even though Pandurata uses a slightly di↵erent met-
ric than that of the GRMHD simulations, the quali-
tative properties of the spacetime are expected to be
very similar. We can avoid some potential numerical
problems by normalizing the IllinoisGRMHD fluid 4-
velocity everywhere by using the coordinate 3-velocity
from IllinoisGRMHD and then using the analytic metric
to solve for ut via gµ⌫u

µ
u
⌫ = �1.

Given the fluid velocity at each point and for each data
snapshot, a local tetrad can be constructed as in [56],
from which photon packets are launched and then propa-
gated forward in time until they reach a distant observer
or are captured by one of the black holes. Those that
reach the observer are combined to make images, light
curves, and potentially spectra. We ignore scattering or
absorption in the gas, so that all photon packets travel
along geodesic paths.

One of the challenges with this approach is the inherent
uncertainty of what emission mechanism is most appro-
priate, and even then, the electron temperature Te is not
known explicitly from the simulations, so it can only be
approximated with an educated guess. For this paper, we
focused on a single simplified emission model of thermal
synchrotron, where the emissivity is isotropic in the local
fluid frame with bolometric power density given by

Psyn =
4

9
nr

2

0
c�

2
�
2
B

2
, (24)

with r0 the classical electron radius, n the electron num-
ber density, � ⌘ v/c, and �2

�
2 ⇡ Te/me (see, e.g. Chap.

6 of [97]). We use the magnetic field strength and fluid
density specified by IllinoisGRMHD, along with the code-
to-cgs conversion described above. We estimate the elec-
tron temperature from the simulation pressure, assuming

FIG. 17. Snapshots from Pandurata post-processing of the
simulation data at a separation of 10M (about 1000M be-
fore merger), viewed by an observer edge-on to the orbital
plane. Top panel: thermal synchrotron emission; middle
panel: magnetic contribution only (/ B2); bottom panel:
gas contribution only (/ ⇢T ).

a radiation-dominated fluid with p = aT
4

e , reasonable for
the � = 4/3 polytrope used here. Thus the synchrotron
power scales as

Psyn / B
2
⇢
4/3 / ⇢

7/3
0

, (25)

since B
2 ⇠ ⇢.

In the top panel of Fig. 17 we show the observed syn-
chrotron intensity on a log scale for a single snapshot of
IllinoisGRMHD data when the binary separation is 10M .
The observer is located edge-on to the orbital plane and
the black hole on the left is moving towards the observer,
resulting in a special relativistic boost.
In an attempt to understand the features seen in

Fig. 17, we repeat the Pandurata calculations with two
other emissivity models, in one case focusing just on the

Sayeb, Blecha, Kelley, 
Gerosa, Kesden, and 
Thomas, MNRAS (2020)
[TALK 42: Luke Kelley]



Periodic Signal

!peak = 2 (⌦bin � ⌦lump)

⌦K(rlump)
rlump ' 2.5a

1.47⌦bin

Surface 
Density

MHD Simulations Predict an EM Signature:
Noble++2012

(in frame co-rotating with lump)



Longterm 3-d GRMHD Mini-disk Evolutions

•Noble++2012 circumbinary disk plus mini-
disks, with domain covering black hole 
region;

•Extending Bowen++2018 run from 3 orbits 
to 12 orbits.
•Resolved GRMHD simulation of an 
accreting binary with relaxed circumbinary 
disk data and mini-disks evolved to steady 
mini-disk phase. 

• First measurement with GRMHD of quasi-
periodic interactions in the steady state 
between mini-disks and circumbinary 
disks in the inspiral regime of the binary, 
the longest phase observable by LISA.  

• Enough time series data to calculate light 
curve. 

Bowen et. al, ApJ (2019). 



Bowen et. al, ApJ (2019). 
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•Significant modulation in each mini-disk’s mass —> 
possible EM signal?  

• If light follows mass, EM period would be a ~1.5 
times the binary period, the beat frequency between 
the orbital periods of the lump and mini-disks. 

•  Dimmer circumbinary lump modulated at the same 
frequency plus its local orbital rate (Noble++2012). 

•Mini-disks settle to a steady-state after several binary 
orbits.  

•Mini-disks replenish with material in alternating fashion 
as they pass by the circumbinary disk’s lump, then 
drain at time scale close to one orbit period.  

•At these close separations and cooling rate, accretion 
through mini-disks is driven primarily through spiral 
shocks. 
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Longterm 3-d GRMHD Mini-disk Evolutions



Mass Ratio Survey : Circumbinary Disks Noble++(in prep)
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• Simulations of only 
circumbinary disk region, 
starting from Noble++2012 
conditions, only changing q.  

• As mass-ratio diminishes, 
so does gravitational torque 
density of the binary, 
asymptoting to “single BH” 
disk;  

• Weaker torques also 
diminish strength of the 
lump feature.  

• Weaker torques (smaller 
mass ratio binaries) take 
longer to form lumps.  

• Duffel++2019, see transition 
in lump’s relevance at q~0.2  
for viscous Newtonian 
hydro. disks;  See also Shi & 
Krolik 2016, Munoz+2019, 
Moody+2019.

Same times Last time of run

q=M2/M



Mass Ratio Survey Noble++(in prep)Lump Formation Criterion:  Ratio of m=1 to m=0 Amp.

• Lump is well-described by relatively stronger m=1 azimuthal mode amplitude.   
• A quantitative threshold is found for the m=1 relative amplitude above which the lump continues 

to at least persist or grow. 
• Threshold value is consistent across different mass ratios and initial disk configurations.  
• Provides a quantifiable means of recognizing the lump’s genesis and strength. 

q=0.1q=1 q=0.5 q=0.2



Mass Ratio Survey Noble++(in prep)

• Accretion rate and bolometric luminosity histories follow similar trends, largely dictated by initial data of 
the disk;  

• Radiative efficiency improves over time as more mass fills the interior region, likely due to more dissipative 
binary torque;

q=0.1q=1 q=0.5 q=0.2
q=0.1q=1 q=0.5 q=0.2

Global Trends of the Lump



Mass Ratio Survey Noble++(in prep)Global Trends of the Lump

• Non-trivial signals apparent in L(t) and Mdot(t) at 2x(beat between lump and binary orbital freq.);  
• Signals in accretion rate and luminosity are not always shared;  
• Small-q binaries show red-noise dominated power spectrum like single-BH disks; 
• Intermediate-q binary shows strongest signal at binary frequency, as the disk interacts primarily with BH#2; 
• Mdot modulations will likely modulate mini-disk luminosities, which are brightest high-energy component;  

q=0.1q=1 q=0.5 q=0.2
q=0.1q=1 q=0.5 q=0.2



Accretion onto Spinning BBHs Lopez Armengol, Combi++(in prep)

• Simulations of only circumbinary disk 
region, starting from Noble++2012 
conditions, only changing spin and using 
Superimposed metric;   Equal masses, 
q=1; 

• Ran longer than before, reached a better 
steady state; 

• Circumbinary dynamics largely 
unaffected by spin aligned with orbital 
angular momentum;   

• Again, light curve modulated by the beat 
mode and the lump’s orbital frequency; 

• Measured the realization variance due to 
the nonlinearity of these chaotic 
systems;
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• “b20”      = 20M separation 
• “-spins”  = spins retrograde to orbit 
• “+spins” = spins prograde to orbit 
• “v0-2”     = no spins, different random 

                  1% pressure noise
a1,2/M1,2 = +/- 0.9 

Circumbinary Disk Region



Accretion onto Spinning BBHs
Lopez Armengol, Combi++(in prep)
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• Lump's orbit stabilizes after ~200 
binary orbits; 

• Lump’s frequency is ~ 1/5 of 
binary’s, at the background flow’s 
local Keplerian rate at rlump; 

• Lump gains eccentricity, 
asymptotic to 0.05,  

• tlump determined using “lump 
criterion” already mentioned; 

• Even though each run yields 
different tlump, all runs’ trends 
coincide when displayed offset to 
tlump . 

—> Transition to lump dominance 
is stochastic, while subsequent 
lump dynamics is not. 
—> Lump’s dynamics is a relatively 
robust phenomenon.  

• (not shown) Spin does alter 
accretion rate and its surface 
density phase within the cavity;4 6 8 10 12 14
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Accretion onto Spinning BBHs
Combi, Lopez Armengol++(in prep)

SuperimposedMatching

Circumbinary + Mini- Disk Regions

MatchingSuperimposed
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Ṁ at 30 M

• Spinning black holes launch jets!  
• BH jets are powerful radio sources; 
• Possible signature of helical field 

orientation in emission’s polarization?! 
• Poynting luminosity modulated by accretion 

rate from circumbinary disk (aka the lump). 
• All sorts of exciting possibilities with binary 

jet dynamics!



Accretion onto Misaligned Spinning BBHs
Combi, Gutierrez, Lopez Armengol++(in prep)

Circumbinary + Mini- Disk Regions

• Jet Interaction?! 
• Additional variability in the emission possible 

from hot spots in collisions between jet-
wind, or jet-jet regions.  

• Inclined BH spins to circumbinary disk leads 
to tilted mini-disks, complicating mini-disk 
replenishment cycle and modulation.  

Credits: Luciano Combi and Eduardo Mario Gutierrez

More magnetized mass + BH ergospheres means 
more jet-like structure! 

Interesting things could happens if the BH spins 
are oblique … Combi+ in prep, Gutierrez+ in prep 2020

… as the BHs approach 
merger … at merger 
and post-merger … 

See spin-flips, X-shaped 
morphology …



PatchworkMHD : Mini-disks + Circumbinary Disk

•Key Challenges: How do we efficiently simulate 107-108 
cells for 106-107 steps?  PatchworkMHD!

•Starting from circumbinary disk data of Noble++2012, let 
mini-disks fill in.

•31 binary orbits (from 12 orbits before);
•Grid the domain dictated by local symmetries/

asymmetries of the solution.   
•Cartesian Patch: 
•Uniform in x,y but graded in z. 

•Spherical Patch:
•Same grid as Noble++2012, no interpolation required. 

•  Cartesian patch avoids the focusing of cells near the 
origin and axis, increasing the size of time steps we can 
take, plus covers the missing volume.

•No cutout!

Avara et. al, (in prep)



PatchworkMHD : Mini-disks + Circumbinary Disk

•Accretion rate onto each BH modulated by their passage near the lump. 
•PWMHD allows us to measure the mass exchange between mini-disks for the first time!
•Accretion rate still significant even while BBH rapidly inspirals. 

Avara et. al, (in prep)

Mini-disk side view



Light Curves from 
Accretion onto Spinning 

BBHs

Gutierrez, Combi, Lopez Armengol++(in prep)
Spinning BBHs: a=0.6M, up-up

Non-Spinning BBHs

• Following d’Ascoli et. al, ApJ, (2018). 
• BH spins (even at these modest values): 
• Brighter mini-disks; 
• More variable mini-disks; 
• More substantial mini-disks broaden 

the circumbinary disk’s thermal peak; 

• The spinning case provides new 
signatures to search for: 
• Broaden thermal peak in optical-UV; 
• Variability in the UV on the binary’s 

orbital timescale; 
• Stronger variability in X-rays;  

• We expect SMBBHs, especially in 
gaseous environments, to be spinning 
even faster, these effects may be even 
stronger in real systems.



Summary & Conclusion
•Numerical GRMHD simulations are critical to 
predicting EM emission from SMBBH systems and 
establishing their multi-messenger connection. 

•The circumbinary lump modulates accretion onto 
the BBH at O(1) levels for  mass-ratios >~ 0.2, and 
leads to a powerful EM signature of BBHs.  

• Lump formation in GRMHD simulations is generic 
and robust to perturbations after a relaxation period. 

• Binary’s with spins give rise to jets that may 
provide additional observational signatures of their 
binary-ness.

•Misaligned spins offer intriguing new dynamical 
phenomena to be explored. 

•PatchworkMHD has been demonstrated to be a 
powerful tool at providing the means to cover the 
entire domain to sufficiently resolve MHD 
turbulence in an efficient manner.  

•Future work will explore how coupled radiation-MHD 
physics will alter BBH disk dynamics and their EM 
emission. 



•Predicted spectrum from accreting binary black 
holes in the inspiral regime.

• The systems will likely be too distant to be 
spatially resolved, so we need to understand 
their spectrum and how it varies in time.

• Key distinctions from single black hole (AGN) 
systems:

•Brighter X-ray emission relative to UV/EUV.

•Variable and broadened thermal UV/EUV peak. 

•“Notch” between thermal peaks of mini-disks 
and circumbinary disk will likely be more 
visible at larger separations and for spinning 
black holes. 

d’Ascoli et. al, ApJ, (2018).

Light from GRMHD Mini-disks
Face-on View,  

Optically Thick Case

Variability over 1 orbit

Variability on longer lump’s time scale not present here!
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assume that the frame carried by the BH is parallel to
the axes of the inertial system O. Since at each point
the BH has a time-dependent velocity with respect to O,
locally we have to boost at each point in time the spatial
frame to compare this with the global frame. The general
Lorentz transformation in the xy plane, given the spatial
velocity ~v = �~n(t) of the BH, can be obtained with the
boost generators ~K and rapidity ⇠ = tanh�1(�) as:

⇤(t) = exp (⇠~n(t) · ~K)

=

0

B@
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We use this transformation to boost the spatial basis
of the BH. In the BH coordinates, this basis is simple
given by ei = {(0, 1, 0, 0), (0, 0, 1, 0), (0, 0, 0, 1)}. Then,
in global coordinates this is then given by e

a

(i)
(t) = ⇤a

i
(t).

FIG. 1. Diagram of the BH rest frame which is non-inertial
and the global frame. The coordinates x and X both describe
the event e.

The coordinates, using (19), are then given by:

t = �

⇣
T � �(nxX + nyY )

⌘
, (20)

x = sx(t) + X(1 + (� � 1)n2

x
) + Y (�(� � 1)nxny)),

(21)

y = sy(t) + X(�(� � 1)nxny) + Y (1 + (� � 1)n2

y
),
(22)

z = Z. (23)

The non-inertial coordinates Xa in terms of the global
coordinates x

a are easily obtained inverting these equa-
tions. Note that this reduces to a standard Lorentz boost
for a constant velocity trajectory. These coordinates de-
fine a di↵eomorphism transformation �Xx that we can
use to push-forward each BH term of the metric and

build an inpiralling superimposition. In short, (a) the
X

a coordinates are the geodesic coordinates of an ac-
celerated worldline s

a(t), describing the orbit of a BH;
(b) for a moving BH, we associate the Harmonic metric
with the X

a coordinates, so we need to transform from
X

a to x
a using the Jacobian matrix, to build the metric

in the global frame. Superimposing the two BH terms
and performing this transformation for each term, with
worldlines s

a

1
(t) and s

a

2
(t), we have explicitly:

gab = ⌘ab + M1

⇣
@X

a

1

@xa

@X
b

1

@xb
H

ab

⌘
+ M2

⇣
@X

a

2

@xa

@X
b

2

@xb
H

ab

⌘
,

(24)
where the tensors are transformed through the Jacobian
of the coordinates X

a

A
(x). We still have to supplement

the metric with the position, velocity, and acceleration
of the BHs. In the case of a BBH, we can obtain those
solving the PN equations of the system in Harmonic co-
ordinates, as we show in next section.

C. Post-Newtonian trajectories for spinning BH
binaries

LC: Please re-check if all this makes sense

(Hiro, Brennan?)

Let us assume that the BHs have (anti-)aligned spins,
so we do not consider orbital precession. We also as-
sume that the orbit of the binary has circularized and
the system is well described by the so-called adiabatic
approximation. In this case, the inspiral is driven by the
loss of binding energy of the orbit, E, balanced by the
gravitational wave flux of energy, F , and change in mass
Ṁ :

Ė = �F � Ṁ. (25)

From this equation, we can obtain the orbital phase,
�(t), and separation, r12(t), of the system. In the case of
quasi-circular orbits, the separation r12 is linked to the
orbital frequency through the relativistic generalization
of Kepler’s law [11]. We solve for the orbital phase first,
following the TaylorT4 scheme for non-precessing bina-
ries [17, 18]. We start making a change of variable to
the (gauge invariant) parameter v := (Md�/dt)1/3, so
we can write Eq. 25 as two equations:

dv

dt
= �F(v) + Ṁ(v)

dE(v)/dv
, (26)

d�

dt
= v

3
/M. (27)

We use explicit expressions at 3.5 PN order for E(v),
F(v), and Ṁ(v) for a non-precessing binary from Ref.
[19]. The TaylorT4 scheme consist in expanding the right
hand side of Eq. (26) in a Taylor series to the proper PN

Accretion onto Spinning BBHs Combi, Lopez Armengol++(in prep)
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order, and then integrate to obtain t(v). Inverting this
quantity, we obtain �(t) by solving Eq. (27).

For obtaining the orbital separation r12(t), we consider
its time derivative, written in terms of the orbital energy:

ṙ12 =
dE/dt

dE/dr12
⌘ �

⇣
F(r12) + Ṁ(r12)

⌘

dE/dr12
. (28)

We can integrate this to find:

t(r12) = tc �
Z

dr12
dE/dr12⇣

F(r12) + Ṁ(r12)
⌘ . (29)

where tc is the collision time. We use explicit expres-
sions for E(r12), F(r12), and Ṁ(r12) found, for instance,
in Ref. [11] and references therein. Finally, we invert
t(r12) to obtain r12(t). With both �(t) and r12(t) we
can recover the position, velocity, and acceleration, of
each spinning hole in Harmonic coordinates, ready to use
in our metric (24).

Note that even though we use the PN approximation to
obtain the BH trajectories, our metric is valid in the inner
zone because we are using the full relativistic BH terms
that include the ergosphere and horizon (see Appendix
A). In other words, we are restricted to binaries with
separations larger than ⇠ 10 M, but the metric, as we
will show now, is accurate in both inner and near zone.

III. ANALYSIS OF THE SPACETIME METRIC

A. Methods

In this section, we test the global validity of our su-
perimposed metric (??). In general, the metric of a BBH
system must satisfy Einstein’s field equation in vacuum
so the Ricci tensor of this metric should be zero. In
numerical relativity, one usually checks violation of Ein-
stein’s equation monitoring the Hamiltonian and momen-
tum constrains. Here, we shall focus on four-dimensional
quantities in order to quantify deviations from the exact
solution. In particular, following Ref. [20], we investigate
the Ricci scalar as a measure of the validity of our super-
imposed metric. Violations of the Ricci scalar, defined
as R := g

ab
Rab, where Rab is the Ricci tensor, are not

absolute and thus it is only meaningful when we compare
it relative to other quantities. For instance, if we have
that |R(t1)| > |R(t0)| for t1 > t0, we can state that the
solution has deteriorate over time, deviating more from
a vaccuum solution. Similarly, we can compare the Ricci
scalar between di↵erent system parameters and at di↵er-
ent points in space.

We shall also compare the validity of our solution with
an alternative approach presented in Ref. [14, 20] where
an analytical metric is built matching di↵erent approx-
imated solutions of Einstein’s equations. The matching
metric is constructed stitching three characteristics zones
of a binary compact system, namely, the inner zone, the

near zone, and the far zone [21, 22]. An asymptotic
matching procedure is implemented to bring all these
di↵erent parts into the same Harmonic coordinate sys-
tem. This metric in the global coordinate system can be
written as:

gab = (1 � fFZ)
n
fNZ

⇥
fIZ,1 g

(NZ)

ab
+ (1 � fIZ,1) g

(IZ1)

ab

⇤

+(1 � fNZ)
⇥
fIZ,2 g

(NZ)

ab
+ (1 � fIZ,2) g

(IZ2)

ab

⇤o

+fFZ g
(FZ)

ab
(30)

where transition functions fi are used to go from one zone
to the other. This approximate solution has been used
as a background spacetime for accretion disk simulations
with sucess [? ? ? ]. The metric, however, is com-
putational expensive and complex to handle. Moreover,
for the spinning case, the matching procedure renders
the metric prohibitively expensive for doing simulations.
In our new approach, although some accuracy is lost in
comparison with the matching metric, the superimposed
metric is easier to handle, much cheaper than the match-
ing method, and extensible to more complex configura-
tions such as precessing system, eccentric orbits, and even
three-body systems.

Although the metric is analytical, we compute the
spacetime scalars numerically as it is faster and more
practical to incorporate the PN trajectories. We use a
C-based code that implements fourth-order finite di↵er-
ences in a Cartesian grid for the derivatives of every met-
ric function. The convergence analysis of these methods
is presented in Appendix B.

B. Spacetime scalars

We are interested in the inspiral regime where the PN
approximation holds and the system is emitting a signif-
icant amount of gravitational radiation. We explore the
characteristic of the system for a fiducial configuration
with separations around D = 20M , unity mass ratio,
and spin parameters in the interval 0 < � < 0.9.

We begin the analysis computing the metric determi-
nant

p
�g of the metric as a first check of inconsistencies

or pathologies in the metric. We plot the determinant
of the binary for a separation of D = 20 M and several
values of the spin parameter � as well as the determinant
for the matching metric in Figure 2. We see that for all
these values, the determinant for the superimposed met-
ric is globally well-behaved and similar to the matching
space-time.

Now, we compute the Ricci scalar of the superimposed
harmonic metric compared with the matching metric for
a binary of same characteristics, see Figure 3. Note that
the matching metric performs better in each particular
zone but is heavily a↵ected by the transition regions; in
contrast, the superimposed metric is overall smoother.
The performance of the superimposed metric is worse in
the inner-zone. Note, however, that the components of
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assume that the frame carried by the BH is parallel to
the axes of the inertial system O. Since at each point
the BH has a time-dependent velocity with respect to O,
locally we have to boost at each point in time the spatial
frame to compare this with the global frame. The general
Lorentz transformation in the xy plane, given the spatial
velocity ~v = �~n(t) of the BH, can be obtained with the
boost generators ~K and rapidity ⇠ = tanh�1(�) as:

⇤(t) = exp (⇠~n(t) · ~K)

=
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We use this transformation to boost the spatial basis
of the BH. In the BH coordinates, this basis is simple
given by ei = {(0, 1, 0, 0), (0, 0, 1, 0), (0, 0, 0, 1)}. Then,
in global coordinates this is then given by e

a

(i)
(t) = ⇤a

i
(t).

FIG. 1. Diagram of the BH rest frame which is non-inertial
and the global frame. The coordinates x and X both describe
the event e.

The coordinates, using (19), are then given by:

t = �

⇣
T � �(nxX + nyY )

⌘
, (20)

x = sx(t) + X(1 + (� � 1)n2

x
) + Y (�(� � 1)nxny)),

(21)

y = sy(t) + X(�(� � 1)nxny) + Y (1 + (� � 1)n2

y
),
(22)

z = Z. (23)

The non-inertial coordinates Xa in terms of the global
coordinates x

a are easily obtained inverting these equa-
tions. Note that this reduces to a standard Lorentz boost
for a constant velocity trajectory. These coordinates de-
fine a di↵eomorphism transformation �Xx that we can
use to push-forward each BH term of the metric and

build an inpiralling superimposition. In short, (a) the
X

a coordinates are the geodesic coordinates of an ac-
celerated worldline s

a(t), describing the orbit of a BH;
(b) for a moving BH, we associate the Harmonic metric
with the X

a coordinates, so we need to transform from
X

a to x
a using the Jacobian matrix, to build the metric

in the global frame. Superimposing the two BH terms
and performing this transformation for each term, with
worldlines s

a

1
(t) and s

a

2
(t), we have explicitly:

gab = ⌘ab + M1

⇣
@X

a

1
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H
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⌘
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where the tensors are transformed through the Jacobian
of the coordinates X

a

A
(x). We still have to supplement

the metric with the position, velocity, and acceleration
of the BHs. In the case of a BBH, we can obtain those
solving the PN equations of the system in Harmonic co-
ordinates, as we show in next section.

C. Post-Newtonian trajectories for spinning BH
binaries

LC: Please re-check if all this makes sense

(Hiro, Brennan?)

Let us assume that the BHs have (anti-)aligned spins,
so we do not consider orbital precession. We also as-
sume that the orbit of the binary has circularized and
the system is well described by the so-called adiabatic
approximation. In this case, the inspiral is driven by the
loss of binding energy of the orbit, E, balanced by the
gravitational wave flux of energy, F , and change in mass
Ṁ :

Ė = �F � Ṁ. (25)

From this equation, we can obtain the orbital phase,
�(t), and separation, r12(t), of the system. In the case of
quasi-circular orbits, the separation r12 is linked to the
orbital frequency through the relativistic generalization
of Kepler’s law [11]. We solve for the orbital phase first,
following the TaylorT4 scheme for non-precessing bina-
ries [17, 18]. We start making a change of variable to
the (gauge invariant) parameter v := (Md�/dt)1/3, so
we can write Eq. 25 as two equations:

dv

dt
= �F(v) + Ṁ(v)

dE(v)/dv
, (26)

d�

dt
= v

3
/M. (27)

We use explicit expressions at 3.5 PN order for E(v),
F(v), and Ṁ(v) for a non-precessing binary from Ref.
[19]. The TaylorT4 scheme consist in expanding the right
hand side of Eq. (26) in a Taylor series to the proper PN
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FIG. 2. Determinant of superimposed metric for di↵erent val-
ues of the spin and separtion of D = 20 M and the matching
metric for � = 0.5

the metric are similar to the matching metric near the
horizon (see Figure ??). In particular, it is interesting to
note that the gtt component is globally very similar to
the matching metric one. This means that the e↵ective
gravitational potential of both metrics are in fact very
similar [? ].

FIG. 3. Ricci scalar for the matching and superimposed met-
ric with D = 20M , equal mass-ratio, and chi = 0.5. The
green lines denote the approximated location of the horizons.

We have also checked that the Ricci scalar is invariant
for di↵erent spin parameters, consistent with Ref. [? ].
The Ricci scalar also grows smoothly in time as the black

holes inspiral and decrease their distances, see Figure ??.
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FIG. 4. Ricci scalar for di↵erent separations of the binary.
The growing of the Ricci means that the solutions is less ac-
curate when the PN approximation for the trajectories break.

In Figure ??, we show an equatorial plot of the Ricci
scalar. As expected, the higher violations are concen-
trated in the middle region between the BHs, and drop
very fast with distance. This is expected since the super-
imposed metric approaches the PN metric at least at 1
PN order (see Ref. [? ])

Finally, note that the Ricci violations can be intepreted
as a non-vacuum component of the approximated so-
lution, representing the non-zero Ricci tensor a sort of
“fake-matter” energy-momentum tensor. Since we want
to use our metric for accretion simulations, we need an
estimation of the influence of this fake mass into the grav-
itational potential [? ]. In other words, we would like to
know how the Ricci violations compares with length scale
of the system L, given by the mass of the BH. First, note
that the Ricci R scales as R ⇠ 1/L2. If we integrate this
quantity over a volume V around one of the holes (in the
inner zone) then we can define a measure of the fake mass
introduced by the violation as the L1 norm the scalar:

Mfake :=

Z
|R| dV, (31)

which scales as Mfake ⇠ L. In the case of our fiducial con-
figuration of equal mass black holes, initial separation of
D = 20M , and equal spins �1 = �2 = 0.9, integrating
in the inner zone, i.e. approximately a sphere of radius
r = 6 M, we obtain Mfake/MBH ⇠ 0.06, i.e. the viola-
tions introduce an error of six percent on the mass in
the gravitational potential. Since the Ricci drops very
fast away from the binary (see Figure 6), the error in the
near-zone, taking the total mass as a length scale now,
behaves in the same way.
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for di↵erent spin parameters, consistent with Ref. [? ].
The Ricci scalar also grows smoothly in time as the black

holes inspiral and decrease their distances, see Figure ??.

FIG. 4. Ricci scalar for di↵erent separations of the binary.
The growing of the Ricci means that the solutions is less ac-
curate when the PN approximation for the trajectories break.

In Figure ??, we show an equatorial plot of the Ricci
scalar. As expected, the higher violations are concen-
trated in the middle region between the BHs, and drop
very fast with distance. This is expected since the super-
imposed metric approaches the PN metric at least at 1
PN order (see Ref. [? ])

Finally, note that the Ricci violations can be intepreted
as a non-vacuum component of the approximated so-
lution, representing the non-zero Ricci tensor a sort of
“fake-matter” energy-momentum tensor. Since we want
to use our metric for accretion simulations, we need an
estimation of the influence of this fake mass into the grav-
itational potential [? ]. In other words, we would like to
know how the Ricci violations compares with length scale
of the system L, given by the mass of the BH. First, note
that the Ricci R scales as R ⇠ 1/L2. If we integrate this
quantity over a volume V around one of the holes (in the
inner zone) then we can define a measure of the fake mass
introduced by the violation as the L1 norm the scalar:

Mfake :=

Z
|R| dV, (31)

which scales as Mfake ⇠ L. In the case of our fiducial con-
figuration of equal mass black holes, initial separation of
D = 20M , and equal spins �1 = �2 = 0.9, integrating
in the inner zone, i.e. approximately a sphere of radius
r = 6 M, we obtain Mfake/MBH ⇠ 0.06, i.e. the viola-
tions introduce an error of six percent on the mass in
the gravitational potential. Since the Ricci drops very
fast away from the binary (see Figure 6), the error in the
near-zone, taking the total mass as a length scale now,
behaves in the same way.
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FIG. 5. Metric components for the superimposed and matching metric in the fiducial configuration. Note how the superimposed
metric components are much smoother than the matching metric.
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FIG. 6. Equatorial logarithmic plot of the Ricci scalar for the
superimposed metric with D = 20M separation

IV. SUPERIMPOSED METRIC IN MHD
SIMULATIONS

In a previous work [? ], we use a simpler version of the
superimposed metric to analyze in detail the circumbi-
nary disk accretion of a spinning BBH system. The
metric uses the Kerr-Schild gauge and Keplerian (non-
inspiralling) orbits for the BHs. Our new metric, besides
introducing accurate trajectories for the inspiralling bi-
nary, is written in Harmonic coordinates, which allows
us to directly compare simulations with previous results
that use the same gauge. Moreover, the metric is more
accurate near the BH, so this will allows us to analyze
what happens with the plamsa physics around each BH.

In particular, the matching metric approach has been
tested in simulations, both as a background spacetime for
MHD and in numerical relativity [? ]. Simulations with
the spinning matching metric, however, are prohibitively
expensive for MHD simulations of BBHs accretion disks.
In contrast, the superimposed metric is computational
cheap and su�cently accurate, allowing us to simulate
this type of system for the first time. In this work, in
order to validate these upcoming results, we compare
simulations with the matching and superimposed met-

• Old Method: Matching :  Kerr+Post-Newt.+Post-Minkowski 
• Non-spinning version used in all our previous BBH-Disk work; 
• Spinning version is too expensive: 
• Includes retarded time integral for all xa;

• Use an approximate spacetime leading up to merger to most 
efficiently build accretion flow to a “steady” or more natural 
state.  

• New Method: Superimposed Kerr-Schild:   
• Boosted set of Spinning BHs in Harmonic Cook-Scheel coordinates; 
• Signficantly more computationally efficient than Matching;  
• BH trajectories still governed by 2.5PN theory; 
• Yields comparable vacuum sol’n as that of Matching; 
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yKS = yH + M

h (r � M)xH + ayH

(r � M)2 + a2

i
, (8)

zKS = zH + M

h
zH

r � M

i
, (9)

where we have:

r � M =
p

(Q + W )/2, W :=
q
Q2 + 4a2z2

H
, (10)

and

Q := r
2

H
� a

2
, r

2

H
:= x

2

H
+ y

2

H
+ z

2

H
. (11)

The space components are thus related by the elegant
relation:

(xi

KS
� x

i

H
)�ij(x

j

KS
� x

j

H
) = M

2
. (12)

We analyze more features of this Harmonic system
in Appendix A. If we apply this transformation to the
Cartesian Minkowski part of the Kerr-Schild metric (1):

⌘
H

ab
(a,M) =

@x
a
0

KS

@x
a

H

@x
b
0

KS

@x
b

H

⌘a0b0 , (13)

we note that the transformed quantity ⌘
H

ab
(a,M) now de-

pends on the spin and mass of the black holes. However,
we can still write this as a flat Cartesian metric plus a
source term:

⌘
H

ab
(a,M) = ⌘ab + MA(a,M)ab, (14)

where ⌘ab is again the Cartesian Minkowski metric. It
can be shown, however, that A(a,M)ab is well-behaved
at space infinity:

A ⇠ 1/r, for r ! 1. (15)

The second term of the Kerr-Schild metric can be
transformed in the same manner and is also well behaved
at infinity. We conclude that the Kerr metric in Har-
monic coordinates can be written as a background plus
a BH term, suitable for superimposition as:

gab = ⌘ab + MHab, (16)

where Hab := 2Hl
H

a
l
H

b
+ Aab. These expressions are

rather long for spinning black holes. Details of the cal-
culations and full expressions are available online in [?
].

In these coordinates, we shall a build an e↵ective met-
ric of the form:

gab = ⌘ab + �
⇤

(1)

⇣
M1H(1)

ab

⌘
+ �

⇤

(2)

⇣
M2H(2)

ab

⌘
, (17)

where �
⇤

(1)
and �

⇤

(2)
are transformations that boost the

black hole terms to describe the global metric of a bi-
nary black hole system, using a Post-Newtonian approx-
imation for the trajectories. We show how to build this
transformation in the next section.

B. Moving superimposed black holes with PN
trajectories

The Kerr metric in Harmonic coordinates (16) rep-
resents a BH at rest with respect to an asymptotically
inertial frame. In order to describe a uniformly moving
BH space-time we can apply a Lorentz boost transforma-
tion and convert our coordinates to boosted coordinates,
where the black hole is seen as having a non-null veloc-
ity with respect to the asymptotically inertial frame (c.f.
Ref. [15]). Physical quantities at spatial infinity such as
the ADM mass transform as four-vectors in Minkowski
space-time; for instance, the asymptotic observer will
measure a mass MB = �M for a boosted BH, where M

is its rest-mass. This is simply a frame transformation
and it does not change gauge invariant quantities such as
the Ricci or Kretschman scalars.

Let us suppose now that the BHs move in an inspi-
ralling orbit with respect to the origin of a (Cartesian)
coordinate system O, with their trajectories given by:

sA(t) = (t,~sA(t)) ⌘ (�A⌧A,~sA(⌧A)), (18)

for A = BH1,BH2, being ~sA(t) the PN spatial trajec-
tories, ⌧A the proper time, and �A the Lorentz factor.
Through out this work, we assume that the BH spins are
(anti-)aligned so there is no precession and the orbit lies
on the xy plane.

For our BBH metric, we are going to superimposed
and boost two terms Hab in (16). We build this time-
dependent boost as a coordinate transformation from the
BH frame, O0{Xa}, to the (global) center of mass frame
O{xa}. In O0{Xa}, the BH is at rest and its metric is
given by (16), while in the global coordinates O{xa} we
want to find, the BH is moving according to the worldline
(18). Note that this transformation is a generalized boost
since the BHs are not in uniform motion, i.e. the BH
coordinates {Xa} are non-inertial coordinates.

The natural (pseudo-Cartesian) coordinates associated
with the frame of an accelerated worldline are called
Fermi Normal coordinates [16? ]. This widely used co-
ordinate system generalize the boost transformation for
time-dependent velocities (see Ref. [? ] for details). Let
say we want to build this coordinate transformation for a
given event e on spacetime (see Figure II B). First, find
the proper time for which s

a(⌧) is simultaneous to e in the
non-inertial BH frame. Then define the time coordinate
of the system O0 to be the proper time of the worldline
X

0 = T = ⌧ . Finally, assume that the hypersurface or-
thogonal to the worldline is approximately Euclidean, so
the event e described in the global coordinate system O
is connected with X

a as:

x
a = s

a(⌧) + X
i
e
a

i
(⌧), (19)

where ei are the components of the orthonormal basis
carried by the BH. In order to find the coordinate trans-
formation we thus need to find the components of the
orthornomal basis of the BH in the global frame. Let us



Light Curves from 
Accretion onto Spinning BBHs
Gutierrez, Combi, Lopez Armengol++(in prep)

Spinning BBHs: a=0.6M, up-up

Non-Spinning BBHs

• Binary signature is most significant in X-rays; 
• TAP, Athena, LYNX, Strobe-X, AXIS…;  

• UV offers interesting opportunity too as this is 
where the mini-disk’s thermal disk spectrum 
peaks;   
✤ LUVOIR, Dorado possibilities;  = 16.7

Total Emission

LUVOIR



PatchworkMHD : Single BH Test

•  Test: Single accreting black hole. 
•  3 spherical patches:
• 1 aligned with z-axis;
• 2 aligned with x-axis covering the 

poles;
• Avoids coordinate singularity along 

the z-axis and admits larger time 
steps; 

Avara et. al, (in prep)
•  Allows us to stitch together coordinate 

patches that follow local symmetries efficiently 
and eliminate coordinate singularities that 
arise in spherical/cylindrical coordinates.  

• Adding support for MHD and preservation of 
solenoidal (aka “no magnetic monopoles”) 
constraint into the hydrodynamic Patchwork 
code (Shiokawa++2018).

• Generalize Patchwork for the wide range of 
coordinate systems and patch situations (e.g., 
patch motion/rotation/overlap) desirable to 
execute our planned simulations. 

•  Developed method to adjust fluxes along 
patch boundaries to dissipate monopoles and 
flux differences. 


