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Abstract
Space and Earth Science are being transformed by applying a distributed approach to missions, where the fusion of data from components, systems, instruments, models, and observation locations works in concert with timely responses and feedback mechanisms to multiply the knowledge obtained. Additionally, a disaggregated approach allows for a distributed cost and schedule that can be shared across multiple organizations to enable the greater mission. With the advances in reduced size, weight, and power for space-worthy components leading to the revolution in smaller spacecraft, the cost and timeliness proposition for launching multiple space assets has also greatly improved. Thus, the aerospace industry is undergoing a paradigm shift toward a proliferation of small satellites as a networked approach to meet mission objectives. This paper will describe the impetus, goal, and path to provide an openly available framework as a unifying catalyst for broad-ranging Distributed Systems Missions (DSMs) contributors.
Acronyms/Abbreviations
AEGIS
Autonomous Exploration for Gathering Increased Science
AI
Artificial Intelligence
autoNGC Autonomous Navigation, Guidance, and Control
cFS
Core Flight System
COTS
Commercial Off the Shelf
DEE
Digital Engineering Ecosystem
DoD
Department of Defense
DRM
Design Reference Mission
DSM
Distributed Systems Mission
FIRMS
Fire Information for Resource Management System
GCN
Gamma-ray Coordinate Network
GDC
Geospace Dynamics Constellation

GDSM
Goddard Space Flight Center’s Distributed Systems Missions
GEONS Goddard Enhanced Onboard Navigation System
GMSEC
 Goddard Mission Services Evolution Center
GOTS
Government Off the Shelf
GRAIL
Gravity Recovery and Interior Laboratory

ISP
Intelligent Science Payload

I$T
Integration and Test

IV&V
Independent Verification and Validation 

MARES
Modulat Architecture for a Resilient Extensible SmallSat
MCE
Mission Cloud Environment 

MCP
Mission Cloud Platform

MMA 
Multimessenger Astrophysics

MMS
Magnetospheric MultiScale Mission 

MODIS Moderate Resolution Imaging Spectroradiometer
MSL
Mars Science Laboratory

MUSTANG Modular Unified Space Technology Avionics for Next Generation 

NASA
National Aeronautics and Space Administration 

NOAA 
National Oceanic and Atmospheric Administration 

NOS-T
New Observing Strategies – Testbed 

NOS3 
NASA Operational Simulator for Small Satellites 

NRT
Near Real Time

PFF
Precision Formation Flying

SC-LEARN SpaceCube Low-power Edge Artificial Intelligence Resilient Node 

SWaP
Size, Weight, and Power 

TACH
Time-domain Astronomy Coordination Hub 

TDA
Time Domain Astrophysics 

V&V 
Verification and Validation 

VIIRS
Visible Infrared Imaging Radiometer Suite 
1. Introduction
Distributed spacecraft architectures are not a new concept; government agencies and industry have operated distributed spacecraft for decades, with examples such as Iridium, Global Navigation Satellite Systems, the Earth Observing constellation, Gravity Recovery and Interior Laboratory [1], Tracking and Data Relay Satellite System (TDRSS) [2], Earth Observing System A-train [3], and the Magnetospheric MultiScale Mission (MMS) [4]. Previous studies have shown the increased science value from multi-point observations over a monolithic singular observer [5]. The novelty, therefore, is not in distributed parts themselves, but designing emergent behaviors that enable cooperative and/or shared event-driven operations, data capture, and analysis.  A necessary step to this goal is providing a cohesive environment to architect, develop, model, test, and operate singular assets in a systemic manner to create a whole greater than the sum of its parts. An open mission framework that embraces successful aspects of “plug-and-play” provides a viable and intelligent means for content collection, data modeling and synthesis, and autonomous response across diverse platforms, and enables the flexibility needed to scale and evolve the system for subsequent improvements in achievable mission objectives.  

The thrust of Goddard Space Flight Center’s (GSFC) Distributed Systems Missions (GDSM) development builds on experience with multiple distributed mission life cycle developments and operations (e.g., Swift, MMS), open-source ground and flight software such as Goddard Mission Services Evolution Center (GMSEC) and core Flight System (cFS) that use a publish/subscribe model, and facilities such as the Formation Flying Test Bed. The GDSM embraces and leverages the commercial capabilities while identifying and developing critical capabilities required that are yet to be realized to enable the science goals. Additionally, GDSM aims to catalyze new opportunities for revolutionary science and exploration mission concepts through an extensible and evolvable open architecture and a consortium approach for advancing the technologies and capabilities necessary to achieve these goals.  

Several research areas in at least three science divisions (Astrophysics, Heliophysics, and Earth Science) have embraced distributed systems missions recognizing the potential impact it could bring to the field. For instance, in Astrophysics Swift is an example of a component of a DSM that hosts intelligent payloads that provide timely information so ground assets can autonomously obtain follow-up observations as well as rerouting the information through the ground systems to other astrophysics missions e.g., Fermi, Burst Cube, NICER. This approach has delivered a new era of astrophysics referred to as Multimessenger Astrophysics (MMA) [6] that, in order to fully understand the physics behind the event, depends on time-sensitive, coordinated and cooperative observations with multiple types of instrumentation. See Figure 1 below.

However, the current approach to MMA is growing in an adhoc basis and without structure that enables all potential contributors to participate. Additionally, a future architecture is desired to provide autonomous upload to multiple platforms based on ground asset observations such as gravitational wave observations from Laser Interferometer Gravitational Wave Observatory.
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Fig 1. Multimessenger Astrophysics relies on multiple distributed sensor platforms

Multimessenger Astrophysics and the related field of Time Domain Astrophysics (MMA/TDA) are, by design, collaborative disciplines and with the prioritization of MMA and TDA in the Astrophysics 2020 Decadal report it is imperative to establish a cooperative framework of networked communications to enable individual MMA/TDA to operate as a cohesive system. Progress in this field depends on many stakeholders working together efficiently; not only scientists from the astronomy and physics, ground- and space-based communities, but also engineers, software developers, data, and communication scientists, and more. 

The eruption of commercial companies offering Earth Science data (e.g., Planet Labs, Spire) provides a new paradigm for the field, greatly supplementing the diversity of observations. Current models using data from government agencies, such as NASA and National Oceanic and Atmospheric Administration (NOAA), and international assets, predict what future observations would be most beneficial and inform the observation plans. To incorporate data from commercial assets requires calibration of those commercial sensors and measurements, followed by integration of those data sets to enhance the models and improve the predictions. 

This paper describes NASA GSFC’s approach to catalyzing and enabling such an approach. In Section 2 we describe the design reference missions (DRMs) used to identify the needed capabilities, Section 3 describes the capability gaps and approaches to closing those gaps. Section 4 concludes the paper with a summary of potential impacts. 
2. Design Reference Missions 
Cooperative and/or shared event-driven operations, data capture, and analysis, and the increased spatial, temporal, and spatial resolution that networked systems can provide, markedly increases the science impact of a broad range of missions. The mission architectures include constellations comprised of space- and surface-based homogeneous or heterogeneous assets, and systems that cooperatively and opportunistically form systems-of-systems to achieve outcomes not realizable by a singular asset. They also include systems whose location and attitude are accurately known and precisely controlled to implement large aperture and long baseline sensors not achievable by traditional means. 

A critical question to address is what capabilities and concepts of operation are required to enable these mission types.  To answer the question, the GDSM team defined near- and further-term design reference missions (DRMs).   The more distant DRMs fully integrate the suite of capabilities required to execute an impactful mission, while the near-term missions serve as waypoints in an agile design-build-learn development cycle. 
2.1 Constellation 

Understanding the spatial and temporal dynamics of the upper Earth atmosphere requires multipoint observation across a region that surrounds the planet.  The suite of instruments hosted by spacecraft in the Geospace Dynamics Constellation (GDC) mission will address this challenge (see Figure 2 below). 
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Fig. 2. GDC will probe how the high latitude ionosphere- thermosphere system responds to variable solar wind/magnetosphere forcing and how internal processes in the global ionosphere-thermosphere system redistribute mass, momentum, and energy.
Yet, the mission offers several “what if?” science enhancement scenarios.  The instruments currently sample their environment at a predefined static cadence.   But what if the observations could also be responsive to the dynamics of the environment?  And by doing so, capture infrequent yet valuable science?  What if assets external to the GDC architecture could inform the constellation about regions of intense magnetic activity in its orbit that could also yield high-value science aligned with mission objectives? And what if geospace dynamics models running ground- or spacecraft-based models could also inform the constellation of such regions?
These what-if scenarios form the basis for a near-term DRM. Expanding a constellation for full global coverage, as provided by a Walker Delta constellation, provides near-continuous observations of ephemeral or unpredictable processes of interest, termed events. Examples include gas release, exospheric changes, or possible plume activity, as well as thermal or magnetic anomalies and tectonic activity in the e.g., Saturnian or Jovian systems, or fires in the Earth system. 

The constellation DRM stresses numerous capabilities – event detection and response, intra-fleet and Earth communication, node and fleet-wide planning and scheduling, guidance, navigation, and control, and mission resilience – all executed in an autonomous manner independent of Earth-in-the-loop, thereby enabling observability of these ephemeral or rapidly evolving events. As such, this generalized DRM provides relevance for a range of missions across all science areas with the scientific goal to return information about the statistics of events, as well as direct observations, such as imaging or in situ sampling, of specific events, in priority order across the constellation.

The DRM is augmented with stressors raised by other relevant near Earth and deep space mission architectures that expand on these architectures with applicable guidance, navigation, and control challenges.

2.2 Precision Formation Flying

A precision formation flying (PFF) mission architecture differs considerably from a constellation yet, also achieves its objectives from distributed assets acting as a cohesive system. A virtual sensor is implemented by two or more craft that maintain precise six degrees of freedom (orbit and orientation) knowledge and control. The architectures range from a two- or three-craft Detector-Sensor with inter-spacecraft distances ranging from single digit to hundreds, or in extreme cases, millions of meters, to a multi-craft swarm (see Figure 3 below) comprised of nodes that implement a cohesive sensor fabric that targets interferometry via a large virtual aperture.  
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Fig. 3. Orbit and orientation of all spacecraft in swarm are tightly controlled to create a virtual aperture.

The long baselines of these architectures virtualize rigid structures that cannot be implemented via traditional single-body telescopes.  Their required spacecraft position control and knowledge scales inversely with the wavelength of the measured phenomena. 

The GDSM precision formation flying DRM targets the Coronal Microscale Observatory [7] (see Figure 4 below).  This Heliophysics mission concept will identify the basic properties of primary heating events in the solar corona and the role of primary heating events in the formation of the solar wind via a EUV telescope with a 100 m focal length.  Interspacecraft separation (±15 mm) and transverse alignment (±0.5 mm) knowledge requirements and attitude control of the individual spacecraft (±5 arcsec) are challenging, yet attainable.
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Fig. 4. Schematic of the Coronal Microscale Observatory- a three-body distributed telescope.

3. DSM Capability Areas
To enable the complex behaviors required by DSMs, several key observatory and infrastructure capabilities need further development.  Clearly, additional on-board autonomy and the associated processing capabilities are needed to handle the large clusters or constellations of a DSM.  Associated with that autonomy is event-driven actions, whether in response to an evolving science observable, managing a spacecraft’s orbit and attitude, a system fault, or an adjustment in the mission priorities.  The complexities of the science and responsive remote operations necessitates a weighted fusion among different observations to evolve the metric(s) for identifying and prioritizing data and to predict and then achieve expected or estimated outcomes. Fusion also brings the complexity of trying to integrate dissimilar resolutions and sampling rates to generate integrated products of interest.  To enable such complex behaviors, new communications capabilities will be needed to coordinate amongst the DSM constellation or any participating federated parties. This includes inter-satellite links, open standards for conveying detected events and relevant spacecraft and system information, as well as appropriate location information to aid a local DSM node in determining its best course of action to support mission needs. Handling larger collections of spacecraft cooperating for a mission requires new paradigms to autonomously manage navigation, guidance, and control of the various spacecraft to reduce the workload of the mission operations personnel to manageable levels.  In many cases, the event-driven nature of the missions do not allow for ground-in-the-loop decision making for planning activities.  As such, the onboard automation and autonomy will need to be able to perform the detailed replanning for events as they are identified within a broad set of identified priorities. In conjunction with the complexities of managing a large fleet of spacecraft, the onboard systems will need to play a larger role in identifying, avoiding, and resolving onboard issues and failures. Given the complexities of the autonomous and artificial intelligence/machine learning algorithms, improvements in onboard processing capabilities are needed to support the resource demand.  And to help development of the concepts, an open simulation and test environment is needed to rapidly assess and provide feedback on the performance and functionality being evolved. As a framework for a collective suite of missions across governments, industry, and academia, the GDSM relies on an open architecture to embrace collaboration and inclusion and enable extensible and flexible systems that evolve to achieve the envisioned transformational science and space operations. 

3.1 Open Architecture Framework

Traditional space mission analysis and design practices identify two types of communications data: (1) mission data, such as data from the science instrument sent to a Science Operations Center, and (2) engineering data, such as spacecraft tracking, telemetry, and command data sent to or received from a Mission Operations Center [8]. Our research highlights event notification data as a third overlapping data type that is key for realizing open DSM architectures. 
Event notification data serve as the application-layer interfaces among the elements in a distributed system [9], [10]. Within the context of a DSM, notification data are messages whose purpose is to convey pertinent science, engineering, environmental and operational status, planning, or state change information to the DSM elements. Notification data messages are the inputs consumed by, and outputs supplied by, agents and algorithms embedded within the elements of a DSM. The notification data flows among DSM elements effectuate adaptive and responsive behaviors by synchronizing and orchestrating the DSM elements in pursuit of system-level objectives. 

Generally, notification messages are disseminated by multipoint “publish-subscribe” data flows using terrestrial and space data networks, although peer-to-peer topologies are also suitable for some DSM classes such as PFF DSMs. Globally standardized event notification message structures and contents enable open collaboration and participation among diverse heterogeneous sets of observatories in DSM scenarios. Furthermore, standard notification messages can mitigate the amplification of communications network service demand and increased traffic that would otherwise occur when realizing multipoint space data flows. For example, a global broadcast communications service for sending standardized DSM synchronization and orchestration messages to space-based DSM observatories could alleviate the service scheduling bottlenecks and resource constraints present in traditional direct-to-earth and space relay communications networks [11],[12].  
Timeliness metrics serve as important design suitability indicators in a DSM trade study. The timeliness requirements for notification data production, consumption, and flows among the DSM elements are driven by the system-level synchronization and orchestration needs of a particular operational scenario. The Systems Modeling Language prescribes a cohesive set of descriptive system representations useful for the definition, exploration, and analysis of alternative structural and behavioral relationships among DSM elements [13]. As an example, consider a case where a DSM function may be technically easier and lower cost to implement on the ground but could result in faster response times, and therefore greater scientific observation yields of a transient phenomena, if the function were implemented by the DSM space segment. Systems Modeling Language provides the syntax and semantics for illustrating the alternative functional allocations to the ground and space segments. Quantitative modeling, simulation, and higher-fidelity realizations of alternative architectural implementations provide data to inform the complex multivariate tradeoffs that arise in the design, development, integration, test, operations, and evolution of DSM elements individually and as a whole. The realization of an open DSM architecture is thus facilitated by a digital engineering environment in which such tradeoffs can be examined comprehensively and over time.
3.2 Agent Architecture 

Within the open architecture, the GDSM employs an agent-based architecture for intelligent reasoning and decision-making. An agent architecture specifically facilitates coordinated, contextual reasoning within a dynamic system including both the physical environment and other agents in the environment. The agent architecture is generalizable to all systems and subsystems in the constellation. 

To this end, GDSM recommends the use of a hierarchical, decentralized reasoning architecture, where all entities are represented as “agent” types. Each agent can interact with its environment through either acting or perceiving [14]. Typically, an agent will act rationally upon its environment with consideration of its perceived information about that environment. 
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Fig. 5.  Agent and Environment relationship.
In traditional, single-craft spaceflight, perception happens using sensors onboard, and actions happen through actuators, either triggered from onboard logic or ground control commands. In the constellation case, this paradigm needs to be re-purposed toward a multi-agent case, where the environment includes both the physical space environment perceived through sensors, and other agents in the constellation (see Figure 5 above). Moreover, actuation would need to happen in a coordinated manner, so would need to happen at both a single agent and multi-agent level. To cater to this hierarchical schematic, an agent/meta-agent architecture should be employed, where each agent has its own representation of its parent meta-agent (see Figure 6 below). 
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Fig. 6. Agent/Meta-Agent Hierarchy
3.3 Intelligent Science Payloads

Intelligent science payloads (ISP) are subsystems within the DSM with Swift as an example – this has intelligent payload systems that communicate to the spacecraft to tell it where to point and to decide for themselves what the optimum data mode is for the science and what data products to deliver to the ground for follow-up action to be taken. Similar intelligent payloads have been deployed successfully across a range of primarily astrophysics, heliophysics, and Earth science missions. Only limited ISP have been used in planetary missions to date, often due to the paucity of available training data, testbeds, and limited computational resources and bandwidth. Single systems, such as the Autonomous Exploration for Gathering Increased Science (AEGIS), which is currently being used onboard the Mars Science Laboratory (MSL), have been used to autonomously interpret visual images to aid in sample selections for the ChemCam instrument and processing 

There is an immediate need for the host spacecraft or multiple spacecraft in the constellation to execute decisions based on new observations. Artemis and Moon to Mars could combine efforts for early identification of a space weather event to alert astronauts on the lunar or future Martian surface. Several possibilities for integration are readily available across Earth Science: The Fire Information for Resource Management System (FIRMS) distributes Near Real-Time (NRT) active fire data from the Moderate Resolution Imaging Spectroradiometer (MODIS) aboard the Aqua and Terra satellites, and the Visible Infrared Imaging Radiometer Suite (VIIRS) aboard Suomi National Polar-orbiting Partnership (S-NPP) and NOAA-20 (formally known as Joint Polar Satellite System (JPSS)-1). Globally, these data are available within three hours of satellite observation, but for the US and Canada active fire detections are available in real-time. NASA FIRMS uses satellite observations from the MODIS and VIIRS instruments to detect active fires and thermal anomalies and deliver this information in near real-time to decision makers through email alerts, analysis ready data, online maps and web services [17] (see Figure 7 below).  However, a significant number of fires are missed due to lack of coverage and sensitivity. Cooperative global observation with sensitive intelligent payloads could improve coverage and detection and decrease time to deliver alerts.  
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Fig. 7. Fire indicators from the FIRMS website

For heliophysics, the MMS mission provides opportunities in leveraging onboard positioning information to allow for the protection of sensitive instruments as the formation enters and exits the Van Allen belts.  And there are other possibilities of derived science benefit from the various onboard instruments cooperating to derive new information for decision-making.

3.4 Communications 

Communications capabilities play a key role in the interconnections between DSM mission nodes, ground assets, and overall end-to-end communications. The communications element within the DSM ecosystem is focused on all aspects of multi-asset / multi-node communications, including communications between nodes, as well as communications to/from terrestrial operations centers / ground stations as shown in Figure 8 below.
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Fig. 8. Multi-node communications

A few examples of key capability areas being analyzed as efficient options for future missions are as follows:

· Mesh Communications
· Dynamic Communications
· High-Rate Communications
· Return Data Prioritization
· Data Routing
The main goal of these capabilities will be to implement autonomy as much as possible, reducing the amount of dependence on human intervention. The less human intervention required, the more capable the DSM will be to perform mission tasks without waiting for long distance communications to provide instructions, human decisions from far away distances (limited to observable data / feedback). This will require close collaboration with other capabilities and elements such as on-board processing, artificial intelligence/machine learning (AI/ML), which traditionally haven’t been considered part of Comm capabilities, but now become critically important cross-cutting capabilities that work together to orchestrate operations including communications.  

Synergistic elements and capabilities to be collaborated with: 

· Agent Autonomy

· Data Resampling and Fusion

· Autonomous Navigation, Guidance, and Control 

· Position Relative Navigation

· Onboard Processing

When approaching the communication system requirements for the DSM reference mission mentioned above, it is most effective to start by assessing the communications needs from an end-to-end standpoint, and then dive down into specific systems, subsystems, and components. 

3.4.1 Inter-spacecraft Technology 

DSM Communications capabilities and associated trades are driven strongly by inter-spacecraft topology. Specifically, there are mission driven communications / networking schemes that can follow a mesh network approach, ring network or multi-hop approach, or aggregation point relay approach (to name a few examples) that all have different data flows. The topology or data flow schemes should be driven by mission operations concepts and requirements. For example, a true mesh network may be more appropriate for a situation where any node needs to be able to communicate with any other node, and there are multiple proximity nodes in view. Alternatively, in operations concepts where the nodes may not have direct visibility with each other, but have access to a common relay point, then a relay aggregation topology may be more appropriate.  In addition to the data flow and visibility considerations, it is also important to address the interoperability and interfaces related to the multiple layers of the communications stack most commonly associated with inter-satellite links (physical, link, network, application). It is highly beneficial to define interoperability specifications between constellation nodes to maximize flexibilities and efficiencies within the constellation. 

3.5 Autonomous Navigation, Guidance, and Control 

Missions in highly dynamic environments when round trip light time with Earth limits the ability to optimally perform maneuvers or retargeting in a timely manner, or when line of sight to Earth for commanding is occulted, dictate the need for autonomous onboard operations that can respond appropriately to meet the mission objectives. Distributed systems must prepare to perform coordinated sensing, which may require a change in the orientation or translational alignment of the sensor or host(s) of the sensor(s). This holds true for constellations that offer global coverage of a celestial body, for a multi-craft formation designed for temporal and spatial sensing or that create a virtual sensor, and for precision formations of two or more spacecraft that must maintain precision six-degree alignment of, for example, a sensor and detector at specified large distances.

To enable efficient, effective, and timely dynamic changes among the distributed suite, GSFC embarked on development of the autonomous Navigation, Guidance, and Control (autoNGC) flight software (FSW). Starting from the successful autonomous navigation FSW known as Goddard Enhanced Onboard Navigation Software (GEONS) [18],[19], autoNGC extends the multi-spacecraft onboard orbit and time determination to incorporate six degree of freedom estimation, guidance, and control [20]. The name autoNGC represents a suite of applications (app) on the core Flight Systems (cFS) software framework that each serve as an interface for the functional element app, all orchestrated by an executive. Commensurate with GSFC’s emphasis on a Distributed System Mission framework, by providing an interface to the functional app, autoNGC enables a plug and play architecture to swap in alternative applications to execute the function. Figure 9 pictured below illustrates the autoNGC interface apps in purple ovals and the GSFC instantiation for each of the functions in blue rectangles.
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Fig. 9. autoNGC Interface Applications in the Core Flight System Framework

The core Flight System open-source software framework [21] is platform and project independent. The set of reusable component-based software applications can be tailored to the execution environment. This allows cFS to support both a test environment and an embedded system without software changes. Defining interfaces between cFS and each of the autoNGC principal functions allows the flow of publish and subscribe protocol between autoNGC apps as well as with other cFS functional apps. Subscribing to the cFS Planning and Scheduling messages, subsequent autoNGC actions address the need for distributed mission responsiveness to observed or time-driven events. 

With flight heritage dating back to the 1990’s, GEONS includes algorithms for absolute and relative simultaneous sequential estimation for multiple spacecraft using an Extended Kalman Filter. The measurement models include one-way metric tracking from Earth-based network communication systems, as well as relays and satellite-to-satellite links; Global Navigation Satellite Systems; X-Ray Pulsar navigation; optical (image-based) navigation from celestial objects, near-body, or terrain relative; and directly sensed acceleration [22]. After 2015, GEONS was translated into a functional application for the core Flight Systems (cFS) software framework. autoNGC incorporates an orbit determination functional interface to allow other orbit estimation FSW to replace GEONS if desired.

The maneuver planning interface was similarly designed to adopt different functional FSW tools. This adaptivity has been demonstrated through the use of three different trajectory optimization software apps to date. The forward shooter may be suitable for an interplanetary cruise phase, while a co-location algorithm may be best suited to maintain specified longitude and latitude stationkeeping boxes for a globally distributed constellation.

Similarly, the interface for a spacecraft controller to achieve orbit and attitude objectives allows for different algorithms, such as a Proportional Integral Derivative linear feedback controller or a Sliding Mode non-linear controller. The selected functional FSW for control depends on the distributed mission construct. 

Under a recent DRM that analyzed a Walker-Delta constellation of 24 spacecraft around a planetary moon, the primary autoNGC functions to support the mission included: maintenance of a stationkeeping box for each spacecraft in its respective constellation node; reorienting the spacecraft bus to point a sensor at the expected phenomenology in response to a science event as dictated by Planning and Scheduling; sensor processing of optical navigation and intersatellite crosslink pseudorange, Doppler, and time transfer for orbit estimation; and fault management associated with each of these functions. While each spacecraft executed as a meta-agent, the need for a constellation-level meta-agent that reigned over the whole fleet became clear. The constellation meta-agent contains enough insight into the predictive state of each nodal meta-agent to inform appropriate NGC decisions across all or parts of the constellation and deconflicts resource demands and system constraints. Performance metrics and fault detection and recovery play key roles in assuring that each autoNGC agent meets the mission objective set by the Planning and Scheduling and provides telemetry to the meta-agent and end user. 

autoNGC serves as the unifying core of an integrated navigation, guidance, and control system that is a mandatory element to achieve time- or dynamically driven objectives for distributed systems. By defining interface apps based on the cFS framework, autoNGC affords missions the flexibility to tailor sensors, actuators, and functional algorithms according to mission needs.
3.6 Planning and Scheduling 
To manage larger fleets of spacecraft, the model whereby each spacecraft is individually managed on the ground is not scalable.  As such, the spacecraft needs to autonomously manage itself to the extent feasible and practical.  The DSM concept also has event-driven reaction times that may be too tight to support ground-in-the-loop control, such that the spacecraft automation needs to include capabilities of redirecting its actions without external control.  

To meet these challenges, the GDSM effort aims to provide fleetwide planning and scheduling automation to enable the envisioned concepts of operations.  The architecture for the planning and scheduling functionality is decomposed into three elements: a constraint-based scheduler, a cross-node coordination element, and a prioritization manager meta-agent that arbitrates resource constraints amongst the various onboard agents and external commands.  The first step in the research is exploring different machine learning algorithms for event-driven scheduling to determine the advantages and disadvantages of various options, as well as investigating means to train such systems.  The algorithms are initially being developed and tested utilizing 2-D continuous-control environment with dynamically generated maps containing stochastically placed events of interest to explore how the autonomous systems can respond.  This environment will allow developers to quickly test and tune algorithms and compare figures of merit against different implementation to identify the best path forward.  As development continues, the GDSM will port the algorithm into the cFS-based agent framework and test in a high-fidelity DSM emulation environment.
There are a variety of options relating to constellation management, in that there can be a centralized fleet controller, or the fleet can distribute the fleet management function across the various nodes in either clusters or in whole.  The path being explored here is the more complex whole fleet distributed control.  In this configuration each spacecraft will self-plan and alert the fleet of its intent and current state.  Each node in the constellation can take this information under consideration when determining its new intended plan. The constellation coordination function aids in exchanging relevant event information and sufficient ephemeris knowledge to enable the individual fleet nodes to self-manage their operations as best fits the mission objectives.

3.7 Fault Detection and Mitigation 

      To eﬀectively perform science with coordinated multiple spacecraft, DSMs require intelligent onboard fault management and resiliency to maintain functional health of the constellation. This is particularly vital in the case of anomalous faults incurred in non-trivial or harsh space environments. To this end, methods for enabling onboard reactive diagnostic measures in an intelligent multi-agent system (MAS) paradigm to perform node- and system-level healing must be considered. For example, in order to successfully achieve mission objectives, autonomous coordinated navigation and formation flying must be resilient to the propagating eﬀects of mishandled faults. Coordinated behavior of the group relies largely on fault-diagnosis algorithms to handle faults expeditiously [29]. Without an onboard MAS fault diagnosis capability, DSM would depend on traditional, ground control-based fault isolation and recovery, which introduces possible time delays due to bandwidth, proximity, and other communication related factors. Additionally, self-healing in DSM is especially crucial in time latent scenarios. For example, in coordinated advanced maneuvers such as the double lunar swing-by, coordinated fault mitigation is necessary, since a fault in one spacecraft must be communicated to the entire constellation to ensure a successful maneuver [24]. Onboard fault diagnosis in this setting would enable this necessary system coordination, resilient to ground-control communication time delays.

      Recent work in self-adaptive multi-agent architectures has shown great promise in distributed power systems [32], distributed software systems [31], multi-vehicle systems [30], and context aware domain agnostic systems [25]. Specifically, the necessity for both an individual (node) and cooperative (system) level diagnosis policy in self-healing distributed systems is undisputed [33],[26]. To apply this concept to a DSM architecture, an onboard mission application must be able to self-diagnose for root cause in detected faults, communicate health and status to other spacecraft, and apply suitable adjustments to the constellation.

      The path toward onboard coordinated fault diagnosis by the GDSM includes four key areas of research consideration. 

1. Individual satellite (node-level) fault diagnosis

2. Constellation (system-level) fault mitigation

3. Design reference mission (See section 2) 

4. Integration/interplay of research areas 1 & 2 within the scope of area 3. 

      To address research area (1) requires developing intelligent methods for onboard fault diagnosis and recovery in a single spacecraft [27]. To start, conventional/traditional onboard fault diagnosis and mitigation techniques must be evaluated in a breadth-based study. Findings may include onboard fault logic trees or preemptively developed Failure Mode and Effects Analysis (FMEA). These methods will handle automated diagnosis of nominal faults (preemptively considered faults). Research area (4) implements the appropriate scope and design, with consideration of hardware and DRM application. Next, adaptive methods for onboard fault diagnosis are needed to augment existing onboard fault mitigation constructs. These methods leverage artificial intelligence-based tools for diagnosis, enabling autonomous diagnosis of anomalous/off-nominal faults (novel or unexpected faults). To address research area (2) requires investigating a similar breadth-based review of fault handling methods in deployed multi-agent systems. It is recommended that a traditional, well-tested approach is used to structure fault handling. Moreover, the choice of constellation-level fault mitigation should be compatible with overall mission MAS choice. To address research area (3) requires conducting an evaluation of the chosen DRM or target mission and applicability against its general constellation functionality, to inform final integration step. Lastly, to address research area (4), requires integration and iterative reassessment/adjustment of all chosen constructs. 

3.8 Onboarding Process
The focus areas discussed in this paper require significant advancements and versatility in onboard processing capabilities.  Distributed systems mission concepts offer unique opportunities to capitalize on intelligence and autonomy, but also incur the need for complex communications network architectures, system-wide decision making, and intensive science data collection and processing. Additionally, many of the reference missions evaluated indicate a need for different and scalable implementations of onboard processing and command and control architectures.  It may be feasible to install high performance space computing architectures onto a single spacecraft or a parentship supporting a DSM concept; however, the size, mass, and power (SWaP) implications associated with that processing power may preclude their use on the corresponding child-ships or missions of many systems.  Deployments to deep space planetary targets would be especially challenged in terms of individual spacecraft volume, mass, and power budgets, yet still require all of the complex processing capabilities described.  To be specific, the GDSM thrust requires a multitude of onboard processing capabilities, that span the trade space between high performance space flight computing, AI and ML accelerated data processing, and ultra-low power consumption edge data processing cards. 

To this goal, GSFC is well-positioned to develop some of these onboard processing systems, and to leverage advancements being made in the commercial space data processing sectors.  In fact, several GSFC data processing product lines have been advancing towards these objectives in recent years, and with demonstrated flight performance are ideal candidates to support the DRM concepts.   

The NASA GSFC Modular Unified Space Technology Avionics for Next Generation (MUSTANG) architecture fulfils the need for small/mid-size instruments and spacecraft, and provides state-of-the-art and radiation hardened (rad hard) capabilities for conventional spacecraft functions, data storage, and onboard processing. [33] The form factor for MUSTANG cards comes in at 5.25” x 8.00” (mm x mm) which puts it in between 3U and 6U cubesat form factors.  The modularity aspect of the MUSTANG design allows it to easily scale in its capacities for onboard storage, communications, and data processing, making it an ideal candidate for a parentship architecture supporting a DSM.            

NASA GSFC’s SpaceCube Platform and card lineup fulfil the needs for high performance space flight computing capabilities, and supports massively parallel processing applications, with a proven track record of on-orbit success and reliability [34]. The SpaceCube 3.0 comes in a 3U SpaceVPX form factor, and employs Xilinx Zynq UltraScale® plus multiprocessor system on a chip (MPSoC), and Xilinx Kintex UltraScale® field programmable gate array (FPGA) devices to offer orders of magnitude higher operations per second and data throughput versus conventional state of the art rad hard processing platforms.  These features make a SpaceCube 3.0 an ideal platform to fulfil both parentship, and data intensive child-ship configurations.           

Fulfilling the needs of scenarios faced with the most extreme SWaP constraints; the SpaceCube Mini line offers processing products in a 1U form factor [35]. These stand to offer high performance computing, especially low power consumption, and specific card and chips to support and accelerate AI/ML processing applications.  To complement the SpaceCube Mini data processing, GSFC developed the Modular Architecture for a Resilient Extensible SmallSat (MARES) avionics platform, which draws from the best features of MUSTANG, but adapts them to the 1U form factor and needs, to enable a complete cubesat bus architecture. [36] This combination of capabilities, size, and power, makes the SpaceCube Mini and MARES line-up ideal for DSMs.

DSM mission concepts emphasize potential applications for AI and ML algorithms, to achieve goals for data classification, situational awareness, and overall spacecraft and system autonomy. These types of data processing algorithms can be run on conventional space flight processing platforms with limited efficiency; however, they are much better suited for highly parallel processing architectures like graphics processing units, and purpose-built AI/ML processing hardware.  To achieve these goals, and operate reliably in space flight environments, the SpaceCube line developed a purpose-built card known as the SpaceCube Low-power Edge Artificial Intelligence Resilient Node (SC-LEARN) [37]. The SC-LEARN processing card features a configurable system with three Google Coral Edge Tensor Processing Units (TPU), which allows the design to be optimized for high performance processing, high resilience and fault tolerance, or low power operations with cold sparing.  SC-LEARN provides this capability in a 1U form factor which can be combined and implemented with SpaceCube-, SpaceCube Mini-, and MARES-based cards and system architectures.

Lastly, while NASA and Goddard have been working towards developing the processing capabilities needed for these missions, there is significant research and investment ongoing in the commercial space sectors in these areas as well. The Open Architectures principle is critically important for the overall GDSM effort, and that includes the need for systems and hardware provided by one developer to be compatible and interoperable with hardware provided from other participating developers.  NASA intends to work with industry to leverage and further advance the collective space processing capabilities [38].
3.9 DSM Whole System Digital Transformation Strategy
      A Whole System Digital Transformation (WSDT) strategy will provide an interconnected infrastructure, environment, and methodology (process, methods, and tools) that will enable seamless mission analyses, simulations, and interactions across the NASA Mission Lifecycle (conceive, design, develop, test, and operate) [39] in collaboration with multiple internal and external stakeholders in a systemic manner to create a whole greater than the sum of its parts. The WSDT strategy will align with the NASA Digital Transformation Initiative and will also draw on key aspects of the DoD Digital Engineering Strategy [40],[41]. The three fundamental areas of the DSM WSDT strategy include a digital engineering ecosystem, mission simulation and modeling, and an open architecture framework.
3.9.1 Digital Engineering Ecosystem 

      The Digital Engineering Ecosystem (DEE) will provide an infrastructure that connects digital and physical environments across the mission lifecycle. The DEE will target the following initial capabilities: 1) cloud hosting to provide a flexible, scalable, and extensible infrastructure; 2) modular platform through containerization strategies and other techniques for abstraction; 3) support hardware-in-the-loop for simulation and testing; 4) integration with Model-Based Systems Engineering (MBSE) tools to improve requirements traceability, handle complexity, and reduce costs associated with a document-centric systems engineering approach; and 5) multi-messaging to enable an event-driven architecture. An initial goal is to provide a simulation testbed that is required to rapidly assess and validate DRM concepts and designs. The DEE will target existing NASA investments in Government off-the-shelf (GOTS) products and services and/or Commercial off-the-shelf (COTS) products. An example of an existing NASA investment is the Mission Cloud Platform (MCP), a NASA Managed Cloud Environment (MCE) that provides common services, common security controls and monitoring, cost management and billing, and other administrative activities. MCP will provide cloud infrastructure to host containerized flight software and simulation packages, middleware, and/or engineering tools. Another example of an existing NASA investment is NASA Operational Simulator for Small Satellites (NOS3), a suite of tools developed by NASA’s Katherine Johnson Independent Verification and Validation (IV&V) Facility that enable multiple developers to build and test flight software with simulated hardware models [42]. The DEE will also assess NASA investments in multi-messaging products and services such as the NASA New Observing Strategies Testbed (NOS-T) implementation of Solace [43] and/or the Gamma-ray Coordinate Network (GCN) Time-domain Astronomy Coordination Hub (TACH) [44] Confluent Kafka implementation.
3.9.2 Mission Simulation and Modeling 

Mission simulation and modeling will provide a capability to simulate operations of large constellations, algorithmic concept exploration, capability integration, command and control, flight software updates, and anomaly investigations. Algorithmic concept exploration will enable external parties to bring modules for integration and will allow DRM to explore heterogenous coordination concepts such as space-to-space and space-to-ground based networks. Mission simulations will contain models of the environments of which the asset operates, will contain models of spacecraft state and how the asset interacts with surrounding environment, and models of how spacecraft hardware will interact with spacecraft state and the environment. Outputs of the simulations and model-based approaches will provide analysis and verification of capabilities against mission concepts, requirements, and performance specifications. 

4. Conclusions 

      The National Academies have prioritized the pursuit of new scientific discoveries using spatially diverse and temporally coordinated measurements from multiple types of ground and space-based observatories. Such distributed system missions leverage investments from across NASA’s science portfolio and deliver complimentary datasets bearing on NASA’s most ambitious scientific investigations. Networked communications enable such measurements by connecting individual observatories and providing a basis for common timing, position, and other necessary functions. Autonomous agents within the observatories and support infrastructure achieve the cohesive and purposeful objectives of a distributed system mission. This paper has highlighted our approach to develop the underlying capabilities needed to fully realize the potential of DSMs using an open architecture, whose development, implementation, and evolution is ensured by a model-based whole system digital environment.    
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