
Will AI Foundation Models Transform Scientific 
Research?

Dr. Rahul Ramachandran* 
Senior Research Scientist, NASA/MSFC 

Project Manager, IMPACT

Contact:
rahul.ramachandran@nasa.gov



● Programmatic Overview (drivers)
● Inflection Point in AI

○ Foundation Models
● Large Language Model - Foundation Model Exemplar 
● Geospatial Foundation Models

○ HLS - Optical Remote Sensing Data
○ Weather/Climate (initial results)

● Summary
○ What will the future look like?
○ Takeaways/Challenges

Presentation Outline



Programmatic Overview



Value of Our Science Data
 Established by NASA in 1958
 Experimental satellites developed with the Weather Bureau 
 First launched in April 1960 
 Series continued into the 1980s

Observation of anomalous cloud lines in the TIROS satellite imagery by 
Conover (1966), which he attributed to the impact of smoke emissions from 
ships on marine stratus clouds (Noone, 2000). Twomey et al. (1968) later 
showed that this phenomenon is caused by aerosols in ship exhaust 
functioning as cloud condensation nuclei increases the albedo of clouds. 
Twomey’s work eventually motivated the research on the indirect radiative 
effect of aerosols, a field of research active to the present day.

TIROS-1 (or TIROS-A) was the first 
successful weather satellite launched by 
NASA NASA data changes the direction of science.



ESDS faces a scaling problem!

Metrics from 2022



Data + Tools/Infrastructure -> Enable Research Lifecycle

Building Blocks



How can we improve research process as well as lower barriers of entry for 
all users to effectively leverage complex scientific datasets?



Augmentation not Automation



Inflection Point in AI



Machine Learning
• Less brittle but labor intensive
• Demanding data prep and feature 

engineering

Deep Learning
• Automatically learn if you have 

enough labeled data
• Enterprise adoption limited by 

availability of labeled data

1980s 1980s to ~2010 Big data Massive labeled data 
+
Compute

Foundation Models
• Learn from lots of data without 

requiring labels
• Quickly adopt to enterprise tasks 

using limited labels

Self-supervision at scale
+
Massive unlabeled data 
+
Compute

2017+

Poised to Dramatically Accelerate Enterprise AI Adoption

Slide source: Raghu Ganti/IBM Research

Expert Systems
• Manually-crafted symbolic 

representations and rules
• No use of data and brittle



Foundation AI Models

● Pre-trained on a comprehensive data set and used for 
various downstream tasks

● Substantially reduce the downstream effort for building AI 
applications, including the need for large labeled training 
datasets 

● Model captures emergent behavior within the modeled 
system from the data.



What Are Foundation Models?

● Foundation models (FM) are AI models that are designed to 
replace task-specific models and be applied to different 
downstream applications.

● FMs are trained using self-supervised techniques and can be 
built on any type of sequence data.

○ Self-supervised learning removes the existing 
roadblock for developing a large annotated dataset 
for training.

● FM models have the following characteristics:
○ Leverage transformer architectures that utilize the 

notion of attention or self-attention allowing the 
network to model the influence of distant data 
elements on each other both in time and space

○ Can be applied to downstream tasks by using 
few-shot learning and fine tuning

○ Some have to be trained at scales that limits the 
ability to a handful organizations

Image source: Gartner Report - Innovation Insight for Artificial Intelligence 
Foundation Models, Published 27 Oct 2022



AI FM Adoption Both Upstream and Downstream



● Data: 13 actual budget estimates from MCE team
● Of 66 defined tasks for data ingesting and 

archiving, 22 can be augmented by AI.
● Greatest number of tasks (10) are in “Science Data 

and Engineering”.
● Greatest density of tasks are in “Science Data and 

Engineering” (10/19) followed by “Information 
Support” (2/4).

● Examples of potential labor savings include:
○ Streamlining user support with a chatbot
○ Write dataset documentation
○ Validation of delivered metadata (i.e., 

abstract quality control)
Box and whisker plot showing estimated savings by using NLP 
in data ingestion and archiving. Yellow line is mean, boxes are 
the 1st and 3rd quartiles, and whiskers show the range.

Impact of ML and AI on Mission Cost: Ingest and Archive



Downstream: AI Challenges in Earth Science

● Training data is the main component of 
supervised machine learning techniques and is 
increasingly becoming the main bottleneck to 
advance applications of machine learning 
techniques in Earth science.

● Geoscience models must generalize across 
space and time; however, for supervised 
learning one needs large training datasets to 
build generalizable models.

Potential innovative solutions in which to invest 
include techniques that require less data, such as 
transfer learning, representation learning, 
semi-supervised learning, and unsupervised 
learning.

Advancing Machine Learning Tools for Earth Science: Workshop Report  
Earthdata (nasa.gov)

https://www.earthdata.nasa.gov/learn/articles/machine-learning-workshop-report
https://www.earthdata.nasa.gov/learn/articles/machine-learning-workshop-report


Why Are FMs Important for Science?

● Time/effort required to build and run an application is 
low compared to building from scratch.

Scale of these models results in better 
performance for downstream tasks.

● FM-based applications show better accuracy 
over models built from scratch.

Drastically reduce the cost of entry to build 
downstream applications

● Make it easier to infuse AI into scientific research and 
analysis

● Remove the training data bottleneck
● Increase the use of NASA data

FM models for select datasets can accelerate downstream 
applications (data quality monitoring, feature detection, 
monitoring, anomaly detection, prediction)



Foundation AI Models for Earth Science Data

● Can we build foundation AI models 
for domains or representative types 
of data?

○ Optical remote sensing data, 
SAR, climate simulations

○ Can these models capture 
underlying physical 
processes?

⋮

Application 1

Application 2

Application n

Foundation 
Model

⋮ ⋮

Application 1ML Model 1

Application 2ML Model 2

Application nML Model n



Upstream: Large Language Models For 
Science
Collaboration with IBM Research



● Collected Earth science articles with a total of almost 6 million paragraphs
● Masked language modeling (MLM) is used to mask random words in the paragraph. The model trains by 

predicting the word and validating against the actual word.
● Initial model is trained using the abstracts from the collected corpus. 
● Model performance on downstream tasks is limited due to training limited to just abstracts and the use of general 

science vocabulary.

BERT-E



AI Language Model to Improve Operational Processes

Automated binning of SNWG surveys into 
NASA ES focus areas 

Augmenting facet design to 
improve search and discovery

Improving data stewardship by 
automating keyword

AI Language 
Model 



Train a new domain specific foundation model on Earth science literature that improves downstream tasks and 
enables information retrieval

Language Model for Earth Science 

– Models built using FM stack

– Standard RoBERTa base architecture (125M)

– 120k papers (after data preprocessing and 
duplicate removals, reduced from 275k papers)

– 64 NVIDIA A100 GPUs

– 10 hrs of training

– 67k words/GPU/sec throughput

CAPE increase due to [anthropogenic 
greenhouse warming].

The second most abundant element in 
the atmosphere is [oxygen]. 

[Oxygen] atoms combine to form 
dioxygen. 

An igneous rock is a rock that 
crystallizes from [magma]. 

An igneous rock is a rock that 
crystallizes from [igneous melt]. 

CAPE increase due to [weather].

The second most abundant element in the 
atmosphere is [water]. 

[The hydrogen] atoms combine to form 
dioxygen. 

An igneous rock is a rock that crystallizes 
from [ashes]. 

An igneous rock is a rock that crystallizes 
from [the ground]. 

Slide source: Raghu Ganti/IBM Research

NASA RoBERTa model Standard English RoBERTa



Using the Language Model for Question Answering

Proof of concept demo (IBM Research collaboration)



Enhancing Scientific Efficiency through AI (FIRMS Q&A)



Foundation Language Model for Science



Platform for Building LLM-Based Data Stewardship Applications



Downstream: Geospatial Foundation 
Models



● “Seamless” near-daily 30m surface reflectance 
record including atmospheric corrections, spectral 
and BRDF adjustments, regridding

● Merges Sentinel-2 and Landsat data streams and 
can provide 2-4 day global coverage 

Foundation AI Model for Optical Remote Sensing Data

Potential Revisit using
different Virtual Constellations

Harmonized Landsat Sentinel (HLS)



DATA ACCESS
• Downloading
• Streaming
• Sharding

HLS2 
DATA 

SOURCE
PREPROCESSING

• cloudy/cloud 
adjacent pixels 

• Filter based on % of 
NULL values

• Normalization 

PREPROCESSING
converts cloudy/cloud adjacent pixels to null values

DATALOADING
For multiple GPUS

MODEL

FOUNDATION MODEL
Considering:

• ViT (vision 
transformer)

• Spatio-temporal 
transformer

MASKING

MASKING
Considering:

• Random
• Square
• Pixelated, etc

TRAINING

LOSS

MASKING
Removing portion of image which will be inpainted by 

foundation model

Masked 
image

Inpainted 
image

LOSS
Considering:

• MAE
• MSE
• etc

Slide source: Raghu Ganti/IBM Research

HLS FM Training Pipeline



Pretrained Model

HLS FM Training Pipeline



HLS FM Downstream Adaptation



FineTuning

Prithvi (HLS FM) -  Fine Tuning Pipeline for Burn Scar

Attribution: Dr. Roy NASA/IMPACT UAH



Fire Scar Mapping
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      << Inference>> Insights:  Fire impact

IBM Research / © 2023 IBM Corporation

“Prompt”: Image(s) (spatial + temporal domains)
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Flood Mapping
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<< Inference>>  
(e.g., flood task)

Insights:  Flood impact

IBM Research / © 2023 IBM Corporation

“Prompt”: Image(s) (spatial + temporal domains)
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Multi-Temporal Crop/LC Mapping

● 3 cloud-free scenes of HLS predicting USDA CDL

● Overall comparable performance between Prithvi and U-Net baseline

● Prithvi has better performance with fewer samples for fine-tuning

Metric Prithvi U-Net
aAcc 0.6064 0.6305
mIoU 0.4269 0.4208
mAcc 0.6406 0.6191

Results using the full same size

Attribution: Dr. Alemohammad
                     Clark University



Gap Filling of Cloudy Pixels

● Filling gaps in the middle scene of a 

3-scene time series.

● Scenes are selected within a 6-month 

acquisition window

● Prithvi performs better across all 

sample sizes and converges faster. 

SS
IM

 

Prithvi

Original GAN Ground TruthPrithviAttribution: Dr. Alemohammad
                     Clark University



Dataset Trained on Merra2 dataset taking U500, V500 and Z500 
to see if model is able to learn dynamics and solve pde like 
shallow water equation.
Trained over 7 months, predicted over 1 month

Implementation

1. Defined 2 basis vector e1, e2 and 1 multi-vector e1e2

2. Take input multivector and create a dual function given by:
   a = a0 + a1e1 + a2e2 + a12e1e2
  (a0 + a12i2) + e1 (a1+a2i2)

Spinor Vector

3. Perform Real Fourier transform on each part and revert back and concatenate both.

Key Takeaway
1.Model is able to learn the dynamics related to geometry
2.Can be used to train the model to make it resolution invariant by mapping u(x) :à v(x)
3.Model computation may grow as we will need to perform FFT on vector and spinor part
4.Implementation with transformer can help in efficiently mixing tokens

Attribution: Dr. Roy NASA/IMPACT UAH

Weather/Climate FM: Clifford Fourier Neural Operator



Building Blocks: Future State

“most significant innovations end up 
generating second- or third-order 
effects that are difficult to predict in 
advance...” 

– Steven Johnson

Data + Tools/Infrastructure + AI Foundational Models -> Accelerate Research and Applications

Foundation 
Models



1. Linear Probing - retrain only a few top layers in the pretrained model
2. Fine Tuning - retrain the entire network, expensive
3. Prefix Tuning - add additional heads to the pretrained model

FM Adaptation: Shift in the way we will use AI Models

Foundation Model 
(Pretrained Model)

4. Prompt Tuning - Zero shot learning
5. In Context Learning 

-Few shot learning, Chain of Thought

AI/ML 
Expertise

Domain
Expertise

Iterative, human in the loop and requires 
informative set of attributes for the task and well 
crafted prompts



What Does the Future Look Like? (1)

LABEL

TRAIN
EVALUATE

PREDICT

Source: https://landing.ai/



Chappuis et al, 2022, Prompt–RSVQA: Prompting visual context to a language model for 
Remote Sensing Visual Question Answering, Computer Vision Foundation

What Does the Future Look Like? (2)



Foundation Models Schedule



"Discovery consists of seeing what everybody has seen and thinking what 
nobody has thought."

– Nobel Prize winner Albert von Szent-Györgyi



FM for Science - Challenges

Pretraining FM is not a trivial task.

Broader Goals  
● Understand the resources/infrastructure needed to build these models

○ Inform the teams responsible for infrastructure so that they can develop 
their roadmaps to align 

● Develop a “play book” to build FM for science
○ Systematic step-by-step approach from data set selection to release

● Develop community evaluation suite and benchmarks
● Foster collaborations in a sustainable manner 

○ Requires large teams with diverse expertise
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Backup



● Big data
● Management, stewardship, system
● Analytics, machine learning, and AI 
● Leveraging HPC and cloud platforms
● Development and MLOps

Organization to support different disciplines

Domain experts + data science team
solve problems, scale solutions to production

Data Science team provides competency in

Data Science teams can support multiple projects from different disciplines

Earth/Helio/Planetary/Astro/BPS and Other Domains

Data Science
and

ML Skills

Data
Management

Skills

Project leads

Product owners

Future
Teams

Program 
managers

Senior
researchers

Research
analysts

Data
architects

Data
engineers

System
architects

DataOps
engineers

ML
architects

Data
scientists

Machine 
learning 

engineers


