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SUMMARY & CONCLUSIONS
Common cause failures occur when several malfunctions are produced by a single event or process.  They are especially damaging when they eliminate an entire set of redundant systems and disable their intended function.  Redundancy is used when the individual system failure probability is unacceptably high.  Redundancy can improve the overall system failure probability if the failures are independent, but the reliability gain is limited if there are dependent failures having a common cause.  No amount of redundancy can reduce the total failure probability below the common cause failure probability.  Common cause failures defeat redundancy.  
Systems with high reliability requirements often use extensive redundancy.  These highly redundant systems rarely fail unless all the redundant components providing a particular function fail.  Complete failures of such highly redundant systems are then usually common cause failures.  Common cause failures are prevalent in highly redundant, high reliability systems.  Common cause failures dominate redundancy.  
Redundant systems may fail due to specification, design, manufacturing, operations, or maintenance problems that disable all the identical redundant systems.  Common cause failures typically account for one tenth of all failures.  If the failure probability is relatively low and common cause failures are significant, adding more than two or three redundant identical units usually gives little added reliability improvement.  Common cause failures can be reduced by using diverse components with different technologies and manufacturers, by separating and shielding subsystems, and by avoiding shared control, power, or location.  External events and shared vulnerabilities may still cause common cause failures.  
1. [bookmark: _Toc163570062]Common cause failures
Common cause failures occur when several system components fail due to a single incident or one precipitating factor.  Common cause failures are either same event failures, where the cause is one external happening, or same manner failures, where the systems fail in the same way for the same reason.  Same manner failures can occur at different times because of a design defect or a recuring external event.  Software can be a source of common cause failures when redundant computers run the same code.  
Redundancy is often used to improve reliability.  Most operational systems are designed as a single string or as a functionally integrated processor, where the failure of any component makes the entire system inoperative.  If the system performs critical functions that cannot be interrupted or if it can fail in unacceptably damaging ways, redundancy is often used to reduce the probability of failure.  Spare components or full systems can be stored or operated in standby mode and used to replace failed elements.  
The reliability gain from redundancy can be calculated.  If it is assumed that all the redundant systems have the same probability of failure, say F, and it is assumed that all the failure occurrences are independent, the probability that all N redundant systems fail is FN.  If this result was always correct, it would be possible to achieve an arbitrarily low redundant failure probability by continually increasing N, the number of redundant elements.  This is unrealistic because common cause failures can occur and disable all the redundant systems.  Common cause failures violate the assumption of independent failures since they depend on the same event or vulnerability.  
Common cause failures defeat redundancy.  No matter how many redundant units are provided, a common cause failure can eliminate them all.  The overall probability of failure of a redundant system can be reduced nearly to, but not below, the probability that a common cause failure will cause the overall system to fail.  Estimating and reducing the probability of common cause failures is fundamental in reliability design.  
As systems are designed for higher reliability by adding redundancy, their overall failure probability decreases, but the relative portion of common cause failures increases.  Common cause failures are the main cause of system failure in nuclear power plants [1] and in modern technological systems.  [2] Nuclear power plants have highly redundant designs intended to minimize the probability of failure.  The monitoring, control, warning, and safety systems are made highly redundant because of the extremely serious consequences of a breakdown.  Common cause failures dominate the failure probability in high reliability systems.  
2. [bookmark: _Toc163570063]The Beta factor model of common cause failures
The simplest and most common model of common cause failures is the beta factor model.  Suppose that the single system failure probability is F.  The fraction that of that single system failure probability due to common cause failures is ß, the beta factor.  This beta factor sets a limit on the ability of redundancy to reduce the failure probability.  The cost-effective level of redundancy depends on the beta factor and the single unit failure probability.  If the beta factor is b, and the single unit failure probability is F < 1, the common cause failure probability is b F.  The common cause failure probability, b F, is a lower bound on the redundant system failure probability.  
The probability of a single thread system failure is F =  T, where  is the failure rate and T is the mission duration.  The probability that an N redundant single thread system fails during the mission is FN.  If there are N redundant units with single unit failure probability F, the total failure probability with N redundant units is: 

FN = [(1- ß) F]N + ß F			(1)

The first factor, ((1- ß) F)N, is the probability that all N redundant units fail due to random independent events.  The second factor, ß F, is the common cause failure probability.  The probability that all N redundant units fail approaches zero for N large, so the common cause failure probability is a lower bound on the N redundant system failure probability.  No matter how much redundancy is used, the common cause failure probability remains, so it limits the overall system failure probability.  
The beta factor model illustrates how common cause failures dominate and defeat redundancy.  As the number of redundant units, N, increases, the failure probability due to independent failures of the redundant units decreases.  The common cause failure probability then dominates the total failure probability.  The common cause failure probability remains unchanged no matter how much the number of redundant units, N, increases.  The common cause failure probability defeats the purpose of redundancy.  
(More complex models of common cause failures consider the possibility that some but not all the redundant units fail due to a common cause.  Some common causes such as specification errors affect all units and others such as improper handling affect only a subset of units.) 
3. [bookmark: _Toc163570064]The expected range of beta factors
The beta factor is the probability that a failure has a common cause.  Since it is a probability number, the beta factor must be between zero and one, and it is usually relatively small.  Beta factors have a similar range in different types of systems and environments.  [3] 
“A conservative generic beta factor of 0.1 is likely to be adequate.  It is generally agreed that common cause failure probabilities represent, at most, typically a factor of 0.2 of the single component failure probabilities and this, therefore, would be a reasonable worst case scenario.  The best case scenario is that the common cause failure probabilities are zero.”  [4] 
A typical quoted minimum beta is 0.01 and a typical maximum is 0.20, but measured beta values can range from 0.001 to 0.30, as shown in Table 1.  


Table 1. Beta factors for different types of systems.  
	System type
	Low beta
	High beta
	References

	Safety systems
	0.001
	0.25
	[5], [6]

	Hardware systems
	0.01
	0.10
	[7]

	Nuclear power plant equipment
	0.01
	0.20
	[8]

	Electrical equipment
	0.01
	0.30
	[9]

	Nuclear power plant equipment
	0.03
	0.22
	[10]

	Nuclear power plant equipment
	0.05
	0.10
	[11]

	Safety systems
	0.11
	0.20
	[12]

	Average
	0.03
	0.20
	


The beta factor is 0.01 to 0.10 with good or adequate prevention of common cause failures, but it can reach 0.25 or 0.30 if there is insufficient effort to reduce them.  (The table does not include software.)  When data is not available, the beta factor is often estimated by assessing the quality of engineering and the extent of common cause failure prevention.  The methods used include expert judgment, qualitative estimates of the extent of common cause problems, and scoring a checklist of recommended measures to reduce common cause failures.  The checklist estimation method requires detailed knowledge of design, software, testing, environment, operation, maintenance, and training.  [5] [6] [9]
When little data is available, the beta factor may be estimated based on a general impression of the level of industry attention to common cause failures.  
“The first step in estimating the common cause beta factor is to assume a Maximum Common Cause Value (MCCV).  One of three possible values must be selected (10%, 20%, or 30%).  MCCV is based on judgment and experience and represents the maximum industry beta value based on a number of root cause considerations particular to the industry, such as its safety culture, management effectiveness, budget and schedule constraints, training effectiveness, maintenance program, and industry failure history.  For example, in an industry that has a strong safety culture compared to other industries, one might select the lowest level of MCCV = 10%.  Other industries that have a poor safety culture might have the highest MCCV = 30%.” [11] 
4. [bookmark: _Toc163570065]Effect of the beta factor on redundancy failure reduction
The beta factor (the common cause failure probability) sets a limit on the ability of redundancy to reduce the overall failure probability.  The common cause failure probability, b F, is a lower bound on the redundant system failure probability.  The cost-effective level of redundancy depends on the beta factor and the single unit failure probability.  
As derived above, if there are N redundant units with single unit failure probability F and common cause beta factor b, the total failure probability with N redundant units is: 

FN = [(1- ß) F]N + ß F		(1 repeated)

Taking logarithms and rearranging to solve for N, 

N = log (FN - ß F)/log [(1- ß) F] 		(2)

If ß = 0, N = log FN/log F and FN = FN, for an N redundant system with no common cause failures.  The formula for N cannot be solved for FN < ß F, since ß F is the minimum possible overall failure probability even for high redundancy.  There is no level of redundancy, N, that can achieve FN if FN is less than ß F.  ß F is the lower bound on the system failure probability failure probability due to common cause failures.  
For a simple example, set the total failure probability with N redundant units, FN, equal to twice the common cause failure probability, FN = 2 ß F.  Then, N = log ß F/log [(1- ß) F] 
The value of N, the required redundancy to achieve the failure probability FN, increases with the single unit failure probability F but decreases with the common cause beta factor (since the required FN = 2 ß F in this example then becomes lower).  This is shown in Figure 1.  











Figure 1. Redundancy versus single unit failure probability.  

The red point for F = 0.1 and ß = 0.01 shows that N is about 3.  The N unit redundant failure probability is FN = [(1- ß) F]N + ß F = [0.99 * 0.1]N + 0.01 *0.1 = 0.00197 ~ 0.002 = 2 ß F as desired.  The higher the single unit failure probability F, the greater the required redundancy N to achieve the desired redundant failure probability, FN.  
The effect of FN, the desired redundant failure probability, and F, the single unit failure probability, on N, the required redundancy, is shown in Table 2 for ß = 0.10.  

Table 2. The required redundancy N for ß = 0.10.  
	
	FN

	


F


	
	0.01
	0.05
	0.1
	0.2
	0.3
	0.4

	
	0.40
	no go
	5
	3
	2
	2
	1

	
	0.30
	no go
	3
	3
	2
	1
	ok

	
	0.20
	no go
	3
	2
	1
	ok
	ok

	
	0.10
	no go
	2
	1
	ok
	ok
	ok

	
	0.05
	2
	1
	ok
	ok
	ok
	ok

	
	0.01
	1
	ok
	ok
	ok
	ok
	ok


no go: ß F > FN, so the required FN cannot be achieved.
ok: F < FN, so FN is already achieved with N = 1.  

In Table 2, “no go” indicates that redundancy cannot achieve the desired redundant failure probability, FN.  This is because ß F, the inescapable common cause failure probability, is higher than the desired redundant failure probability, FN.  In Table 1, “ok” indicates that no redundancy is needed to achieve the desired redundant failure probability, FN, since it is greater than the already achieved single unit failure probability F. 
Table 2 shows that N = 5 for FN = 0.05, F = 0.4, and ß = 0.10.  A redundancy of N = 5 units is needed when F = 0.4, and ß = 0.10.  The value of N can be computed using equation 2.  N = log (FN - ß F)/log (1- ß) F = log (0.05 - 0.10 * 0.4)/log (0.9 * 0.4) = log 0.01/log 0.36 = 4.51 before rounding up to 5.  The value of FN can be computed using equation 1.  FN = [(1- ß) F]N + ß F = (0.9 * 0.4)5 +0.1 *0.4 = 0.00605 + 0.04 = 0.04605 ~ 0.05 as required.  
Redundancy is needed, N > 1, if F > FN, the single unit failure probability is greater than the required failure probability.  Redundancy is not needed, N = 1, if F < FN, the single unit failure probability is less than the required failure probability.  The required failure probability cannot be achieved if ß F > FN, the common cause failure probability is greater than the required failure probability.  Common cause failures create a minimum failure probability of ß F that cannot be reduced by redundancy.  
For any common cause factor ß, a higher single system failure probability F requires a higher redundancy N, and produces a higher redundant system failure probability at any specific redundancy N.  
A small common cause factor ß does not have much effect on N, since then N = log (FN - ß F)/log (1- ß) F ~ log FN/log F.  However, the common cause factor ß has a bounding effect on the use of redundancy.  Unless ß < FN/F, the common cause failure probability is greater than the required failure probability, so that no level of redundancy can achieve the required failure probability.  
The bounding effect of the common cause factor ß on the use of redundancy is shown in Table 3 for the case where the total failure probability with N redundant units, FN, is equal to twice the common cause failure probability, FN = 2 ß F.  This is a reasonable limit on the use of redundancy, since only a further reduction by half in failure probability is possible.

Table 3. Maximum useful redundancy N for FN = 2 ß F.
	
	ß

	


F


	
	0.01
	0.05
	0.1
	0.2
	0.3
	0.4
	0.5

	
	0.40
	7.5
	5.0
	3.8
	2.5
	1.8
	1.3
	1.0

	
	0.30
	6.0
	4.0
	3.2
	2.2
	1.7
	1.3
	1.0

	
	0.20
	4.8
	3.3
	2.7
	2.0
	1.5
	1.2
	1.0

	
	0.10
	3.8
	2.8
	2.3
	1.8
	1.4
	1.2
	1.0

	
	0.05
	3.0
	2.3
	1.9
	1.5
	1.3
	1.1
	1.0

	
	0.01
	2.0
	1.6
	1.5
	1.3
	1.2
	1.1
	1.0



For ß = 0.5, FN = 2 ß F = F and N = 1, and redundancy gains little at any single thread failure probability F.  As ß decreases, the maximum useful redundancy increases.  For ß = 0.01 and F = 0.01, FN = 2 ß F = 0.0002, which checks since N = 2, FN = 2 FN = 2 F2 = 0.0002.  High levels of redundancy, N > 4, are useful only for low ß < 0.1 and high single thread failure probability F > 0.10.  A high common cause factor ß of 0.2 would limit useful redundancy to N = 2 or 3.  
5. [bookmark: _Toc163570066]Design for single thread reliability
Reliability is important but not the main focus in the usual system design process.  A new system is primarily designed to meet its operational performance requirements, and these can be demonstrated in a brief acceptance test.  The system requirements usually include reliability and operating life, but these can be demonstrated only by extended testing.  Design for Reliability (DfR) should be integrated into the system design process and follow the standard system design sequence.  This begins with defining the system requirements, including the reliability specification, which should be achievable and verifiable.  The next step is reliability modeling, analysis, and prediction.  The overall system level reliability requirement can be allocated to the different subsystems.  Reliability can be improved by reducing system complexity, redesigning the subsystems, and selecting more reliable components.  Often surprising failures occur during initial system testing due to errors in requirements, design, or manufacturing, and usually the system is redesigned to eliminate such mistakes.  Improving reliability can have rapidly increasing costs and diminishing returns and may reach a practical limit.  After the system design is frozen, further testing should be conducted to determine the system failure rate.  
6. [bookmark: _Toc163570067]Redundant system design 
If the achieved reliability falls short of what is needed, redundancy is often used.  There are several forms of redundancy that are used depending on the downtime allowed before system recovery.  In full-on redundancy, several systems are operated simultaneously in parallel and the output of a correctly functioning unit is used.  In active standby redundancy, a backup system is kept operating and is switched in if the primary system fails.  These approaches may rely on an operator or use automatic failure detection and system switching, but either approach introduces a detection and switching failure mode which is sometimes neglected in reliability assessment.  The simplest form of redundancy is providing complete spare systems as stored inactive units.  Sometimes simply identifying the failed subsystems and replacing them can cause failures.  The cost of redundancy includes the cost of providing the additional units.  Adding redundancy often appears more cost effective than improving intrinsic reliability, but the expected cost of common cause failures must be considered.  
Safety critical systems are designed to be ultrareliable using redundancy.  But many common highly reliable systems are designed for intrinsic low failure probabilities over their expected lives and rarely use redundancy.  For example, household appliances and automobiles are designed for high reliability but rarely use built-in redundant components.  Redundancy is often obtained by providing full system spares.  In general, a higher requirement for reliability or safety will lead to a more redundant design, and so relatively more failures of redundant components.  The beta fraction of system failures due to common causes will increase for highly redundant designs.  
7. [bookmark: _Toc163570068]Reducing common cause failures
Failures occur due to errors in system specifications, design, manufacturing, installation, operations, and maintenance.  They can be reduced by design for reliability and by limiting failure mechanisms such as stress, wear, and mishandling.  In addition to such general reliability improvement, common cause failure reduction emphasizes eliminating the coupling mechanisms, shared factors, and complex interactions that cause multiple failures of redundant units. 
Common cause failures can be created by physical proximity or direct connection.  Such coupling can be decreased by providing separation and shielding between components, signal channels, wiring, piping, and material transfers.  Common cause failures can occur due to the same design, hardware, software, procedures, operators, location, or environment.  Diverse system design is frequently used to reduce common cause failures.  Different technologies, designers, and manufacturers are less likely to have the same problems.  Differences in system design, hardware, and software reduce the probability that one mistake will create a common cause failure.  Planning for independent operation and different maintenance personnel will also reduce common cause failures.  There are many ways to decrease failure mode dependence, but full independence usually cannot be achieved.  Diverse hardware design and operation does not cure errors in the original system specification, such as mistaken or inadequate performance requirements or unanticipated environmental challenges.  A change in environment, input quality or output demand can render a design inadequate.  If the systems are in the same location, all can be damaged by an external event such as a fire or flood.  
8. Common cause failures limit redundancy
Because of common cause failures, a redundant design may not produce the expected operational system reliability.  Some potential common cause failures may not be predicted, or their probability may be underestimated.  The problems of identifying failed units, replacing them, and providing sufficient spares may not correctly considered.  Simply designing for one-fault or two-fault tolerance by providing one or two spares may decrease reliability.  The increased complexity of a redundant fault tolerant design adds failure modes that may be ignored or underestimated.  
Because common cause failures dominate and defeat redundancy, the priority in reliability design should be improving the non-redundant, single thread reliability.  Redundancy is often necessary but must be used carefully.  
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