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SUMMARY & CONCLUSIONS
Reliability growth has been modelled as an exponential decline in the cumulative failure rate that continues indefinitely as long as testing continues.  Contrary to this, most reliability growth data show a brief high initial failure rate due to infant mortality followed by a long period of constant low failure rate.  A two part failure rate model with an initial exponential decline followed by a constant failure rate usually fits the data and provides a more realistic description of reliability growth.  The reliability growth process consists of testing, experiencing failures, finding the failure causes, and redesigning the system to remove them.  The cost of reliability growth increases with the number of inherent failure modes and the time needed for them to occur and be removed.  The failure modes with the lower failure rates will tend to occur later, because their Mean Time Before Failure (MTBF) is the inverse of the failure rate.  Reliability growth testing has diminishing returns, since it takes longer to find and remove the less probable failures.  
This paper first discusses the reliability bathtub curve and then explains that reliability growth is produced by testing, identifying failure causes, and designing to remove them.  A simple model of reliability growth is introduced, with a brief group of early failures followed by a constant failure rate.  The cumulative failure rate n(t)/t can decline as rapidly as 1/t or t-1 but declines more slowly if additional failures occur.  The 56-failure Crow data set is used to demonstrate the two-phase model of reliability growth followed by a constant failure rate.  13 additional data sets are modeled, with 9 of the 14 data sets showing reliability growth approximately as n(t)/t = 1/t or t-1 and substantial final failure rates.  The model fits most of the data sets, but 4 of the 14 show no reliability growth.  The reliability growth period typically includes six failures and extends to one-quarter or half the total test time.  As reliability growth testing continues, the cumulative failure rate should be tracked to estimate the reliability growth exponent and the final failure rate.  
1. [bookmark: _Toc171856318]INTRODUCTION - the bathtub curve
A system’s failure rate is the number of failures per unit time.  The time pattern of failures often looks like a “bathtub curve.” Typically, the system failure rate first decreases with time, then remains constant during the system’s useful life, and finally increases due to wear out.  The initial high “infant mortality” failure rate is due to component burn-in and unanticipated design faults.  The constant failures during useful life are usually assumed to be low probability random events.  A failure rate increase at end-of-life can be caused by mechanical wear or aging.  An example bathtub curve is shown in Figure 1.  













Figure 1.  The bathtub failure curve.

The blue bathtub curve shows the real time failure rate - declining, constant, and increasing.  The red curve is the cumulative failure rate, n(t)/t, equal to the total number of failures up to time t divided by t.  The decline over time in the cumulative failure rate, n(t)/t, is usually described as reliability growth.  More than two-thirds of all systems show infant mortality and then a constant failure rate, but no end-of-life aging period.  [1] 
2. [bookmark: _Toc171856319]What causes Reliability growth?
Reliability growth is produced by testing a system until it fails, finding the cause of the failure, and redesigning the system to remove the cause.  Easily correctible failures may be produced by oversights in design, including mistakes in requirements, materials, component selection, interface design, operational procedures, and expected environment.  
The general process of reliability growth is described with simple mathematics.  Suppose there are N correctable high probability failure modes.  Since they have high probability, they will all probably occur early in testing, say before time T.  The cumulative failure rate is then n(t)/t = N/T.  Once the N correctable failure modes have been removed, no more correctable failures will occur.  As time goes on, the cumulative failure rate n(t)/t = N/t will decline as 1/t or t-1.  This is the best possible rate of failure decline and reliability growth.  The rate of decline will be lower if additional failures occur.  


3. [bookmark: _Toc171856320]Modeling Reliability growth
The typical pattern of failures in real time is an initial exponential decline followed by a longer period of constant failure rate.  The usual time path of the cumulative failure rate is a slower exponential decline that continues as long as the real time failure rate is constant and gradually approaches the final constant failure rate.  
The shape of the cumulative failure rate curve is determined by the failure times.  Figure 2 shows the cumulative failure rates for three different failure patterns.  













Figure 2.  Cumulative failure rates for different failure patterns.  

The orange curve shows three failures occurring at or before t = 1.  In this case n(t)/t = 3/t = 3 t-1, and the cumulative failure rate decline curve has the exponent -1.  The failure rate decline is equivalent to the reliability growth.  The blue curve shows ten failures occurring at or before t = 6, and the reliability growth curve has the exponent -0.81.  The red curve has the same ten failures occurring at or before t = 6 plus a constant failure rate of 0.5 failures per unit time.  Here the reliability growth curve has the exponent -0.50.  
The cumulative failure rate model of reliability growth is straightforward for the common pattern of early failures during infant mortality followed by a constant failure rate.  If all the failures occur by time t = 1, the cumulative failure rate declines as 1/t as time increases, since no more failures occur.  This rate of 1/t is the fastest possible reliability growth, with a reliability growth exponent of -1.  If more failures occur later, reliability growth is slower and reliability growth exponent is less than 1.  In both these cases, the cumulative failure rate ultimately declines towards the constant failure rate for t large.  
If there was no infant mortality and the failure rate was constant, n(t)/t would be a constant flat line.  If there is both infant mortality and a constant failure rate, the reliability growth curve declines more slowly and the cumulative failure rate ultimately approaches the constant failure rate for t large.  
The two-phase model of cumulative reliability growth has an exponential decline of infant mortality followed by a long period with a constant failure rate.  Understanding the trajectory and end state of reliability growth requires identifying and separating infant mortality from the long term constant failure rate.  
4. [bookmark: _Toc171856321]Modeling the Crow data set
Crow used a 56-failure data set to illustrate reliability growth.  [2, p.114] This data set illustrates the expected reliability growth pattern, with infant mortality, a rapidly declining cumulative failure rate, and a final constant failure rate for most of the test duration.  Part of the Crow data set is shown in Table 1.  

Table 1.  Crow cumulative failure rate data set. 
	n
	time, t
	n(t)/t
	n(t)/t - 0.135

	1
	0.7
	1.429
	1.294

	2
	3.7
	0.541
	0.406

	3
	13.2
	0.227
	0.092

	4
	15.0
	0.267
	0.132

	5
	17.6
	0.284
	0.149

	6
	25.3
	0.237
	0.102

	7
	47.5
	0.147
	0.012

	8
	54.0
	0.148
	0.013

	9
	54.5
	0.165
	0.030

	10
	56.4
	0.177
	0.042

	50
	364.9
	0.135
	0.000



The table shows the first ten and the fiftieth failures with the failure times and the cumulative failure rate, n(t)/t.  The cumulative failure rate approaches the steady state constant value at the seventh failure, n = 7, t = 47.5, n(t)/t = 0.147.  In order to mathematically estimate the reliability growth exponent, the final steady state constant value at the fiftieth failure, n(t)/t = 0.135, is subtracted from the cumulative failure rate, n(t)/t, and n(t)/t - 0.135 is plotted in Figure 3.  














Figure 3.  Crow data cumulative failure rates with constant failure rate subtracted.  

When the Crow cumulative failure rate data with the constant failure rate is plotted, a power law curve fit shows that the reliability growth exponent is 0.96, showing very strong, nearly the best possible, reliability growth.  
Very often, system testing produces a brief period of high failure rate, infant mortality, followed by a lower constant failure rate.  If the final constant failure rate is subtracted from the cumulative failure rate, the cumulative failure rate due to infant mortality rapidly declines to zero.  The cumulative failure rate due to infant mortality, n(t)/t minus the final constant failure rate, declines as 1/t or t-1, after infant mortality failures cease and the n(t) due to infant mortality no longer increases.  A simple mathematical model with brief initial failures followed by continuing lower rate failures reproduces this behavior.  This model can be used to test for reliability growth by fitting the cumulative failure rate data minus the constant failure rate to a power law model and determining the reliability growth exponent.  A reliability growth exponent approaching one indicates that the simple mathematical model applies.  
5. [bookmark: _Toc171856322]Modelling additional data sets
Does the simple model of an infant mortality cumulative failure rate decline as 1/t or t-1, followed by a constant failure rate, apply generally? That can be expected if system development testing follows a reliability growth process of identifying and removing failure modes, but not if the testing simply measures the failure rate without attempting to improve it.  
To test the model, failure time data sets were obtained from military handbooks on reliability growth and reliability test methods.  The 14 different data sets are shown in Table 2.  
In Table 2, column 1 gives the number of failures in each data set.  The data sets chosen were all those in the references having 7 or more failures.  Column 2 gives the data set source reference.  Columns 3 and 4 give the initial and final cumulative failure rates, and column 5 gives the final rate’s percentage of the initial rate.  Reliability growth, a reduction in the cumulative failure rate, occurs in 10 of the 14 data sets, as indicated by a check mark in column 6.  In the 4 data sets that do not show reliability growth, the final failure rate is 2 to 5 times the initial failure rate.  
The reliability growth model has two aspects, a brief initial exponential decline followed by a long-term constant failure rate.  The 10 data sets showing reliability growth all have reduced but significant final failure rates.  Their final failure rate varies from 2.4% to 53% of the initial failure rate, with an average of 17%.  



Table 2. 14 reliability growth data sets.  
	1
	2
	3
	4
	5
	6
	7
	8
	9
	10

	# failures
	Data set 
	Initial failure rate
	Final failure rate
	Final %
	Reliability growth
	Reliability growth exponent
	Final exponent 
0.9 - 1.2

	
	
	
	
	
	
	After 5 failures
	After 10 failures
	After 15 failures
	

	56
	[2], p.  114
	1.43
	0.14
	9.8%
	
	0.76
	0.96
	0.99
	

	41
	[3], pp.  121.  126
	8.82
	0.83
	9.4%
	
	-
	1.00
	1.01
	

	40
	[3], pp.  112, 117
	0.152
	0.81
	533%
	No
	
	
	
	

	27
	[2], p.  83
	0.385
	0.189
	53%
	
	1.61
	1.27
	0.49
	No

	27
	[2], p.  83
	5.556
	0.204
	3.7%
	
	-
	0.98
	0.93
	

	19
	[3], pp.  122, 127
	12.50
	0.87
	6.9%
	
	1.16
	1.04
	1.07
	

	18
	[3], pp.  113, 118
	0.19
	0.82
	444%
	No
	
	
	
	

	16
	[3], pp.  123, 128
	4.29
	0.78
	18.1%
	
	1.04
	1.09
	1.14
	

	15
	[3], p.  111
	0.667
	0.016
	2.4%
	
	0.65
	0.79
	0.93
	

	15
	[3], p.  114
	0.173
	0.73
	422%
	No
	
	
	
	

	10
	[4]
	0.00097
	0.00018
	17.5%
	
	0.40
	1.18
	
	

	8
	[3], pp.  124, 129
	2.86
	0.82
	28.7%
	
	1.17
	
	
	

	7
	[3], p.  114
	0.36
	0.72
	201%
	No
	
	
	
	

	7
	[3], p.  124
	3.51
	0.68
	19.3%
	
	1.10
	
	
	




The exponential decline in the initial failure rate can be investigated by first subtracting the final cumulative failure rate from the total cumulative failure rate data and then fitting a power law curve to this adjusted data.  There are two choices that affect the result, the number for the final cumulative failure rate and the number of failures or time period over which the power law curve is fit.  To avoid potential bias or manipulation, two rules were set.  The final cumulative failure rate is set at the final number in the data set, as shown in column 4.  The reliability growth exponent is computed for three times, after 5, 10, and 15 failures, if the data set extended that far.  
The reliability growth exponents tend to be more variable for fewer failures, due to smaller sample size and random variability.  Of the 10 data sets that show reliability growth, 9 have the final reliability growth exponent between 0.93 and 1.18.  The final reliability growth exponent is that determined for the highest number of failures, 15, 10, or 5, in the data set.  
The data set analysis shows that the proposed reliability growth model, a brief initial exponential decline followed by a long-term constant failure rate, fits 9 of the 14 data sets.  The final constant failure rate is typically 10 to 20% of the initial peak failure rate.  The estimated reliability growth exponent is typically between 0.9 and 1.2.  However, a true reliability growth exponent greater than 1.0 is impossible since N/t cannot decline faster than as 1/t or t-1.  
[bookmark: _Toc171856323]When does reliability growth appear faster than 1/t or t-1?
Figure 4 shows cumulative failure rates for two cases, n(t)/t = 1/t and n(t)/t = 1/t - 0.2.  

















Figure 4.  Cumulative failure rates for n(t)/t = 1/t and n(t)/t = 1/t - 0.2.  

The curve for n(t)/t = 1/t declines as t-1 and the power law fit has reliability exponent -1.  The curve for n(t)/t = 1/t - 0.2 is slightly lower and the power law fit has reliability exponent -1.15.  This shows that a cumulative failure rate decline of faster than 1/t or t-1 can be caused by subtracting too large a value for the long-term constant failure rate.  This suggests that the values used for the constant long term failure rate may be too high when the failure rate decline is faster than 1/t or t-1.  
6. How long does reliability growth continue?
Table 3 shows the total number of failures and the number of failures during the initial rapid failure rate decline.  

Table 3.  Failures during initial reliability growth. 
	# failures
	Data set 
	# failures during reliability growth
	% failures during reliability growth

	56
	[2], p.  114
	5
	8.9%

	41
	[3], pp.  121.  126
	10
	24.4%

	27
	[2], p.  83
	12
	44.4%

	19
	[3], pp.  122, 127
	5
	26.3%

	16
	[3], pp.  123, 128
	4
	25.0%

	15
	[3], p.  111
	7
	46.7%

	10
	[4]
	7
	70.0%

	8
	[3], pp.  124, 129
	2
	25.0%

	7
	[3], p.  124
	3
	42.9%



The period of reliability growth was defined as the time from test initiation until the time when the cumulative failure rate fell below twice the final failure rate.  The number of failures during this reliability growth period varied from 2 to 12 with an average of about 6.  The percentage of failures during the reliability growth period varied more widely, due to very long testing for the 56 failure Crow data set and the long clock time needed in the 10 failure data set.  Except for those two cases, the reliability growth period was between 25 and 50% of the total test time.  
7. reliability growth testing
The two-phase model of reliability growth followed by a constant failure rate can help guide reliability growth testing.  The test should begin by observing and correcting failure modes, while recording the failure times and computing the cumulative failure rate.  If reliability growth occurs and the cumulative failure rate is declining, the two-phase model may apply and should be test-fitted to the data.  
As an example, consider that testing has produced the first five failures in the Crow data set in Table 1.  A series of trial model fits is shown in Table 4.  


Table 4. Crow data set model fits. 
	Trial number
	Assumed constant failure rate
	Reliability growth exponent

	1
	0.0000
	0.546

	2
	0.2200
	1.227

	3
	0.1100
	0.706

	4
	0.1600
	0.836

	5
	0.1900
	0.961

	6
	0.1950
	0.989

	7
	0.1970
	1.001

	8
	0.1960
	0.995

	9
	0.1965
	0.998



For the first trial, the assumed constant failure rate is 0.0 and the reliability growth exponent determined by fitting a power law curve is 0.546.  The second trial constant failure rate estimate is slightly less than the highest test value for n(t)/t, at 0.22, and the power law reliability growth exponent is 1.227.  Successively approximating the final constant failure rate, the best estimate for the assumed constant failure rate is 0.1965 and the reliability growth exponent is 0.998.  Slight variations in the assumed constant failure rate cause large changes in the reliability growth exponent.  Using the first five data points of the 56 data point Crow data set is sufficient to show that reliability growth is occurring according to the two-phase model, with an initial exponential failure rate decline followed by a constant failure rate.  
8. [bookmark: _Toc171856325]discussioN
The first tests of a new system often find an unexpectedly high initial failure rate.  This infant mortality can be caused by mistaken requirements or errors in design and manufacturing.  Usually, these failure modes are identified and removed.  The difficulty, duration, and cost of the reliability growth process depend on the number and probability of the failure modes.  The higher probability failure modes tend to occur and be removed earlier, producing rapid initial reliability growth.  As reliability growth testing continues, the remaining failure modes have lower probability and lower failure rates, and so they tend to occur later.  Reducing the failure rate becomes more difficult once the higher probability failure modes are removed.  Continued testing often reveals a continuing long term constant failure rate.  A two part failure rate model with an initial exponential decline followed by a constant failure rate usually fits the reliability growth test data.  
The proposed reliability growth model makes two assumptions which may not always hold true in practice.  First, the model assumes that all the high probability failures occur early, even though random probabilistic failures may occur at any time.  However, the higher probability failures will tend to occur earlier, since the average expected time until failure, the Mean Time Before Failure (MTBF), is inversely proportional to the failure rate.  Second, the model assumes that reliability growth occurs so that the final failure rate is small compared to the initial failure rate.  This did not occur in the four of the fourteen data sets that did not show reliability growth.  Also, the computed reliability growth exponent is sensitive to the estimated value of the final constant failure rate. However, the growth exponent is often between 0.9 and 1.2, indicating that a high initial cumulative failure rate has been time-averaged down with time as 1/t, corresponding to a reliability growth exponent of 1.0.  The model can be fit and tested using different estimates of the final constant failure rate.  
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