AN $\mathcal{H}_\infty$ APPROACH TO CONTROL SYNTHESIS WITH LOAD MINIMIZATION FOR THE F/A-18 ACTIVE AEROELASTIC WING

Rick Lind
NASA Dryden Flight Research Center

Abstract
The F/A-18 Active Aeroelastic Wing research aircraft will demonstrate technologies related to aeroservoelast-ic effects such as wing twist and load minimization. This program presents several challenges for control design that are often not considered for traditional aircraft. This paper presents a control design based on $\mathcal{H}_\infty$ synthesis that simultaneously considers the multiple objectives associated with handling qualities, actuator limitations, and loads. A point design is presented to demonstrate a controller and the resulting closed-loop properties.

Nomenclature

Acronyms
AAW : Active Aeroelastic Wing
SRA : Systems Research Aircraft

Symbols
A : actuator model for AAW
L : loads model for AAW
P : open-loop dynamics for AAW
T : closed-loop dynamics for SRA
K : controller
W : weighting function
$\delta$ : control surface position (deg)
$d\delta$ : control surface rate (deg/s)
$\mu$ : structured singular value
$\mathcal{H}_\infty$ : induced norm on transfer functions
$\Delta$ : uncertainty operator

Subscripts
ail : aileron
lei : leading-edge inboard flap
leo : leading-edge outboard flap
rud : rudder
tef : trailing-edge flap
stb : stabilator
in : input
out : output
701E : production F/A-18 controller

1. Introduction
The F/A-18 Active Aeroelastic Wing (AAW) research testbed is being developed to demonstrate aeroservoelastici-ty [7]. The main concept of this technology is the active use of aeroelasticity to maneuver the aircraft. Many aspects of the technology have been initially studied in wind tunnel tests; however, the AAW aircraft is a full-scale system from which information for future designs can be derived [8].

One important aspect of the AAW program will be the use of wing twist to produce rolling moments. Controllers designed using rigidity assumptions move the ailerons to generate roll but the wing flexibility acts to oppose this roll. Roll reversal is defined at a dynamic pressure at which the flexibility actually causes a roll in the opposite direction than is desired [3]. Controllers for the AAW will generate roll by moving the leading-edge surfaces to create a wing twist and thus be able to efficiently operate past the roll reversal of the ailerons.

The issue of load minimization is also an important aspect of AAW technology that will be addressed by the flight program. Essentially, the wing should experience reduced loads because the control surfaces are not inducing a large load to overcome wing twist; rather, the surfaces promote wing twist in an efficient manner. The reduction in loads may allow a reduction in structural weight and consequently reduce production and operating costs of future aircraft.

This paper presents an approach to design a flight controller for the F/A-18 AAW aircraft using an $\mathcal{H}_\infty$-synthesis framework. This framework is particularly useful because several objectives and constraints can be directly included in the synthesis. The resulting controllers can be efficiently computed and an approximation can be realized that conforms to a desired architecture.

A closed-loop model of the AAW airplane is presented as a design example to demonstrate the design methodology and resulting properties. This example shows the $\mathcal{H}_\infty$ controller is able to constrain loads and achieve desired levels of handling qualities and roll performance without violating actuator limitations.
This paper provides a limited presentation of the actual $H_\infty$ controller to be flown on the aircraft. Firstly, only the lateral-directional dynamics will be discussed because the roll performance is of more interest than the pitch performance. Secondly, a gain-scheduled controller has been formulated but only a point design is presented for brevity. Thus, the purpose of this paper is to present the general design methodology whereas future papers will present the final design and flight test results.

2. Closed-Loop Objectives

The fundamental objective of the AAW program is to investigate technologies related to the utilization of aeroservoelasticity for modeling and control of flexible aircraft. These technologies include open-loop concepts such as modeling and closed-loop concepts such as commanding wing twists and controlling loads. The controller for the aircraft must be designed to allow flight tests that can achieve the program objectives; however, these objectives are only indirectly considered for control synthesis. There are several related closed-loop objectives that are actually used to design controllers.

Several of the closed-loop objectives are essentially applicable to any aircraft and are required for flight safety. The most basic of these objectives is to stabilize the aircraft within a flight envelope. Another objective is to provide handling qualities that are at or near Level 1 ratings for a variety of maneuvers. Finally, the controller must avoid saturating actuator positions and rates except for minor and brief saturation that may be allowed in response to full-stick commands from the pilot.

Some of the controller objectives are specific to AAW technology. One of these objectives is to maximize the roll performance of the aircraft. Previous wind tunnel experiments have indicated that wing twist may provide large amounts of control authority so the AAW program seeks to demonstrate this on a full-scale vehicle [9].

Another objective is to reduce the maneuvering loads throughout the structure. This objective requires more of a formal definition than the others because it may not be immediately obvious how to select a preferred set of loads. For example, some controllers may reduce bending but increase torsion whereas others may reduce torsion by sacrificing bending. Similarly, the relative amount of loads at the wing root and fold must be considered when defining the concept of reduced loads.

An additional objective that is being enforced is that the controller must be realized with an acceptable architecture. This objective is not necessarily an AAW technology; however, it is important to facilitate the flight test. $H_\infty$ synthesis generally generates high-order controllers that are difficult to implement on a flight computer. Alternative controllers for the AAW have been proposed that use extensive scheduling over flight condition and also aircraft states such as roll rate and acceleration [11]. The $H_\infty$ controller will be required to utilize a low-order filter with gain tables that are scheduled over standard flight condition variables.

Furthermore, all these objectives must be achieved without using the stabilator to generate roll moments. This constraint is important because the production aircraft uses the stabilator to generate almost the entire roll moment when flying at high dynamic pressures. Thus, the controller will have to compensate for the loss of this powerful control surface by commanding wing twist through the aeroservoelastic dynamics of the wing.

The flight test program for the AAW will be limited to a flight envelope that allows the technology to be efficiently demonstrated. This envelope has a subsonic region that covers Mach number from .85 to .95 and altitudes from 5 kft to 15 kft. A supersonic region is also included that covers Mach number from 1.1 to 1.3 and altitudes from 10 kft to 25 kft. A remaining objective is for the controller to operate at any flight condition within these regions.

3. Controller Architecture

The controller architecture for the $H_\infty$ design is chosen to match that of the controller on the production F/A-18 aircraft. This standard controller is denoted as $K_{701E}$ [5]. The architecture involves several first-order filters and a set of gains that are scheduled over Mach number and altitude. The filters are used for stick shaping, response determination, and notching of aeroelastic modes.

The formulation of the gains and filters may require an indirect computation because standard tools for $H_\infty$ synthesis do not compute a structured controller [2]. The realization will be accomplished by synthesizing a full-order controller that minimizes the $H_\infty$ norm of the closed-loop system and then employing an approximation to the dynamic compensator. Basically, the essential frequency-domain characteristics of the full-order controller will be captured and a first-order system that approximates these characteristics will be used for control.

The controller can be formulated in the $H_\infty$ framework using only information about the open-loop plant but the design of the AAW controller can be simplified by taking advantage of elements from the $K_{701E}$ controller. Specifically, directional control provided by the commands to the rudder is anticipated to be adequate for both the standard F/A-18 and the AAW airplane. Thus, $K_{AAW}$ will generate gains for the wing surfaces from an $H_\infty$ synthesis and use gains for the rudder from $K_{701E}$. 

24
The measurements used to generate lateral control are stick command and roll rate. These measurements are chosen to match the signals that are used by $K_{701E}$ to generate commands for the wing control surfaces so that $K_{AAW}$ and $K_{701E}$ have the same architecture and measurement paths. The outputs of the lateral controller are commands to the aileron, leading-edge inboard and outboard flaps, and trailing-edge flap.

The complete lateral-directional controller, $K_{AAW}$, is composed of the gain matrix, $G$, and first-order filter, $F(s)$, to generate commands for the wing control surfaces and also $K_{701E}$ to generate commands for the rudder as shown in Figure 1. Note the stabilator command is generated by a 0-gain element to ensure the horizontal tails are not used for rolling maneuvers.

![Figure 1: Architecture of $K_{AAW}$](image)

### 4. Control Design Approach

The standard framework for $H_\infty$ synthesis is to formulate a design model such that the objective is to minimize the $H_\infty$ norm of the closed-loop system [4]. This objective is equivalent to minimizing the largest output that results from any bounded input signal. Thus, the design model must include a set of error signals that should be small if the closed-loop objectives are satisfied.

One of the error signals in the design model is used to ensure the AAW aircraft has acceptable handling qualities. This error signal can be generated by considering traditional metrics for linear models; however, the design for the AAW controller can be simplified by taking advantage of current F/A-18 controllers. Specifically, the Systems Research Aircraft (SRA) is an F/A-18 that operates with the $K_{701E}$ controller and represents a model with acceptable handling qualities [10].

The error signal for handling qualities is defined by requiring the closed-loop response of the AAW airplane to be similar to the closed-loop response of the SRA airplane. This design approach is often called model following or model matching in reference to the objective of making the closed-loop characteristics of a model match the characteristics of another model [1]. The handling qualities of an aircraft are qualitative evaluations of response characteristics so matching the closed-loop AAW and SRA models should attempt to make their handling qualities similar also.

Define a linear system, $T$, to represent the closed-loop model of the SRA with $K_{701E}$. The inputs to this model are pilot commands through the lateral stick and rudder pedal and the outputs are the measured values of roll rate, yaw rate, and lateral acceleration. An error signal, $e_p$, is defined by weighting the subtracted output of $T$ and the corresponding measurements of the AAW.

The weighting function associated with $e_p$ is used to indicate the acceptable levels of difference between the AAW and SRA responses. Essentially, this weighting is the inverse of the acceptable differences such that if $||e_p||$ is less than 1 then the error is acceptable. The weighting is frequency-varying to reflect a desire for good tracking performance at low frequencies but allow larger errors at high frequencies.

Define $W_p$ as the performance weighting associated with the model-following error of $e_p$. The diagonal elements of this weighting are the filters associated with errors in roll rate, yaw rate, and lateral acceleration. For example, the difference in roll rate for the low-frequency response of the AAW and SRA models is desired to be less than 1.15 deg/s so the weighting function has $\frac{1}{1.15} = .87$ as the low-frequency magnitude. Also, the bandwidth of the filter is chosen by placing a pole at $.1 \text{ rad/s}$ to denote the frequency range over which performance is desired. Similar elements of $W_p$ are using a 3.5 weight for yaw rate error and .02 weight for lateral acceleration error.

$W_p = \begin{bmatrix} \frac{.87}{1000} s+100 & 0 & 0 \\ 0 & \frac{3.5}{1000} s+1 & 0 \\ 0 & 0 & 0.02 \frac{s+100}{1000} s+1 \end{bmatrix}$

The desire to track only low-frequency responses is also reflected by filtering the stick command. This filter, $W_u$, is chosen with a maximum magnitude of 3 to reflect that the largest stick command is 3 in. Also, the bandwidth of the filter is chosen to reflect the types of stick motions that are often encountered during maneuvering.

$W_u = \frac{.03 s+5000}{s+50}$

Another error signal, $e_K$, is defined to penalize actuator commands such that a large error implies a large actuator command. Associated with this error is a penalty filter to indicate the acceptable magnitudes and rates of the actuator commands. The low-frequency magnitude of this penalty is chosen as the inverse of the position limit of the actuator and the high-frequency magnitude
is chosen to be large to penalize any high-frequency commands. Also, the bandwidth of this filter is chosen to match the actuator bandwidth and ensure the controller does not cause rate saturation.

Define $W_K$ as the weighting associated with the actuator penalty. The filters along the diagonal note frequency-varying upper bounds on the allowable commands to the control surfaces. For example, the leading-edge outboard flaps are limited to positions with magnitudes less than 15 deg so the low-frequency magnitude of the penalty weighting on $\delta_{\text{to}}$ and $\delta_{\text{ei}}$ is .066 as determined by the inverse of the allowable magnitude. The zero of the filter at 4 rad/s is chosen to shape the response near the actuator bandwidth of approximately 0.7 rad/s. Similar elements of $W_K$ are chosen to penalize the other actuators with .02 low-frequency weight on ailerons and .038 low-frequency weight on trailing-edge flaps.

$$W_K = \begin{bmatrix}
2.0 \pm \frac{40}{s+4000} & 0 & 0 & 0 \\
0 & 6.6 \pm \frac{44}{s+4000} & 0 & 0 \\
0 & 0 & 6.6 \pm \frac{44}{s+4000} & 0 \\
0 & 0 & 0 & 3.8 \pm \frac{40}{s+4000}
\end{bmatrix}$$

The design model must also include an error signal that represents the objective of load reduction. The approach does not explicitly perform a load minimization; rather, desired loads are noted such that the synthesis computes a controller that restricts the induced loads to be less than these desired loads during a closed-loop maneuver.

The desired loads are chosen based on analysis of the approximate loads encountered by the SRA in response to pilot commands. The bending moments at the wing root and fold are chosen to be similar in magnitude to the SRA responses. The torsion moments at the wing root and fold are allowed to be 4-times greater for the AAW than for the SRA airplane to allow for wing twist. Various values of desired loads were considered but the chosen loads lead to a controller that is able to satisfy the load objective while also satisfying handling qualities and actuator objectives.

An error signal, $e_L$, is defined as the weighted loads of the AAW. The weighting, $W_L$, is used to indicate the acceptable levels of loads and penalize loads that are above the desired levels. This error and weighting affect the moments for root bending, root torsion, fold bending, and fold torsion of the wing. A similar error, $e_M$, is defined by considering the hinge moments on the AAW control surfaces. This error is defined as the weighted values of the hinge moments for the aileron, leading-edge inboard flap, leading-edge outboard flap, and trailing-edge flap of the wing. The rudder could also be included in this error but it does not encounter large moments so it was omitted to reduce complexity of the design model. A weighting, $W_M$, is used to indicate the maximum moments that can be encountered and ensure that if $\|e_M\|$ is less than 1 then the hinge moments do not violate any structural constraints.

$$W_L = \frac{s + 1000}{s + .001}$$

$$\begin{bmatrix}
50.0 \pm \frac{0.03}{s+10} & 0 & 0 & 0 \\
0 & 6.0 \pm \frac{0.03}{s+10} & 0 & 0 \\
0 & 0 & 30.0 \pm \frac{0.01}{s+10} & 0 \\
0 & 0 & 0 & 1.5 \pm \frac{0.01}{s+10}
\end{bmatrix}$$

$$W_M = \begin{bmatrix}
\frac{1}{48000} & 0 & 0 & 0 \\
0 & \frac{1}{333000} & 0 & 0 \\
0 & 0 & \frac{1}{80000} & 0 \\
0 & 0 & 0 & \frac{1}{130000}
\end{bmatrix}$$

The design model used for controller synthesis that includes the error signals is shown in Figure 2. This model denotes $P$ as the open-loop dynamics model of the AAW and $L$ as the loads model of the AAW vehicle.

The resulting controller, $K_{\text{AAW}}$, is actually a structured system that contains elements of $K_{\text{TOIE}}$ as shown in Figure 1. Thus, the synthesis is actually intended to compute only the first-order filter and a set of gains; however, standard algorithms compute an unstructured state-space controller [2]. The procedure to be used for control design is to initially compute a state-space controller that relates the stick command and roll rate measurement to the commands for the wing control surfaces. This initial controller will then be approximated as a first-order filter and a set of gains by analyzing the Bode plot of the dynamical realization. The closed-loop properties are not guaranteed to be similar for the vehicle with the dynamic controller and the approximation; however, the design example demonstrates that such an approximation can be formulated for this aircraft without severely degrading the closed-loop responses.
5. Point Design

5.1. Controller Synthesis

A point design of a controller is computed for the model that represents the AAW in the center of the supersonic envelope at Mach number 1.2 and an altitude of 15 kft. This model was chosen because it is considered to be representative of the general dynamics of the models throughout the supersonic regime.

The controller is computed to minimize the $H_\infty$ norm of the closed-loop design model. The resulting norm is 1.12 and is slightly greater than the desired norm of 1; however, the objectives are violated by at most 12 percent so this controller achieves reasonable performance levels for the design model.

The objectives that are driving the control design are trying to achieve good handling qualities while avoiding actuator saturation. In particular, the closed-loop $H_\infty$ norm reflects properties of the transfer function from the stick to the performance objective for roll rate and from the stick to the actuator constraint on the leading-edge inboard flap. This implies the control synthesis is inherently limited by balancing the tradeoff between handling qualities and actuator constraints. Thus, attempting to minimize the loads, rather than simply reducing the loads, will cause a further tradeoff and result in larger violations of either the handling qualities or actuator objectives.

The initial realization of the controller is a state-space system with 60 states. Model reduction algorithms can reduce this dimension to 10 states without causing a noticeable degradation in performance; however, the desired architecture requires a first-order filter and gain implementation. An approximation of the controller that allows this implementation can be realized by considering the Bode plots of the transfer function from stick to the leading-edge surface commands as shown in Figure 3.

A notable feature of these frequency responses is their similarity to frequency responses of first-order filters. In particular, the magnitude and phase show little variation with frequency until 10 rad/s and then the magnitude shows a first-order rolloff. This behavior suggests a controller realization of a first-order filter that has a pole at 10 rad/s and a magnitude that matches the low-frequency magnitude of Figure 3.

A similar approximation must be performed to generate the gains that produce trailing-edge surface commands from controller inputs. The Bode plots of the corresponding transfer functions of the dynamic controller are shown in Figure 4. These plots show that a first-order approximation can not accurately capture the dynamics of the full-order controller; however, the approximation can still loosely represent the general features.

The approximation procedure is applied to the entire controller for both stick and roll rate inputs using the same first-order filter. The only parameters that are allowed to vary are the magnitude of the gains for each channel. This type of approximation is necessary because the implementation requires a single filter to be used. The resulting elements of $K_{AAW}$, labeled $G$ and $F(s)$ in Figure 1, can be realized as a filter and matrix combination.

$$\begin{bmatrix}
\delta_{sl} \\
\delta_{lez} \\
\delta_{tef}
\end{bmatrix} = \begin{bmatrix}
0.025 & -7.0 \times 10^{-6} \\
0.034 & -5.0 \times 10^{-7} \\
0.025 & -1.1 \times 10^{-6} \\
0.008 & -1.2 \times 10^{-5}
\end{bmatrix} \begin{bmatrix}
\text{stick} \\
\text{p}
\end{bmatrix}
$$

$K_{AAW}$ has several features that can be related to $K_{701E}$. Firstly, the gains in different columns of the matrix have predominately different signs. This indicates the surface
commands are actually generated by a weighted difference between stick command and measured roll rate in a similar fashion as $K_{701E}$. The aileron command appears to differ from this structure but actually this flight condition is beyond roll reversal so the aileron has the opposite behavior of the leading-edge surfaces.

Another feature is the magnitude difference between the gains for the stick command and roll rate feedbacks. This difference matches the behavior of $K_{701E}$ and weights the stick command larger than the roll rate. Essentially, the lateral-directional controller is like an open-loop gain that does not strongly depend on feedbacks.

The closed-loop model of the AAW with $K_{AAW}$ is not guaranteed to have similar properties as the closed-loop model of the AAW with the full-order dynamic controller; however, the controller approximation is not anticipated to dramatically degrade closed-loop performance. Consider that the leading-edge surfaces are the main effectors for roll performance and handling qualities. The controller elements that generate commands for these surfaces are quite similar between the dynamic controller and $K_{AAW}$ so the performance should be similar. Conversely, the commands for the trailing-edge surfaces are not generated by a high quality approximation but these commands do not strongly affect roll performance. Thus, the approximation used to formulate $K_{AAW}$ should not drastically alter the closed-loop properties as compared to the full-order $\mathcal{H}_\infty$ controller.

5.2. Linear Simulation

Time responses of the closed-loop system are simulated using a linear model of the lateral-directional dynamics and $K_{AAW}$. These simulations do not include all aspects of the aircraft and so are not intended to accurately predict the responses of the full-order nonlinear system. Despite this limitation, the simulated responses are valuable to consider because they demonstrate if the methodology is able to compute a controller that achieves the desired closed-loop objectives for a general model.

One of the main performance objectives of the control design is to match handling qualities for the AAW and SRA. There are several criteria used to evaluate handling qualities but a simple way to roughly compare handling qualities is to compare transient responses. Essentially, if the aircraft respond similarly then their handling qualities, which are based on response characteristics, are probably also similar. Responses from the AAW with $K_{AAW}$ and the SRA with $K_{701E}$ are simulated in response to a doublet command through the lateral stick as shown in Figure 5.

This stick command is chosen to demonstrate several closed-loop properties. The initial command of 1.5 in is a half-stick command so the AAW response and handling qualities should closely match the SRA performance without saturating the actuators. The response to this command should demonstrate half of the maximum roll rate that can be achieved with $K_{AAW}$. The second command of 3 in will demonstrate the full-stick response and indicate if excessive saturation is commanded.

The responses of the body-axis orientation angles to the lateral stick command are shown in Figure 6. The similarity of the AAW and SRA responses demonstrates the controller is able to achieve the desired model-following, and consequently handling qualities, characteristics.

There are several features in the roll rate responses of Figure 6 that can be used to evaluate the performance of $K_{AAW}$. One feature is the similarity in roll rate that is achieved for the half-stick command. Both aircraft show roll rates near 55 deg/s so the maximum roll rate for the AAW is 110 deg/s in response to a full-stick command. This roll rate satisfies the performance objective of matching the maximum roll rate for the AAW and SRA. There is a slight lag in the AAW response as compared to the SRA; however, the small delay should not overly affect handling qualities and can perhaps be altered by simply tweaking the controller gains.

The remaining responses of Figure 6 also demonstrate interesting features. The angle of sideslip in the responses is similar in both magnitude and direction and this is an important factor in determining handling qualities.
Also, the yaw rate shows some difference between AAW and SRA responses so the elements of $K_{701E}$ that are used in $K_{AAW}$ may have to be slightly altered because $K_{701E}$ does not account for the altered roll dynamics.

Figure 7 presents the control surface positions for each aircraft in response to the stick doublet. These positions demonstrate the actuator positions are not saturated during the transient maneuver despite the stick being moved to half of its maximum position. These linear results demonstrate that the leading-edge inboard flap would be slightly position saturated for a full 3 in stick command; however, the remaining surfaces would not be position saturated.

The aileron and trailing-edge flaps are noticeably different during the AAW and SRA responses. In particular, the aileron moves in the opposite direction. These differences result from the inclusion of loads minimization as a closed-loop objective. The design model restricted the bending moment to be similar for the AAW and SRA vehicles but allowed the torsion moment to increase for the AAW. The controller for the AAW is positioning these trailing-edge surfaces mainly to achieve the loads objectives because the leading-edge surfaces are already achieving the handling qualities objectives.

The issue of rate saturation for actuators is often more constraining than position saturation so the surface rates during the maneuver are shown in Figure 8. The surface rates are not saturated during the initial stick movement of 1.5 in; however, the leading-edge inboard and outboard surfaces are rate saturated for the stick movement of 3 in. This saturation is tentatively considered acceptable because it occurs for a very short time, and nonlinear simulations not presented in this paper indicate only a slight lag in the response due to rate limiting.
The hinge moments on the control surfaces are also of importance for this maneuver because the aircraft is operating at high dynamic pressures. The main concern is for the wing surfaces so the corresponding moments are shown in Figure 9. The hinge moments encountered during the maneuver are generally greater for the AAW than for the SRA but remain within the allowable limits. The loads on the structure must be analyzed to demonstrate if the objective of load reduction is achieved and, more importantly, to ensure no loads on the structure exceed the physical limitations. Figure 10 shows that the bending and torsion moment at the wing root is within acceptable levels.

5.3. Robustness Analysis

The issue of robustness with respect to modeling uncertainty is an important consideration for predicting the closed-loop properties of the AAW. Some indication of robustness can be obtained by performing extensive Monte Carlo simulations of the full-order nonlinear model; however, a more rigorous evaluation of robustness can be obtained for the linear model by analyzing the structured singular value. This value, \( \mu \), reflects whether a model is robust with respect to a set of uncertainty operators [6].

There are several areas of the open-loop model with which uncertainty should be associated. Consider that one of the fundamental flight test objectives of the AAW program is to investigate the technologies associated with modeling of aeroelastic deformation and structural loads at high dynamic pressures. Essentially, full-scale aircraft have not flown with these configurations before so the fidelity of the dynamic models is unclear.

Uncertainty should also be associated with the output of the open-loop model to account for errors in the amount of roll that is predicted to be generated by wing twist. These predictions are partially based on roll rates that were measured during static testing of partial-scale models in wind tunnels; therefore, errors may occur from is-

\[
W_{in} = \frac{s + 5}{s + 500} \frac{s + 0.01}{s + 1}
\]
sues related to transients, scaling factors, and structural complexities associated with the wing fold.

Associate a norm-bounded operator, $\Delta_{\text{out}}$, only with the sensor measurements of the open-loop model that represents errors in roll rate. A weighting function, $W_{\text{out}}$, scales this operator such that the robustness analysis considers errors in roll rate ranging from 10% near $0.1 \text{ rad/s}$ to 1000% at high frequencies.

$$W_{\text{out}} = 10 \frac{s + 5}{s + 500} \frac{s + 0.001}{s + 1}$$

Figure 11 presents the closed-loop AAW model with uncertainty operators. Robustness is analyzed by computing $\mu$ with respect to $\Delta_{\text{in}}$ and $\Delta_{\text{out}}$ for the transfer function from pilot commands to errors.

Figure 12 presents the upper bound for $\mu$ that measures robust performance of the closed-loop system. The peak value shows $\mu \leq 1.5$ so the system does not quite meet the desired robustness goal of $\mu < 1$. The peak occurs near the natural frequency associated with the roll mode and agrees with the synthesis that noted the driving constraint for control design was achieving roll performance. Essentially, the controller is optimized to affect this roll mode and consequently is somewhat sensitive to modeling errors.

Also, the robustness of the AAW with the full-order dynamic controller and the approximation used as $K_{\text{AAW}}$ is shown in Figure 12. This plot demonstrates that the robustness is quite similar for either closed-loop system. This indicates that the approximation was good and did not severely degrade performance or introduce any sensitivity to modeling errors. Actually, the robustness at lower frequencies is greater for $K_{\text{AAW}}$ than for the dynamic controller so the approximation was able to reduce sensitivity near the roll mode.

### 6. Control Design as an AAW Technology

The fundamental objective of the AAW program is to demonstrate several areas of technology including aeroservoelastic control; however, the methodology of designing the corresponding controller is generally not considered an AAW technology. This exclusion may be true for certain types of control design but an argument can be made that the $H_\infty$ approach can greatly facilitate the utilization of AAW technology. Thus, the method of control synthesis may be considered as an indirect, but related, area of AAW technology.
The synthesis objective is to minimize the $\mathcal{H}_\infty$ norm of the closed-loop system or equivalently to minimize the maximum size of the errors that result from a pilot command. The nature of the $\mathcal{H}_\infty$ norm directs the synthesis to reduce the size of the largest error and ensure the sizes of all the remaining errors are no greater than this largest error. For example, if the error related to handling qualities or actuator constraints is larger than the error related to loads then the controller does not minimize the loads error.

The $\mathcal{H}_\infty$ approach for control design does not directly perform a loads minimization; rather, the compensator achieves a level of loads control. Essentially, the weighting on the error signal is chosen at a level for which a controller exists that makes the closed-loop $\mathcal{H}_\infty$ norm to be unity. The AAW will achieve the handling qualities and actuator objectives while reducing the loads to less than the values associated with the error weighting if this norm condition is satisfied. In this way, the synthesis performs a simultaneous optimization for loads, handling qualities, actuator, and performance objectives.

This simultaneous optimization suggests that the $\mathcal{H}_\infty$ methodology may be a valuable asset in realizing AAW technology on future aircraft. The ability to simultaneously consider several closed-loop objectives presents a method to easily determine the achievable properties of the aircraft. The designer simply iterates over values of the weighting functions to determine what levels of performance and loads reduction can be achieved for a particular set of actuator constraints. This approach allows a straightforward determination of the benefits that can be achieved by the remaining elements of AAW technology.

7. Concluding Remarks

The Active Aeroelastic Wing program has several objectives that present challenges for control design. This paper presents an $\mathcal{H}_\infty$ approach that encompasses these objectives in the controller synthesis. The design model is formulated by generating errors that relate to handling qualities, performance, actuator, and loads objectives. The resulting controller is designed by simultaneously considering all these closed-loop objectives. A point design is used to demonstrate that the approach generates controllers that achieve these goals.

8. Acknowledgments

The author would like to acknowledge the valuable comments and suggestions from several members of the AAW project team at NASA Dryden. Marty Brenner was particularly instrumental in that he helped to develop the framework for including the objectives in the design model. John Carter and Joe Gera were especially helpful and their ideas were essential for formulating robust controllers that could be implemented on the aircraft. The author also appreciates the extensive tutorials on F/A-18 and the production controller that were provided by Joe Pahle, John Burken, and Mark Stephenson.

References