Heart rate (HR) and heart rate variability (HRV) potentially offer objective, continuous, and non-invasive measures of human-operator’s mental workload. Such measurement capability is attractive for workload assessment in complex laboratory simulations or safety-critical field testing. The present study compares mean HR and HRV data with self-reported subjective workload ratings collected during a high-fidelity human-in-the-loop simulation of airport ramp traffic control operations, which involve complex cognitive and coordination tasks. Mean HR was found to be weakly sensitive to the workload ratings, while HRV was not sensitive or even contradictory to the assumptions. Until more knowledge on stress response mechanisms of the autonomic nervous system is obtained, it is recommended that these cardiac-activity measures be used with other workload assessment tools, such as subjective measures.

These cardiac-activity measures were chosen because of their simplicity. An electrocardiography (ECG) sensor can be attached to the participant’s body in a relatively non-intrusive manner and provide a continuous stream of inter-beat interval measurements. The measurement does not distract the operator, and the resulting data are objective. Thus, at least in theory, some of the subjective measures’ issues are addressed. However, the issue of large individual biases and noise still remain or are perhaps even more problematic, as is described later in the paper. Also, the interpretation of the cardiac-activity measures is far from straightforward.

**Mean Heart Rate (HR)**

Mean HR (the average number of beats per minute) is derived from the heart’s beat-to-beat (or R-to-R) intervals called RR intervals. HR is considered to reflect an overall level of general arousal, physical work, task demands, and emotional response (Wierwille & Eggemeier, 1993). Hankins and Wilson (1998) used HR to assess shifts in the pilots’ workload during a real flight. Their study showed HR was sensitive to general task demands but poorly fit for diagnosing what type of work was causing the high workload. Roscoe (1987) points out that HR works better with the pilot-flying performing relatively demanding manual-flight task than the pilot-not-flying who is undertaking a purely monitoring task.

**Heart Rate Variability (HRV)**

HRV, also called sinus arrhythmia, is a measure of variability in the RR intervals. HRV is thought to reflect the balance between the sympathetic and parasympathetic activities of the autonomic nervous system (Task Force, 1996). In the frequency-domain, HRV’s high-frequency power (HF; 0.15–0.4 Hz) is considered a marker of modulation of vagal tone (parasympathetic activity), whereas low-frequency power (LF; 0.04–0.15 Hz) is associated with both sympathetic and parasympathetic branches. Moreover, it has been reported that the mid-frequency power (MF; 0.08–0.15 Hz)—called the 0.10-Hz component—is suppressed during increased cognitive effort (Aasman, Mulder, & Mulder, 1987).

The MF have been successfully used to identify changes in operators’ mental workload. For example, Vicente,
Thornton, and Moray (1987) found strong correlations between MF and the subjective ratings of effort recorded in a low-fidelity hovercraft course-tracking simulation. Rowe, Sibert, and Irwin (1998) had the participants play an air traffic control game, and reported that those with previous air-traffic-control experience exhibited reduction in MF as the number of free flyers increased. Tattersall and Hockey (1995) observed in a military long-haul flight simulation experiment that the flight-engineer trainees’ MF showed suppression when they were working on problem-solving task rather than routine tasks, such as takeoff or landing.

Using the MF as a measure of cognitive workload has also met with skepticism. Nickel & Nachreiner (2003) demonstrated that the mental strain level inferred from the MF suppression when the participants were performing various types of work from the AGARD-STRESS battery were inconsistent with their perceived difficulty indices and task performance. Berntson and Cacioppo (2004) pointed out that the sympathetic and parasympathetic activations can be not only reciprocal, but also independent or even coactive. That is, individuals may respond differently to psychological stressors, e.g., one may increase sympathetic activation, whereas another may primarily withdraw parasympathetic activation. Kramer (1990) pointed out that speech and respiration increase blood pressure, thereby affecting the 0.1-Hz component.

**Airport Ramp-Tower Simulation**

The RR intervals were recorded as a part of (or “piggy backed” on) an airport ramp-tower HITL simulator evaluation conducted at NASA Ames Research Center in 2014. The main purpose of the simulation was to evaluate the Spot and Runway Departure Advisor (SARDA), a decision-support tool for ramp-tower controllers.

The ramp-tower controllers (ramp controllers) are responsible for overseeing aircraft traffic in the airport ramp area. They ensure aircraft-traffic separation and efficient taxi movements by giving proper and timely instructions to pilots via radio communication. Maintaining safe and efficient traffic flow requires the ramp controllers to engage in a multitude of high-level cognitive functions, such as monitoring, planning, calculating, problem-solving, multitasking, etc. Furthermore, the airport ramp area was divided into four sectors, and their duties included communicating and coordinating with the other sector controllers.

The simulation lasted three weeks and consisted of sixteen runs per week. Each run lasted for either 65 or 70 minutes depending on the traffic scenario. In total, six current ramp controllers from Charlotte Douglas International Airport (CLT) participated in the study. The four sectors were labeled North, East, South, and West. Each week, a new pair of CLT ramp controllers handled traffic in the East and South sectors, the most demanding sectors of the four. Traffic in the North sector, West sector, and the movement areas (i.e., the taxiways and the runways) were handled by the research team’s confederate controllers.

The simulation demonstrated that the SARDA’s departure metering advisory reduced, on average, one minute of departure taxi-time per flight, which resulted in 10-12% overall fuel saving (Hayashi, et al., 2015).

The present study compared the CLT ramp controllers’ real-time workload ratings with their mean HR and HRV. The real-time workload ratings were recorded at every five minutes, starting at 10 minutes and ending at 65 minutes into the scenario. The rating scale was one to seven; one represented the lowest workload and seven the highest. When a beep sounded, the controllers indicated their score via a quick hand sign, and the researchers recorded them.

**METHODS**

**Participants**

All six CLT ramp-controller participants were male. All of them had been working in the CLT ramp tower for four to 25 years (mean = 9.4 years, standard deviation = 7.9 years). All of them signed a consent form for participation in the study.

**RR Interval Recording**

ECG data were recorded using a Firstbeat Bodyguard 2 (BG2) device. The BG2 was attached to the participant’s chest via two electrodes. Each participant attached a BG2 in the morning and removed it after the last run of the day. The BG2’s ECG sampling rate is 1000 Hz. Its internal RR-interval extraction algorithms automatically calculates the RR intervals from the ECG data. Parak and Korhonen (2013) demonstrated that BG2 was able to detect 99.95% of heartbeats.

In this study, the ramp controllers were not given any behavioral constraint. For instance, they were free to sit, stand up, and walk around as they wanted. Caffeinated drinks and smoking were allowed during break time. These conditions may have affected the quality of the cardiac data, but it ensured that the SARDA evaluation would not be affected by prohibition of those activities. Also, there was interest in testing the robustness of the HR and HRV assessment method under these types of conditions, since in the future field testing environment, to maximize safety of the operation, the participants’ behaviors will likely be not constrained.

**Computation of HR and HRV**

The computation of these quantities was carried out in the following four steps.

1. **Artifacts (or ectopic beats)** in the RR intervals were detected using Saalasti’s method (2004), which uses two criteria: a) hard limits (any intervals outside the minimum and maximum hard limits are marked as artifacts) and b) gradient (if the two successive intervals differ by more than the gradient threshold, the latter of the two intervals is marked as an artifact). The artifacts were simply skipped, without any value correction or interpolation performed to compensate for the skipped intervals.

2. The mean HR was calculated within each of the two-minute windows ending at the times when the real-time
workload ratings were recorded (e.g., 10, 15, …, 65 minutes), using only the non-artifact intervals.

3. MF and HF were computed within the same two-minute windows using only the non-artifact intervals. Lomb-Scargle Periodogram (LSP) algorithm was applied to estimate the power spectral density (PSD) (Scargle, 1982). Selection of the LSP algorithm is important, because Clifford and Tarassenko (2005) demonstrated that LSP tolerates up to 20% of missing data (i.e., the artifacts skipped in the Step 1) in terms of PSD estimation accuracy.

4. Lastly, MF and HF were normalized with the total power (0.04-0.15 Hz) to minimize the effects of moment-to-moment fluctuations of the total power during each run, and to emphasize the activity balance between the sympathetic and parasympathetic branches (Task Force, 1996).

Statistical Tests

Linear Mixed Model regression (LMM) (West, Welch, & Galecki, 2014) was used to analyze correlation between the cardiac data and the real-time workload ratings. LMM was chosen because it is a repeated-measures analysis that can accommodate large between-subject biases, and it also can handle an unbalanced dataset (i.e., each of the seven workload rating scores contained different number of data points).

A linear model of mean HR or HRV was constructed with two main effects, Workload (WL) and Participant effects, and one two-way interaction of these effects (WL × Participant). WL effect was treated as a fixed, continuous effect, whereas Participant effect was treated as a random, categorical effect. A likelihood-ratio test was performed to examine whether the WL × Participant interaction term was significant. Next, under the most parsimonious model, the statistical-significance level for WL effect was calculated. R software (v. 3.1.2) and its packages, lme4 (v.1.1-7) and lmerTest (v. 2.0-20), were used for analysis.

RESULTS

Mean HR

For the HR analysis only, the data point at 10 minutes into the scenario was excluded from the analysis in all the runs because of the slightly elevated heart rate trends observed in some participants’ data. These trends were caused by the participants’ climbing the staircase to the second-floor room at the beginning of each run, and large enough to affect the analysis of mean HR.

The LMM did not find statistical significance in WL effect. Figure 1 plots the means and standard errors of mean HR by workload rating. The plot shows that the HR did go down when the rating moved from 1 to 2 but that the ratings of 3 and 4 tended to result in higher mean HR than the rating of 1 or 2. (The rating of 5 comprised of only one data point. The ratings of 6 and 7 were never reported.) Overall, the correlation between the workload rating and the mean HR may be there, but is not strong enough to be statistically significant.

HRV

Of the 1,152 2-minute windows, seven resulted in an artifact ratio greater than 20%. Following the Clifford and Tarassenko’s guidelines (2005), these seven windows were excluded from the HRV analysis. Unlike the mean-HR analysis, the HRV analysis was not affected by the slightly elevated values of the HRs at the beginning of each run. Thus, the data at all time-points were included, unless they fell in one of the aforementioned seven excluded windows.

The HRV results were either insensitive to the subjective workload ratings or sensitive but in an unanticipated direction. For the normalized MF, the LMM analysis revealed that WL effect was statistically significant (p < 0.01). However, its estimated coefficient suggested that the MF increased by 0.015 ± 0.006 (standard errors) per each workload score, rather than being suppressed as anticipated. Fig. 2 shows the means and standard errors of MF. The graph shows that MF was indeed higher when the participants reported a workload rating of 3 or 4 than 1 or 2, confirming the LMM results.

WL effect in the normalized HF was not significant. Figure 3 shows that HF was not sensitive to the real-time workload ratings. Figure 4 plots the means and standard errors of the total power in absolute values (i.e., no normalization), including LF, MF, and HF bands. It shows the total power increased when the participants reported scores of 3 or 4. This contradicts the general assumption that the total power is suppressed when sympathetic activity increases.

DISCUSSION

Mean HR showed only weak correlation with the participants’ self-reported real-time workload ratings. This observation was based on only visual inspection of the means, and no corroborations from formal statistical testing was obtained. The direction of the trend observed in Fig. 1 (i.e., the scores 3 or 4 resulted in higher mean HR than the scores 1 or 2) was in agreement with the general assumption that mean HR increases with overall level of general arousal and task demands. The weakness of the association may not be solely due to low sensitivity of mean HR, but possibly also due to large noise in the self-reported workload ratings. The self-reported workload ratings are not the true state of the
workload level, but, rather, noisy measurements of that. If both heart rate and self-reported ratings contain large noise, identification of correlations between them could be difficult.

Another way to assess the validity of mean HR is to apply the same statistical model as the one used on the real-time workload ratings for the main study. In the main part of the study for the SARDA evaluation, a six-way LMM that included six main effects and five two-way interaction effects was applied to the real-time workload ratings. Table 1 lists those effects, and the “×” marks indicate which effects were found statistically significant in mean HR and the real-time workload ratings. The two columns show different sets of effects found in each analysis. Again, the perfect agreement between the two is not a necessary condition for the validity. Interestingly, most of the inference results in the mean HR analysis were actually consistent with what was observed in the simulation, but not found statistically significant in the real-time workload ratings. For instance, the mean HR analysis found Sector effect to be significant (the third item in the table). This was consistent with the observation that the East sector was generally regarded as the most challenging sector by the controllers. Yet, the Sector effect was not found to be significant in the real-time workload ratings results. Researchers should be cautioned against type-I errors (false positives). That being said, in general, having more effects detected as statistically significant often helps the explanation of performance results, connecting findings, and strengthening the research conclusions.

The HRV data did not produce conclusive results in this study. MF and the total power increased when higher workload ratings were reported (scores 3 or 4). Unless the participants actually felt relaxed when the task demand was higher, these HRV values must have sensed some phenomenon other than the cognitive workload. One possible explanation for this inconsistency is that, when traffic volume increased, the controllers had to speak on the radio much more frequently. This increase in speech may have raised MF, but then, HF should also see decrease. In our data, HF increased in the absolute values (Fig. 4, white parts). Thus, this explanation is not completely satisfactory.

As researchers have pointed out, the sympathovagal balance of the autonomic nervous system involves complex mechanisms, and stress reactions and heart activity are a part of them. Therefore, it may be unreasonable to expect consistent behaviors between them (Berntson & Cacioppo, 2004). Besides the act of speaking, certain body movements, caffeine intake, room conditions, etc., may have also affected HRV. For assessing workload in the air traffic control tasks in a field-like setup, where behavior and conditions are less controlled, HRV may not be a suitable tool.

The analysis found that HRV was less susceptible to the effects of high physical activity (stair climbing) than mean HR. In an application where intense physical activities take place, HRV may offer a potential alternative to mean HR.

In the present study, mean HR and HRV demonstrated different levels of sensitivity to the operator workload level. This discrepancy was observed in past research. Cases were reported where mean HR was sensitive, but HRV was not (Hankins & Wilson, 1998), vice versa (Harris, Bonadies, & Comstock, 1989), or neither mean HR nor HRV was sensitive (Casali & Wierwille, 1983).

HR and HRV are considered to represent different parts of the cardiovascular systems (Aasman, Mulder, & Mulder, 1987). It is difficult to predict which measure will work better for a given task set in a given situation. Until further research is conducted, researchers are advised to include both mean HR and HRV, along with other types of workload assessment measures, such as subjective ratings. Both mean HR and HRV

<table>
<thead>
<tr>
<th>Effects</th>
<th>Mean HR</th>
<th>Real-time workload</th>
</tr>
</thead>
<tbody>
<tr>
<td>Advisory (Advisory vs. Baseline)</td>
<td>x</td>
<td></td>
</tr>
<tr>
<td>Scenario (1 vs. 2)</td>
<td>x</td>
<td></td>
</tr>
<tr>
<td>Sector (East vs. South)</td>
<td>x</td>
<td></td>
</tr>
<tr>
<td>Phase (4 chronological phases in each run to capture effects of traffic volume shift)</td>
<td>x</td>
<td></td>
</tr>
<tr>
<td>Run Block (1st-4th runs, 5th-8th runs, 9th-12th runs, and 13th-16th runs in each week to account for any learning or fatigue effect)</td>
<td>x</td>
<td>x</td>
</tr>
<tr>
<td>Participant (1-6)</td>
<td>x</td>
<td>x</td>
</tr>
<tr>
<td>Advisory × Scenario</td>
<td>x</td>
<td></td>
</tr>
<tr>
<td>Advisory × Sector</td>
<td>x</td>
<td></td>
</tr>
<tr>
<td>Advisory × Phase</td>
<td></td>
<td></td>
</tr>
<tr>
<td>Advisory × Run Block</td>
<td>x</td>
<td></td>
</tr>
<tr>
<td>Advisory × Participant</td>
<td>x</td>
<td></td>
</tr>
</tbody>
</table>
are calculated from the RR intervals post experiment; thus, there is no reason not to include both of them.

CONCLUSIONS

The study found mean HR weakly sensitive to the airport ramp-tower controllers’ self-reported real-time workload rating in simulated operations. HRV measures were insensitive or even contradictory, and their utility in complex, field-like settings, such as high-fidelity laboratory simulation or field testing in an actual air traffic control facility, is questionable. The discrepancy of sensitivity levels between mean HR and HRV have been observed commonly in past research. It is difficult to predict which type of measures will work, or even whether either of them will work; thus, it is recommended to use HR and HRV measures along with other types of workload assessment measures, such as subjective measures.

ACKNOWLEDGMENT

The authors would like to thank Dr. Rollin McCray and Jackie Waterman of HeartMath Institute for their guidance in heart-rate measurement.

REFERENCES


